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Abstract

In this thesis we deal with the problem of using deep reinforcement learn-

ing to generate robust policies for real robots. We identify three key issues

that need to be tackled in order to make progress along these lines. How to

perform exploration in robotic tasks, with discontinuities in the environment

and sparse rewards. How to ensure policies trained in simulation transfer

well to real systems. How to build policies that are robust to environment

variability we encounter in the real world.

We aim to tackle these issues through three papers that are part of this

thesis. In the first one, we present an approach for learning an exploration

process based on data from previously solved tasks to aid in solving new

ones. In the second, we show how learning variable gain policies can produce

better performing solutions on contact sensitive tasks, as well as propose a

way to regularize these policies to enable direct transfer to real systems and

improve their interpretability. In the final work, we propose a two-stage

approach that goes from simple demonstrations to robust adaptive behaviors

that can be directly deployed on real systems.
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1 Overview of publications

This thesis encompasses work from three separate papers, two accepted pub-
lications and one submitted manuscript. We list the papers below and detail
individual contributions in each work.

Accepted publications

Learning to explore in motion and interaction tasks [BR19]
Miroslav Bogdanovic, Ludovic Righetti
Published at 2019 IEEE/RSJ International Conference on Intelligent Robots and Sys-
tems (IROS)
Accompanying video available at https://youtu.be/lTX4ZdlYgXE.

• Author contributions: M.B., and L.R. designed research; M.B. performed
numerical simulations; M.B. analyzed results; M.B. wrote the paper with
support of L.R.

Learning variable impedance control for contact sensitive tasks [BKR20]
Miroslav Bogdanovic, Majid Khadiv, Ludovic Righetti
Published in IEEE Robotics and Automation Letters (RA-L)
Accompanying video available at https://youtu.be/AQuuQ-h4dBM.

• Author contributions: M.B., M.K., and L.R. designed research; M.B. per-
formed numerical simulations; M.B. performed hardware experiments with
contributions from M.K.; M.B. analyzed results; M.B. wrote the paper with
support of L.R. and M.K.

Submitted manuscripts

Model-free reinforcement learning for robust locomotion using trajectory op-
timization for exploration [BKR21]
Miroslav Bogdanovic, Majid Khadiv, Ludovic Righetti
Submitted to IEEE Robotics and Automation Letters (RA-L)
Accompanying video available at https://youtu.be/lDPJzpVzLIk.

• Author contributions: M.B., M.K., and L.R. designed research; M.B. per-
formed numerical simulations; M.B. performed hardware experiments with
contributions from M.K.; M.B. analyzed results; M.B. wrote the paper with
support of M.K. and L.R.
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2 Introduction

2.1 Deep reinforcement learning in robotics

One of the overarching goals in the �eld of robotics is designing controllers
that will allow robots to act in unstructured, real world environments. This
is something that has repeatedly proven challenging for classical control ap-
proaches. Successfully being able to act in the real world usually requires ex-
tensive engineering to account for the variety that occurs in real world environ-
ments.

Deep reinforcement learning (DRL) seems very well suited for this task. In
recent years, it has shown major successes across varied application areas and
the idea of being able to train control policies in simulation to account for var-
ious aspects it could encounter in the real world seems attractive. Despite this,
successes of DRL in robotics remain limited.

There has been a range of approaches showing impressive emergent behav-
ior in simulation on robotic problems. Legged robots have been shown to learn
to navigate complex environments with little guidance [HTS +17, PBYVDP17] or
perform highly dynamic acrobatic maneuvers based only on simple demonstra-
tions [PALvdP18]. However, achieving the same on physical robots has proven
di � cult.

Works such as [LFDA16] and [ABC +20] show impressive results for learning
manipulation behaviors directly taking image data as input. However, the actual
tasks performed in those works remain simple and the majority of complexity is
limited to learning the vision aspect of the task.

One of the most impressive recent results has been [LHW+20]. There, policies
trained exclusively in simulation enable a quadruped robot to robustly navigate
highly uneven real world terrain. However, even that work is limited to compar-
atively slow motions and needs to utilize a highly structured control to be able to
achieve those results.

There are several di� culties that are holding back DRL applications in robotics.
We identify three key issues that prevent us from generating robust policies for
real robots using DRL and throughout this thesis we aim to address each one.
Firstly, the problem of exploration – how do we �nd good solutions in the �rst
place in complex, discontinous environments with sparse reward signals. Sec-
ond, how do we ensure that the policies trained in simulation preserve their per-
formance when deployed on the real system. Third, how do we generate policies
that are robust to the extensive variability that we can observe in real world en-
vironments.

2.2 Problems of exploration

Exploration is a key issue in almost any application of reinforcement learn-
ing. It is a particular issue in robotic tasks where there are discontinuities in the
environment (arising from contact interactions) and the reward functions are of-
ten sparse. With the increase in the number of degrees of freedom of the system,
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moving from simple single-leg systems to bipeds, quadrupeds and even full hu-
manoid robots, it becomes more and more di � cult to �nd even nominal solutions
for most tasks.

One of the simplest approaches to improve exploration on control tasks has
been to adapt the exploration process to produce trajectories more correlated
in time. The idea behind it being that independently sampled controls at each
timestep produce control signals that are not appropriate for most robotic tasks
[Waw15]. An example of this approach can be seen in the Deep Deterministic Pol-
icy Gradient algorithm (DDPG, [LHP +15]), which uses an Ornstein-Uhlenbeck
process [UO30] to generate time-correlated noise to use for exploration.

An often used method to circumvent exploration issues, with long history of
applications in robotics, is to exploit demonstrations [ACVB09]. One promising
way of utilizing demonstrations has been to train policies in simulation to track
a demonstration trajectory as well as possible [PALvdP18, PCZ+20]. Rather than
just learning to imitate exactly the controls given by the demonstration, these
approaches enable �nding of solutions even when the demonstrations are not
perfect and behavior needs to be adapted at certain points. Alternatively, there
are approaches that try to learn the residual control with respect to the demon-
stration [TZC +18]. While potentially simpler, this type of approach produces a
time-dependent �nal policy. This is in con�ict with the goal of using reinforce-
ment learning methods to build adaptive policies, as timing of the behavior is
�xed and cannot be adapted.

Another key element in dealing with exploration issues in robotic tasks is the
choice of action space for the policy to act in. While directly controlling joint
torques for the robot might give the most freedom to the policy, it often makes
exploration very di � cult. Approaches utilizing PD control to control desired po-
sitions for each joint instead have been shown to be less likely to get stuck in
local minima [PvdP17]. There is still a lot of work in �nding what is the best
parametrization to be used for di � erent robotic tasks, in order to gain most ben-
e�ts in exploration by encoding strong structure, without sacri�cing the ability
to represent a diverse range of behaviors.

In this thesis, we will propose a new method for learning an exploration pro-
cess based on data from previously solved tasks to aid in solving new, more com-
plicated ones. Additionally, we will see how we can utilize demonstrations to aid
in exploration while being able to adapt behavior away from what was demon-
strated in order to account for environment uncertainty.

2.3 Transferring policies from simulation to real systems

In �nding policies that will perform well on a real robotic system, the best
approach would be to perform entire training on that same hardware. However,
learning on real robots is expensive and potentially dangerous. The number of
samples needed for �nding policies for even the simplest tasks using reinforce-
ment learning approaches can easily equal days or even weeks of training on the
real system. This is ignoring practical aspects that such continuous running of
a robotic system would entail. Apart from rare cases, like solving manipulation
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problems with access to an array of robotic arms, doing the entire learning pro-
cess on the real system like this is implausible.

Additionally, executing exploratory behaviors directly on hardware is inher-
ently dangerous and can easily result in breaking the robot. A lot of guardrails
need to be put in place to enable safe learning and it is di � cult to make a good
tradeo� between safety and giving enough freedom for the learning to happen.

For these reasons a wide range of reinforcement learning approaches relies
on doing majority or entirety of the learning process in simulation and only then
deploying those policies to real systems. Issue that needs to be addressed when
utilizing those approaches is the discrepancy between simulation and the real
world. Even the best simulators we have access to do not exactly mirror reality,
especially when dealing with contact interactions. Simply performing training in
simulation and expecting it to directly work on the real system is going to fail on
all but most simple examples. Additionally, most precise available simulators are
often not going to be used, as the goal of using the simulator is to signi�cantly
speed up training, so we are going to be limited to even less �delity. Finally,
even with very precise simulations, if we give the algorithm access to exact state
information we can easily end up with incredibly fragile policies that exploit the
noiseless deterministic nature of the simulation.

A direct approach to resolving this issue by trying to identify aspects of the
system that are not well modeled inside the simulation. Usually, kinematics of
the robot is something that we know with high precision. The element that is not
as certain is the actuation model. It has been shown that learning this part of the
system and replacing those elements of the simulation with the learned model
improves the transfer of the policy to the real system [HLD +19].

Another, widely used approach for dealing with this issue has been domain
randomization [TFR +17]. In particular, an aspect that proves key for transfer
of policies learned in simulation to the real system is dynamics randomization
[PAZA18], where the parameters of the robot are randomized. Instead of solving
the problem for one speci�c model of the robot, which might not exactly match
reality, learning is performed in such a way that the resulting policy performs the
task on a range of slightly di � erent robot models. This diversity makes it more
likely to capture aspects of the real system and for the policies to retain their
performance when deployed on those systems.

In addition to the previously discussed e � ects on exploration, the choice of
action space also makes an impact on how well the policies can be transferred to
real systems. In particular, imposing structure to the control of the robot makes
it more likely for what is learned in simulation to be applicable in the real world.
For example, utilizing PD control builds in feedback on the desired next position
in the learned control policies, allowing it to account for some discrepancies be-
tween simulation and the real world and enabling the desired motion given by
the policy to still be properly tracked.

Rather than relying on approaches such as domain randomization, in this the-
sis we focus on regularizing the trained policies to produce desired joint trajec-
tories that can be e� ectively tracked by the closed-loop controller. We propose a
novel regularization approach that we utilize across multiple works to produce
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policies that can be successfully deployed to real systems without any additional
training.

2.4 Building robust policies

Creating policies that are robust to varied range of environments the robot
can act in is one of the main reasons for applying deep reinforcement learning
methods to robotics problems.

A predominant way for achieving these robustness characteristics when per-
forming training in simulation is to vary the environment the policy is acting in
during training in some way [HTS +17]. These approaches have produced com-
plex emergent behaviors in simulation, with robots learning to balance over un-
even terrain or jump over obstacles and gaps.

Particularly fruitful direction of research has been how to perform these ran-
domizations of the environment. While we would like to be robust to signi�cant
variability in the environment, starting training with sampling from such diverse
set might lead to the reinforcement learning algorithm failing to converge. One
approach that has been showing potential in dealing with this is usage of cur-
riculums of environments of increasing complexity [HTS +17, YTL18, WLCS19,
XLKvdP20]. This way the complexity can increase slowly, potentially taking into
account current performance of the policy, so that the reinforcement learning
algorithm always receives the right di � culty of the problem to solve.

For a lot of these approaches however there is a gap between what we see
in simulation and the types of behaviors we know are possible on real systems.
There has been some application of this general approach recently with actual
deployments to real systems [LHW +20]. However, that work has both been lim-
ited to slower motions as well as having prior structure imposed on the policy.
Being uncertain about a location of a contact is a signi�cantly easier complication
to deal with in a case when the robot has no �ight phase and the ende � ector can
slowly move until it encounters contact. It becomes more di � cult when the robot
motion has a �ight phase, contact is encountered at high velocity and needs to be
prepared for.

A large amount of work however remains to be done in this area, in partic-
ular related to building policies that will be robust when deployed on real sys-
tems. The way to structure the learning process as well as which aspect of the
environment to randomize are key to achieve policies that can act in real world
environments.

Building robust policies for real robots is a key focus of this thesis. We ex-
amine the in�uence of the choice of action space on the robustness of learned
policies and propose training variable gain policies in order to �nd better per-
forming policies in the presence of contact uncertainties. We examine how to
structure environments the robot is acting in during training and how to com-
bine randomization of aspects of the environment with speci�c reward terms to
produce robust behavior that carries over to real systems. Finally, we propose a
two-stage method, where we utilize demonstrations to aid in learning, but are
still able to fully adapt the policies in order to �nd truly robust solutions.
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2.5 Thesis overview

This thesis covers work from three separate papers, addressing overlapping
subsets of the three issues presented above. In Chapter 3 we �rst give an overview
of the contributions of each paper. We then go over simplifying assumptions we
make across our work and give details of the robot hardware used in Chapter 4.
We then group topics from di � erent papers based on the three key issues they are
dealing with as follows:

1. Learning to explore in motion and interaction tasks [BR19] – This paper
presents a way of learning how to explore when performing reinforcement
learning on robotic tasks, based on data from a set of simpler tasks. We
cover this in Chapter 5.1.

2. Learning variable impedance control for contact sensitive tasks [BKR20]
– This work is concerned with the choice of action space for producing ro-
bust policies in contact sensitive tasks. In particular, it proposes learning
variable gain policies to improve performance on these tasks, we cover this
in Chapter 7.2. It also introduces aspects that we reuse in the next pa-
per. First, a way to regularize the policies being learned to impose physical
meaning to them and ensure their e � ective transfer to real systems, which
we address in Chapter 6.1. Second, which aspects of the environment need
to be randomized and in which way to ensure high level of robustness of
policies when deployed to real systems, covered in Chapter 7.1.

3. Model-free reinforcement learning for robust locomotion using trajec-
tory optimization for exploration [BKR21] – In this work we propose a
two-stage approach for building robust policies starting from simple demon-
strations. We cover the con�ict between tracking time-based trajectories
and being robust to variable environment conditions and how our approach
resolves this in Chapter 7.3.

After, we discuss where the overall research has led us to and what next steps
can be taken along those directions in Chapter 8. Finally, we give concluding
remarks for the thesis in Chapter 9.
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3 Individual paper contributions

3.1 Learning to explore in motion and interaction tasks

In this paper, we show how we can utilize data from previously solved tasks to
build an exploration model that can improve learning of new, more complicated
ones. We examine the performance of the approach in simulation, on a set of
manipulation tasks of increasing complexity. We show how using the proposed
approach improves both learning speed and reliability of �nding solutions in
new tasks. We also demonstrate how this method can be used in incremental
solving of a set of tasks with increasing complexity, by using the solutions of
each new task to expand the capability of the exploration model.

This work, while preliminary, shows an interesting potential for the design
of robot-centric exploration strategies. While, for example, utilizing demonstra-
tions to aid in learning can be simpler, approaches like the one we propose should
�nd their place in more complex tasks, where good demonstrations are hard to
come by and we need an alternative way to bootstrap learning.

3.2 Learning variable impedance control for contact sensitive

tasks

There are two key contributions we make in this work. The �rst one is the
proposed regularization scheme driving the policies to output joint trajectories
that can be well tracked by the PD controller. This allows us to produce policies
that can be deployed on real systems without need for dynamics randomization
during training. It also allows us to produce policies that are more interpretable,
with each output having its original physical meaning.

Our second contribution is the use of variable gain policies that can be learned
using the above regularization scheme. We show how we can �nd better solu-
tions more reliably utilizing this control structure on both �xed and �oating base
robots. We also show how this performance carries over to the real system.

Overall, we see no degradation in learning performance from increase in the
number of outputs of the policy in the case of variable gain control. We are
also able to avoid the issue of having many combinations of outputs resulting in
the same behavior, by having the regularization scheme incentivize those with
proper physical meaning. These aspects combined make it reasonable to use
more complicated control structures when applying deep reinforcement learn-
ing in robotic tasks and have potential to be extended to other control schemes
appropriate for speci�c tasks.

3.3 Model-free reinforcement learning for robust locomotion us-

ing trajectory optimization for exploration

The �nal paper in this thesis goes furthest in the overarching task of achieving
robust behavior on real robots. The general approach presented there allows us
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to go from single demonstration trajectories to robust policies that we can deploy
on real robots without the need for any additional training.

The main advantage of the approach is its simplicity and generality. We only
require a single demonstration trajectory for a given task. While we utilize tra-
jectory optimization methods to arrive at those trajectories in our work, the ap-
proach is agnostic to the source of the demonstration. This trajectory only needs
to encode some basic behavior on the task. It does not need to optimize any as-
pect of the performance, as that can be later done in the second stage of training.
It only needs to give us a hint of the kinematic motion needed to complete the
task. We do not even make use of the actions from the demonstration, just of the
sequence of states. This makes it so that we can easily use a di� erent controller
during training than what was used for generating the demonstrations.

On the other side, as using demonstrations allows us to overcome exploration
issues for the most part, the task reward we give in the second stage can be kept
quite simple. We can have it encode directly the aspect of the task we are inter-
ested in optimizing, without the need for any extensive reward shaping.

Using this approach we are able to produce highly robust behavior on a real
quadruped robot for dynamic hopping and bounding tasks. The behavior is ro-
bust to a wide range of environment variability (like uneven and soft ground) as
well as external perturbations (pushes during execution). As a result of general-
ity and simplicity of the approach we are hopeful that it can be further extended
to a wide range of tasks and to di � erent robotic systems.
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4 Simplifying assumptions and hardware details

Before examining speci�c contributions we make on each of the three key
issues described, we give details on the simpli�cations we make to be able to
focus on those issues. Additionally, we give speci�cs of the hardware used that is
key for enabling this type of work.

4.1 Simplifying assumptions

Overall we do not make any use of high-dimensional observations, like vision
or touch sensor data, as part of the policy input. Instead, we generally restrict
ourselves to direct measurements of the robot state (joints and base state). Addi-
tionally, we do not make any observations of the environment and instead aim to
be robust to a set of variable environment con�gurations.

We make these simpli�cations to be able to focus on the behavioral aspect of
the policies and in particular the interactions of the robot with the environment.
Deep reinforcement learning approaches that learn direct mapping from high
dimensional sensory data to controls have shown impressive results [LFDA16,
ABC+20]. However, most of the complexity in those approaches remains in the
observational part of the system.

In our work, we focus on how the policy acts in the environment, the interac-
tions of the robot with the world and how we can create robust policies than can
act in a variable, uncertain environment. Simpli�cations we make are crucial to
be able to examine these aspects. However, there should be nothing preventing
all the results presented here from being utilized as parts of a more complicated
system, utilizing diverse sets of complex observations.

We also do not use any extended state history in the input to the policies or
use policies with any internal memory. The one exception is the recurrent neural
network based exploration model in [BR19]. But even in that work, the policies
that are trained using that exploration model have no memory and are only based
on the current state.

Policies with some memory capabilities have been used in robotic tasks, mostly
in combination with domain randomization [PAZA18]. In those cases, the policy
having access to longer state history or internal memory can allow it to implicitly
identify either dynamics parameters or some aspects of the environment and act
accordingly. We do not randomize robot parameters in our works and instead
rely on imposing structure to the policies to ensure e � ective transfer to real sys-
tems. This removes one reason for having memory in the policies, as with a single
instance of robot dynamics there is nothing to identify in that respect.

On the other hand, as for the environment variability, we explicitly do not
want the policies to be able to identify speci�c aspects of the current con�gura-
tion. Instead, we want them to be robust to a range of environment con�gurations
that can be encountered. This adds more robustness into the policies, as they are
able to account for environment changing during execution of the policy. For ex-
ample, hopping policies in [BKR20] being able to continue hopping as the ground
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height changes or policies in [BKR21] being able to deal with uneven ground and
external pushes.

4.2 Robot hardware

(a) One-leg hopper (b) 8-DoF quadruped

Figure 1: Two hardware platforms used in this work. Images taken from

[GMK +20].

Another key element for the success of the work covered in this thesis that
cannot be disregarded is the hardware used for experiments. For all real hard-
ware experiments we used lab-built robots based on the Open Dynamic Robot
Initiative (ODRI) architecture [GMK +20]. It represents a simple, low-cost frame-
work for building a range of robots with widely available parts.

Common hardware design between di � erent robots allowed us to quickly
move between them, reusing results and knowledge gained from working on one
when moving to the next. The hopping experiments on a single leg setup used in
[BKR20] provided a starting point for performing a more di � cult task of robust
hopping on a quadruped robot in [BKR21]. This also gives hope for the work
presented here to be used on other robots based on the same design, with the two
currently available ones being a 12-DoF quadruped and a 6-DoF biped.

Additionally, the hardware platform proved very well suited for deploying re-
inforcement learning policies to real systems. Safety is one of the main concerns
in evaluating policies learned in simulation on real systems. Potential for expen-
sive hardware failures can make such work exceedingly di � cult. The platform
we used proved robust and durable, with failures rarely resulting in hardware
breaking. More importantly, with the modular 3D printed design of the robots,
in the cases of parts of the robot breaking, repair procedure was simple and quick.

Finally, the open source aspect of the hardware framework and relative sim-
plicity of reproducing it should aid in the reproducibility of the presented results,
something that is often a key di � culty in robotics research.
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5 Resolving exploration issues

In each work that is part of this thesis we approach exploration in a di � er-
ent way. In [BKR20] we examine comparatively simpler tasks for which policies
can be learned from scratch, without any special approach for exploration. In
[BKR21] we use demonstrations to bootstrap learning and then focus on dealing
with issues that arise when learning to imitate given trajectories. In [BR19] on
the other hand we deal exclusively with the problem of exploration.

5.1 Prior knowledge from simpler tasks

Most approaches to resolving exploration issues rely on prior knowledge in
some form. In [BR19] we examine how we can use knowledge gained from solv-
ing a set of tasks on a robotic system to aid us in solving new, potentially more
complicated tasks that share some characteristics with the original ones. For ex-
ample, if we know how to solve a task where we use a robotic arm to exert a force
on a speci�ed point on a �at surface and a task where we do circular motion of
the ende� ector in free space, can this aid us in solving a task where we are asked
to exert a force on a table while performing a circular motion?

Our proposed approach uses data collected from previously solved tasks to
build an exploration model, one that can be used to generate random behaviors
with characteristics seen in those tasks. When solving a new task, we then rely
on samples from this model to explore rather than relying on random noise. We
propose that utilizing these samples of more sensible behavior would improve
exploration and allow us to �nd solutions to new tasks faster and more reliably.

The key concept we rely on in building this exploration model is estimating
the combined distribution over actions arising from all the previously seen tasks
at some point during an episode. In a sense, determining at some point which
actions make sense based on what we have done previously and which do not.
First, we examine this combined distribution over actions when conditioned on a
current state of the system. For each action, we take the sum of probabilities for
that action from each available policy, weighed by the likelihood of occurrence of
the state in that task:

� EXP(at jst ) =
1
Z

NX

i =1

� i (st )� i (at jst ) (1)

To formulate it in another way, if we take a collection of (state, action) pairs from
execution of all these tasks, we evaluate which actions are taken when the sys-
tem is in state st in this combined dataset. We could now use samples from this
distribution to explore, rather than relying on random noise.

The issue with this approach is that it will often prove uninformative, as it
fails to capture any correlations across time. Conditioned only on a single state,
a wide range of actions might be plausible across the examined set of tasks. Gen-
erating trajectories by taking consecutive samples from this distribution would
result in behaviors similar to those seen when performing exploration using ran-
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dom noise. We would not observe any coherent exploratory motions of the system
we are trying to achieve.

This is why we aim to estimate the same distribution over actions, but instead
conditioned on a longer history of preceding states:

� EXP(at jst � K+1; : : : ;st ) =
1
Z

NX

i =1

� i (st � K+1; : : : ;st )� i (at jst � K+1; : : : ;st ) (2)

This way we preserve all the key correlations across time. Sampling from this
model gives us trajectories that smoothly continue the behavior preceeding the
current state – they continue moving in a similar direction or continue applying
force if in contact.

One additional bene�t from utilizing this approach is that it allows us to build
a curriculum of more and more complex tasks on a system. As the data used to
train the exploration model can come from any source, it can also come from
policies trained from previous application of the same approach. With this we
can take the simplest tasks we already know how to solve (moving a robotic arm
to a point in space), train an exploration model on that data and use it to solve
a next set of tasks (moving the arm along a trajectory or going to a surface and
applying a force) and then train a new model using the combined data to help
on an even more complex task (performing a motion while applying a force).
The approach is also modular, as we can choose the data containing the types of
behaviors we will have on a new task in training an exploration model, making it
more suited for the particular thing we currently care about.
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6 Building transferable policies

Throughout our work we do not rely on approaches such as dynamics ran-
domization to ensure transferability of learned policies to real systems. Here we
show how instead we structure the policies to make them inherently transferable.

6.1 Learning structured control laws

When learning control policies for robotic tasks using reinforcement learning
we often have the policy output parameters for a speci�c controller, rather than
directly outputting control torques for each joint. Most commonly, we use a PD
controller and have a policy give desired positions (and potentially velocities) for
the controller. The expectation when we do this is that the policy will output a
trajectory of desired positions in time, that is then properly tracked by the con-
troller. Unfortunately, just by structuring the control like this there is nothing to
ensure that that is what actually happens. What we often see in practice is that
the policy can output highly non-smooth signals, which when put through the
control law results in success on the relevant task. We cannot however success-
fully deploy these policies on real robots as any di � erences between simulation
and the real world cause a control output like this to produce completely di � er-
ent behavior resulting in task failure and potentially even being unsafe.

What we want is a way to ensure that the policy outputs a trajectory that can
be tracked by the controller as much as possible. In [BKR20] we propose a way
of achieving this, by adding a new reward term during training. We design this
reward term to penalize the di � erence between the desired position value given
by the policy at timestep t and the actually achieved position and timestep t + 1:

rtt = � k



 qt

des � qt+1





2
(3)

This drives the policy to produce desired position values that can actually be
tracked well by the PD controller.

The e� ect of the proposed reward term is particularly interesting when com-
bined with the variable gain control law. With the variable gain control we have
the reinforcement learning policy output both the desired joint positions and the
values of the gains for the PD controller to track these desired positions. For
simplicity, we will look only at the P part of the control law here:

� = KP(s)(qdes(s) � q) (4)

With the reward term forcing the policy to output trajectory that is actually
tracked, this leaves a free term KP(s) to ensure that this tracking is actually per-
formed. What this results in, as we show in [BKR20], is that the gains go low
when the robot is performing free space motion and not a lot of torque is needed
to track the trajectory, but go high in contact when that is needed to ensure that
the trajectory is tracked properly.

We can also compare our approach to simply having a reward term incen-
tivizing smooth outputs of the policy, which is sometimes used in dealing with
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the same issue of noisy outputs. Rather than driving policy towards any smooth
trajectory equally, the reward term we propose biases it towards the one that can
be realized on the system – one that is in agreement with the physics of the sys-
tem. It also gives no penalty for any case of outputs that can be well tracked,
allowing for fast motions if the system allows for it.

We can see how the addition of this reward term changes the resulting policy
output in Fig. 5 in [BKR20]. We can observe how the tracking of the outputted
trajectory improves and how in the case of variable gain control this results in
more sensible values for control gains – going down to ensure soft contact and
increasing to allow force application when in contact. In the same work we also
note how addition of this reward term allows hopping policies to successfully
be deployed to the real system, with no dynamics randomization during training
and no additional training on the real system.
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7 Achieving robustness on real robots

Our main approach for �nding policies that will provide robust behavior on
real systems is to introduce variability in the environment during training for
the policies to learn to account for. Below, we will �rst cover general aspects of
how we introduce these variabilities and speci�c aspects we aim to achieve by
doing so. Next, we discuss how the choice of action space, in particular learning
variable gain policies, can make it easier for us to �nd policies robust to these
uncertainties. Finally, we deal with the issue of how we can still generate fully
robust policies while utilizing demonstration trajectories to bootstrap the initial
learning process.

7.1 Environment variability during training

The main way we aim to achieve robust policies is to introduce variability
during training for the policies to learn to account for. What is randomized and
how proves to be key in actually achieving robustness on real robots with this
approach.

The most important variability we introduce during training is that of contact
location. That, combined with a reward for soft contact transitions, proves to be
key in �nding policies that interact well with the environment and that can be-
cause of it be deployed on physical systems. It also illustrates one of the bene�ts
of the reinforcement learning approaches in these types of tasks. We can �nd
emergent behaviors that are sometimes di� cult to predict. For example, with
the above de�ned setup of uncertain contact location and requirement for soft
contact transition the expectation would be for the policy to be soft in prepara-
tion for contact and to absorb the contact when it happens. While these aspects
are crucial and they are achieved with this type of training, what we additionally
observe is lifting of the foot throughout the range of locations where the con-
tact could perceivably happen. This reduces the impact velocity and additionally
contributes to the contact transition being smooth.

Other important aspect in the search for generally robust policies is that we do
not need to randomize exactly the speci�c aspects we expect to be variable in the
real world environment. We can observe this best on the quadruped behaviors
in [BKR21]. The main randomization we perform in that work is still that of
contact location. However, we simply randomize the vertical position of a �at
ground surface, resulting in same ground height under each foot. In addition to
that, we randomize the initial state of the robot base, where we change the height
and angle we start the motion from during training.

These two aspects in combination produce more than simply robustness to
speci�c variability in those two values. When deploying trained policies to the
real robot, we observed that the behaviors exhibit signi�cant robustness to un-
even and soft ground, as well as external pushes, none of which they were ex-
plicitly trained for. Having not been explicitly trained for it the policies do not
account for this type of variability right away. They do not adapt the leg con-
�guration to account for di � erent contact height for each foot, something that
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could allow the base to potentially stay perfectly horizontal throughout the mo-
tion. External pushes are also not absorbed, which could reduce the perturbation
they cause. What happens is that the perturbation causes the base con�guration
to go o� the nominal trajectory, however what the training has produced is robust
recovery behavior for such cases. With the randomization of the initial base con-
�guration, the state the base ends up in is not novel for the policy and it knows
what to do to go from there back to the nominal motion cycle. In combination,
these two aspects, soft contact transitions and robust recovery behaviors, produce
highly robust motions on the real system with no additional training required.

7.2 Learning variable gain policies

Across the works included in this thesis, a key interest we have is building
policies that interact with the environment. One of the key elements of this is the
ability of the policy to smoothly go in and out of contact, particularly when there
is uncertainty in contact locations.

Simplest way of having the reinforcement learning policy controlling the sys-
tem is by having it directly output desired torque values for each joint.

� = � (s) (5)

This approach imposes no structure to the solution, which has its bene�ts, but
also drawbacks. All other control structures that can be imposed would still re-
sult in torque being some function of the system state, and direct torque control
can in theory learn to replicate any of these more complicated control laws. How-
ever, this might require a much more complicated function to be learned.

Other commonly used approach is employing PD control with �xed, pre-
tuned gain values:

� = KP(qdes(s) � q) � KD �q (6)

This structure makes exploration easier and it has been shown that it makes the
learning problem easier [PvdP17]. However, it is a bad choice for controlling the
interactions with the environment, where even small deviations in the environ-
ment can result in large forces being applied and even potential damage to the
system.

As an alternative to both of these approaches we propose using variable-gain
control, where the policy controls both the desired position for each joint and
corresponding gain values:

� = KP(s)(qdes(s) � q) � KD �q (7)

Bene�ts of using a variable gain control law are maybe best seen in the exam-
ple shown in Fig. 9 in [BKR20]. There we examine a task of performing a circular
motion on a table while applying a speci�ed force to it. What is shown are forces
applied to the table when di � erent control laws are used. Unlike direct torque
control or PD control with �xed gains, variable gain control is able to preserve
contact throughout the motion. The other two control schemes either lose con-
tact at various points or perform repeated impacts to the table trying to stay in
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contact. Utilizing variable gain control makes solving the task well simpler, as
gains can be reduced appropriately so that the contact behavior such as this is
simple for the policy to learn.

7.3 Time-dependent demonstrations and robustness

In our work with variable gain policies, we performed all the learning from
scratch, which was viable for comparatively simpler setups used in that work.
Moving to more complex tasks, we need to utilize some approach to circumvent
the exploration issues that arise. We already presented one way to approach the
problem utilizing knowledge from simpler tasks we know how to solve (5.1). As
an alternative, in our approach in [BKR21], we utilize demonstration trajectories
to resolve the same issues.

Learning to track demonstration trajectories as well as possible inside the
simulation has proven e � ective in learning complex control policies [PALvdP18,
PCZ+20]. It proved equally e � ective in the tasks we examine in [BKR21]. When
demonstration trajectories are readily available it is a simple and general way to
generate policies performing some nominal behavior on a task.

What we are concerned in our work is what happens if we want these policies
to be robust to a wide range of environment parameters. It turns out that having
a policy try to track a time-based demonstration trajectory during training while
accounting for signi�cant environment uncertainties is not e � ective. We can ex-
amine this on an example task. Let us look at a problem where a robot is trying to
learn how to hop in an environment where ground location is uncertain (similar
to the setup we have in [BR19]). We assume we have access to a demonstration
trajectory of a hopping behavior with some nominal ground position and that we
are trying to reproduce that behavior as close as possible.

With di � erent ground locations, the contact of robot with the ground will
happen sooner or later than it is expected in the demonstration trajectory. This
causes desynchronization between the policy and the trajectory it is trying to
track. The policy now needs to wait for the demonstration (if the contact hap-
pened sooner than expected) or to speed up the motion to catch up with the
demonstration (if contact happened later). Neither of which results in a smooth
adaptive behavior we desire. Being locked into the timing of the demonstration
trajectory makes proper adaptation to varied environment conditions hard and
sometimes even impossible.

This is the problem we tackle in [BKR21]. We would like to be able to use
demonstrations as a simple and general way to avoid exploration issues in com-
plex tasks, while being able to freely adapt the behavior (in particular the timing
of it) to account for environment uncertaities. We achieve this with a two-stage
approach. In the �rst stage, we try to imitate the demonstration trajectory in
simulation as well as possible to get a nominal policy for the task to bootstrap
learning. In the second stage, we perform further training of this policy, but fully
eliminate the imitation reward and replace it with a direct time-indepent task
reward. At the same time, we introduce variability in the environment that the
policy is now able to account for without con�ict with the reward for tracking
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the demonstration.
This proves to be a simple and powerful approach for learning highly robust

policies for dynamic tasks, that can crucially successfully be deployed on real
systems. When analyzing data from the execution of learned policies on the real
system, we see exactly the kind of adaptation of timing to account for environ-
ment variability. The hopping policy for the quadruped robot when initialized by
dropping the robot from di � erent heights, lands softly regardless of the height
and smoothly transitions to nominal behavior through several hops. ([BKR21],
Fig. 3)
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8 Discussion and future work

8.1 Utilizing learned exploration models

Our work on learning exploration models showed promising results, however
it only scratched the surface on research in this direction. One topic that def-
initely deserves more attention is how we use the trained models to learn on a
new task, in particular how we make tradeo � s between exploration and exploita-
tion. While the simple approach we use in our work proves e � ective, it should
be possible to explicitly combine the distributions over action space arising from
the exploration model and the current distribution from the policy being learned.
This would require a change to the reinforcement learning algorithm being used
as the one we employ (DDPG, [LHP+15]) uses a deterministic policy and there-
fore does not provide us with the required probability distribution.

8.2 Learning with alternate control laws

The regularization term we propose in [BKR20] is in fact quite general and
not restricted to just learning with the control laws presented in that work. In
particular, an interesting control law to take into account is a PD control law
with an additional feedforward term:

� (s) = KP(qdes(s) � q) + KD ( �qdes(s) � �q) + � F F(s) (8)

The idea behind a control law like this is to have the feedforward part, � F F(s), re-
alize the nominal motion, while the feedback part, KP(qdes(s)� q)+KD ( �qdes(s)� �q),
handles disturbances and ensures that the desired trajectory is tracked. However,
by just having a policy with these three outputs, qdes(s), �qdes(s), � F F(s), there is
nothing to ensure that this is the case. In fact, in the case of a control law with a
complex structure such as this one, the output we get becomes even more chaotic,
with practically no interpretability and no chance of transferring to the real sys-
tem.

We can apply our proposed regularization scheme to this control law with
two separate reward terms. First one being the same as we have used in previous
work, penalizing the di � erence between desired joint position at timestep t and
actual position at timestep t + 1:

rtt = � k



 qt

des � qt+1





2
(9)

The second would be an equivalent one for joint velocities, penalizing di � erent
between desired value at timestep t and actual value at timestep t + 1:

rvt = � k



 �qt

des � �qt+1





2
(10)

Now, we have three policy outputs ( qdes(s), �qdes(s) and � F F(s)) and a regular-
ization terms on two of them (desired position and velocity). This leaves the
feedforward torque term free to actually enable that the trajectory is tracked.
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Our initial experiments in simulation with control laws such as this one showed
potential. We were able to learn structured policies with proper tracking for
both position and velocity, with the feedforward term increasing during contact
phases to enable proper tracking.

8.3 Accounting for even more environment variability

One straightforward extension to the work we propose in [BKR21] is train-
ing policies to account for even more environment variability. For example, we
expect even better performance of hopping and bounding policies we showed
in that work if they would have been explicitly trained to account for uneven
ground. It would be interesting to see how far we can push the uncertainties and
if and how the policy could account for them.

However, from our initial experiments applying this amount of uncertainty
from the start of the second stage of training results in the RL algorithm failing
to �nd a solution. The policy fails in an overwhelming percent of the new random
environment and the training cannot proceed.

One approach that shows potential for resolving this is using curriculums
of environments of increasing complexity during the second stage of the train-
ing. Curriculum learning has been shown to aid in learning of challenging tasks
[XLKvdP20]. There is still work to be done on how best to extend and adapt
the di � culties during training, but these types of approaches seem like the exact
thing needed to take our proposed approach further.

8.4 Goal conditioned policies

Generally, the policies we have used across our work have been designed to
solve one speci�c instance of one task. For example, we had a policies that ap-
plied force to a point on a table, which worked for one speci�c, pre-de�ned point
or hopping policies, performing continuous hopping with some speci�c height.
The main issue with this is that if we want to solve a di � erent instance of the
same task we would need to repeat the entire training.

A simple solution for this issue would be an addition of an input to the policy
for selecting or parametrizing task goal or some other aspect of the motion. This
however comes into con�ict with the approach we have been utilizing of employ-
ing demonstrations to aid in learning. We would now require a new demonstra-
tion for each task con�guration which, depending on the source of the demon-
strations, could easily prove infeasible.

One hopeful aspect for the approach we propose is that we can generate a
wider range of behaviors from a single demonstration. For example, attaining
di � erent hopping height or di � erent bounding cycles. With this there is some
hope that we can start from one or a small number of demonstrations, for some
select task con�gurations, and through the second stage of the training adapt
them to cover the full possible range of task instances.
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9 Concluding remarks

Deep reinforcement learning has great potential in many di � erent robotic ap-
plications. Training control policies to account for a wide set of potential envi-
ronment con�gurations can allow us to learn robust behaviors, able to recover
from wide range of perturbations and succeed in completing the tasks. With
this type of approach we can �nd policies that not only immediately respond to
any perturbations, but even adapt behavior in advance to account for di � erent
possibilities.

In this thesis we dealt with several issues that need to be addressed for this
to become reality. Exploration is likely to remain one of the dominant problems
when attempting to �nd policies for di � cult robotic tasks. While it is an issue
in most reinforcement learning applications, it is particularly present in robotics,
due to discontinuities in the environment and often sparse rewards. Employing
demonstrations to circumvent these issues has proven successful in various tasks
and it allows us to explore other aspects needed for solving the overarching prob-
lem. However, it is likely that more structured approaches for exploration will
be needed for the most complex tasks. There are reasons to be hopeful about
work in this direction. There is a lot of structure encoded in the physics of the
robot, environment and their interaction and we should be able to exploit some
aspects of that to vastly reduce the search space of policies, like we attempt to do
in [BR19].

Another aspect that is proving to be crucial is how we structure the control
law that the reinforcement learning policies are utilizing. This is particularly im-
portant when we are concerned with deploying learned policies on real systems.
While a lot of tasks could in theory be done with policies directly controlling the
desired torques for the robot, alternative parametrizations have the potential to
make learning much easier without sacri�cing any expressivity. Even more than
that these control laws give us some additional structure apart from just what
can be learned in simulation, as well as allowing for much better interpretabil-
ity of what the learned policies are actually doing – something that is a key in
long term robotic research. In our work we addressed a general way of enabling
proper learning of structured control laws. What exact control law should be
used for what problem is a di � cult question, likely without a simple answer, but
research in this direction is well positioned and likely to provide fruitfull results.

Finally, something we spent a lot of time on in this thesis is generating policies
that are robust to variable environments. Basic approach of training policies on a
varied set of environment con�gurations has shown a lot of early success, but it is
also the aspect where there is most work left to be done. What and how precisely
is randomized and how the training of the policies is structured to be able to �nd
policies robust to it are key questions with a lot of room for future research.
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