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Abstract

In this dissertation, I investigated whether wide-learning networks are robust

enough to model isolated spoken word recognition directly from speech with very

noisy, highly variable, and imperfectly aligned data. Of special interest to the

WIDE project, within which the research reported in this dissertation took place,

is whether a model for human spoken word recognition can be successful without

making use of phone units.

The �rst two studies provided converging evidence that simple wide networks

deliver promising performance as gauged by accuracy. The second study revealed

the importance of the proper choice of input and output representations in wide

networks. Re�ned continuous-valued features replacing discrete input and output

features were essential to substantially reduce over�tting. With respect to the

input to the model, a feature extraction algorithm was developed that embeds

the audio signal in a high-dimensional real-valued space. With respect to the

output representations, word embeddings were employed, to my knowledge, for

the �rst time in a cognitive model of spoken word recognition. The proposed

model conceptualizes lexical access as a walk through the semantic space based

on bottom-up auditory information. Competition for recognition among multiple

candidates emerges as the speech signal is gradually revealed to the model.

The third study investigated the output representation carefully to extend the

models' vocabulary to in�ected words. In computational semantics, plurality for

English nouns is typically modeled with a single shift vector. However, upon closer

inspection, it turned out that the shift vectors for English vary systematically with

the semantic class to which the base word belongs. This conditioning by semantic

class is reminiscent of languages such as Swahili and Kiowa in which conditioning
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by semantic class is partly grammaticalized. The �nal study showed that plural

vectors that are conditioned on semantic class are more similar to their audio

embeddings compared to plural vectors that are constructed from their singular

vectors with a general linear mapping.

This dissertation shows that simple wide linear networks without phone units

model isolated spoken word recognition surprisingly well. Simple mappings be-

tween audio and semantics support considerable isomorphy between the form and

meaning spaces. The model also shows some productivity, in that it can un-

derstand to some extent unseen audio tokens of known words. However, further

development will be necessary for the recognition of words in context by wide

models.
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Abstrakt

In dieser Dissertation habe ich untersucht, in wie weit Wide-Learning-Netzwerke

robust genug sind, um die Erkennung von gesprochenen Wörtern zu modellieren,

die in isolierter Form direkt aus Aufnahmen mit sehr verrauschten, hochgradig

variablen und unvollkommen ausgerichteten Annotationen extrahiert wurden.

Von besonderem Interesse für das WIDE-Projekt, in dessen Rahmen die in dieser

Dissertation beschriebene Forschung stattfand, ist die Frage, ob ein Modellzur

Erkennung menschlicher gesprochener Wörter ohne die Verwendung von Phone-

men erfolgreich sein kann. Die ersten beiden Studien lieferten übereinstimmende

Beweise dafür, dass einfache Wide-Learning-Netzwerke eine vielversprechende

Leistung abliefern, gemessen an der Genauigkeit. Die zweite Studie zeigte die

Wichtigkeit der richtigen Wahl von Input- und Output-Repräsentationen in Wide-

Learning-Netzwerken. Verfeinerte Merkmale mit kontinuierlichen Werten, die

diskrete Input- und Output-Features ersetzten, trugen wesentlich dazu bei, um ein

Over�tting des Netzwerkes erheblich zu reduzieren. Um den Input für das Modell

zu generieren, wurde ein Merkmalsextraktionsalgorithmus entwickelt, der das Au-

diosignal in einen hochdimensionalen reellwertigen Raum einbettet. Hinsichtlich

der Ausgabedarstellungen wurden Worteinbettungen verwendet � meines Wissens

zum ersten Mal in einem kognitiven Modell der Spracherkennung. Das vorgeschla-

gene Modell konzeptualisiert den lexikalischen Zugri� als einen Gang durch den se-

mantischen Raum auf der Grundlage von Bottom-up-Audioinformationen. Durch

die schrittweise Präsentation des Sprachsignals entsteht ein Wettbewerb umdie

Erkennung zwischen mehreren Kandidaten. Die dritte Studie untersuchte die

Output-Repräsentation, um das Vokabular der Modelle auf �ektierte Wörter zu

erweitern. In der computationalen Semantik wird Pluralität für englische Sub-

stantive typischerweise mit einem einzigen Verschiebungsvektor modelliert. Bei
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näherer Betrachtung stellte sich jedoch heraus, dass die Verschiebungsvektoren für

Englisch systematisch mit der semantischen Klasse variieren, zu der das Grund-

wort gehört. Diese Abhängigkeit von semantische Klassen erinnert an Sprachen wie

Suaheli und Kiowa, in denen sie teilweise grammatikalisiert ist. Die abschlieÿende

Studie zeigte, dass Pluralvektoren, die von semantischen Klassen abhängen, ähn-

licher ihren Audioeinbettungen sind als Pluralvektoren, die auf Grundlage von

Singularvektoren mithilfe einer allgemeinen linearen Abbildung konstruiert wer-

den.

Diese Dissertation zeigt, dass einfache Wide-Learning-Netzwerke die Erkennung

von isolierten Wörtern überraschend gut modellieren. Eine einfache Zuordnung

zwischen Audio und Semantik ohne Phoneme unterstützen eine beträchtliche Iso-

morphie zwischen den Form- und Bedeutungsräumen. Das Modell zeigt auch eine

gewisse Produktivität, da es bis zu einem gewissen Grad ungesehene Audio-Token

bekannter Wörter verstehen kann. Für die Erkennung von Wörtern im Kontext

durch Wide-Learning-Netzwerke ist jedoch eine Weiterentwicklung erforderlich.
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Chapter 1

Introduction

� to understand spoken language is to relate sound to meaning.�

� Marslen-Wilson (1987)

Speech perception seems a deceptively simple task, understandably, for multiple

reasons. First, neurotypical people without hearing loss continuously and e�ort-

lessly process the auditory information in the speech signal online, speci�cally

when familiar interlocutors speak in quiet environments. Second, practicing audi-

tory processing and discrimination starts remarkably early, as early as the prenatal

stage (Partanen et al., 2013). Adult-like performance on a variety of auditory per-

ceptual tasks is achieved by adolescence (Werner & Leibold, 2016) in typically

developing children. Third, the human auditory system's response to auditory

stimuli is tremendously rapid to the extent that listeners �nd it extremely di�cult

to consciously suppress the processing of spoken words (Cowan & Barron, 1987).

Finally, the remarkable advances in the performance of automatic speech recog-

nition (ASR) technology suggest that even arti�cial intelligence can master this

task.

However, the mechanisms responsible for human speech perception are far from

simple to understand. In practice, psycholinguistic studies of human spoken lan-

guage processing are divided into sub-�elds, each focusing on a di�erent (intuitively

recognizable) level of organization and processing. Whilespeech perceptioncon-
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Chapter 1 Introduction

centrates on �the perceptual and cognitive processes leading to the discrimination,

identi�cation, and interpretation of speech sounds� (Mattys, 2013), spoken word

recognition (SWR) zooms in on how the listeners map acoustic information in the

speech signal onto words and word meanings in memory as the signal unfurls in

time (Magnuson, Mirman, & Myers, 2013; Traxler, 2012). The focus of this dis-

sertation is on the mechanisms that subserve spoken word recognition. Decades

of research conducted on how we perceive spoken words in areas such as hear-

ing, psycholinguistics, and neurolinguistics have shown that numerous phenomena

characterize and numerous factors in�uence this process (see Section1.3). The

unique properties of the signal that demarcates speech from written text are the

key to developing a deeper understanding of the underlying perceptual mechanisms

(see Section1.1).

Computational modeling is a powerful means for explaining this complex process

as, among other reasons, (a) it allows the researchers to focus on certaintasks,

phenomena, or factors while others are kept constant or excluded by virtue of

simplifying assumptions; (b) it requires the researchers to provide an explicit and

comprehensive account of the theory; and (c) it prompts clear, testable predictions

by the theorist and the model (seeScharenborg & Boves, 2010, for an extended

discussion). For over thirty years, computational models have proven to be a valued

tool in developing psychological theories of SWR, each with particular strengths

and weaknesses (see Section1.4).

A computational model of SWR ideally achieves computational, behavioral, de-

velopmental, and explanatory adequacy. Borrowing terminology fromMagnuson

et al. (2020); McClelland and Elman(1986), computational adequacy refers to the

task-speci�c performance of a model in recognizing speech. We extend the notion

to the ability of a model to generalize to new data and consider it a prerequisite

for a valid model. The behavioral adequacy of a model gauges whether the model

properly simulates human performance. Developmental adequacy requires that a

model implements learning such that the model's state at one point is dependent

on all history. A second related desideratum is that the way that the model learns

resembles human learning. Last but not least, the explanatory adequacy of a

model concerns the degree to which the model is comprehensible and interpretable
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1.1 Characteristic properties of speech

to researchers.

�Standing on the shoulders of giants�, the present dissertation is such an endeavor.

The highest priority in this line of research for me is the explanatory adequacy

of the model. In the era of deep learning, I take up the challenge to investigate

whether a simple, wide model of SWR can be designed that is competitive with

more complex models (Occam's Razor;MacKay, 2003). Furthermore, I focus on

the cognitive plausibility and validity of the input and output representations.

This undertaking necessitates working with an ecologically valid spoken corpus.

The main corpus utilized in this work is the American-English subsection of the

UCLA Library Broadcast NewsScape corpus (henceforth, NewsScape), which is

a massive reservoir of American TV broadcasts.1 As we shall see in Section1.4,

confronting a model of SWR with real audio is a challenge that most prior models

of SWR have not addressed. Most of these models have worked with symbolic

approximations of speech.

In the remainder of this chapter, I �rst review the properties of speech that separate

auditory perception from reading at the input level (Section1.1). Subsequently,

the basics of the human auditory system and the properties of human spoken

word recognition are brie�y reviewed in sections1.2and 1.3 respectively. This sets

the stage for the introduction of psychologically valid auditory feature extraction

algorithms. Section1.4 presents an overview of in�uential models of SWR. In

Section1.5, I focus on the goals of this dissertation and the approach I have taken

in my investigation.

1.1 Characteristic properties of speech

The goal of the present section is to provide a broad survey of the nature and

properties of speech. Besides the below-mentioned properties, there is indeed

more to say about speech, namely that speech is. . . uhm. . . dis�uent, prosodic,

a�ective, and contains para- and extra-linguistic information. We focus on a series

of phenomena that have played crucial roles in the development of models of SWR.
1See http://newsscape.library.ucla.edu/ and https://tvnews.sscnet.ucla.edu/

public/ [last accessed 10 January 2018]
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Any speech processing system, whether or not it is a human model, is faced with

these challenges. Some of these issues, such as the problem of noise, are not limited

to the auditory domain but are also central problems in vision (Ballard, Hinton, &

Sejnowski, 1983; Goodfellow, Bengio, & Courville, 2016, chapter 12). A detailed

discussion of various of these points can be found inKlatt (1979), McClelland and

Elman (1986), and R.K. Moore (2020).

Speech is temporal. While print is extended in space, the speech signal unfolds

over time. Readers are known to make saccadic eye movements and �xate on

points within the word rather than serially scanning left to right along a line of

text ( Rayner, 1978). Listeners, on the other hand, have to �scroll through� the

signal in a serial fashion at a variable rate that is entirely under the speaker's

control (Mattys, 2013). However, each successive portion of the sequential input

signal is not processed separately. Both the preceding context and the subsequent

context in�uence perception (Thompson, 1984). Thus, a model of SWR that uses

connected speech needs to keep track of the context.

Speech is transitory. The speech signal is of brief duration. According to the

NewsScape corpus, the average spoken word duration in American media English

is 0:26� 0:51 seconds (N = 216195100 audio tokens). A normal conversation is

estimated to unravel at a rate of about 150 words per minute for English speakers in

the United States (Sedivy, 2020). As spoken language quickly fades from auditory

memory, speech perception must take place rapidly.

Speech is quasi-continuous. As opposed to discrete printed letters or charac-

ters, speech realizes sound waves in the air. The amplitude and spectral shape of

these sound waves continuously vary over time. More precisely, the signal is quasi-

continuous (McQueen, 2005). Respiratory, articulatory, prosodic, and pragmatic

constraints introduce interruptions orpausesin the acoustic �ow of the wave (see

Trouvain & Werner, 2022, for de�nition, classi�cation, and functions of speech

pauses). �Articulatory pauses�, for instance, occur in the occlusion phase of plo-

sives. They are shown in Figure1.1 together with the waveform of the audio signal
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1.1 Characteristic properties of speech

of even the same individual to repeat precisely over a day (or even a lifetime),

despite the apparent ease with which the acoustic waveform is linguistically de-

coded.� Compounding the problem, identical acoustic signals can realize multiple

linguistic percepts depending on the context, speaker, and speech rate (Dilley &

Pitt , 2010; Ladefoged & Broadbent, 1957).

Numerous factors have been shown to in�uence speech production in English,

resulting in enormous variability. Most of these factors involve the speaker: gender

(seeHonda, 2008, for gender di�erences in glottal air�ow, transglottal air pressure,

vocal tract lengths, and fundamental frequency), age, anatomy of the vocal tract,

lung volume, speaking rate, accent, sociolect, native language, physiological state

(e.g., being healthy, sick, or under the in�uence of drugs or alcohol), and emotional

state. Some of this variation is informative, for instance, about where a speaker

comes from, or whether a speaker is sincere.

Other sources of variation in the signal concern the listener and the context.

Speech production is adaptive to the listener: distinctive alternations are made

in speech when directed to small children (known as parentese or motherese;Fer-

nald, 1985; Fernald & Kuhl , 1987; Fernald & Simon, 1984), animals (Burnham,

Kitamura, & Vollmer-Conna, 2002; Hirsh-Pasek & Treiman, 1982), non-native lis-

teners (Scarborough, Dmitrieva, Hall-Lew, Zhao, & Brenier, 2007; Uther, Knoll,

& Burnham, 2007), hearing-impaired individuals (Picheny, Durlach, & Braida,

1985, 1986, 1989), or even machines (Doran, Aberdeen, Damianos, & Hirschman,

2003; R.K. Moore & Browning, 1992). The phonemic context (e.g., co-articulation

e�ects), lexical context (e.g., proximity to pauses or contextual predictability),

the communicative context (e.g., a formal versus a casual party), the task (e.g.,

casual conversation, public speaking, or reading aloud), the medium (e.g., video-

conferencing), and the environment (e.g., with reverberation or background noise)

also a�ect production (R.K. Moore, 2020).

Figure 1.3 depicts waveforms for di�erent auditory renditions of the wordprobably

sampled from the NewsScape corpus. It can be seen in this �gure that the audio

tokens vary in duration, loudness, the envelope of the signal, and the number

of syllables. (For more information, see the corresponding spectrograms in the
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Chapter 1 Introduction

supplementary materials.) For instance, audio �les numbered 2, 5, 9, and 31

are a syllable shorter than the canonical pronunciation /pr6b@bli/ and can be

transcribed as /pr6bli/. Reduced pronunciation variants are prevalent in everyday

conversations but are present in formal speech as well (Ernestus, 2000; Ernestus

& Warner, 2011; Johnson, 2004; Warner & Tucker, 2011).

Speech is ambiguous. While variability is connected with di�erent realiza-

tions of supposedly similar percepts,ambiguity stems from similar realizations of

supposedly di�erent concepts. Homophones and polysemous words exemplify am-

biguity in the speech signal at the word level. At a coarser level, similar-sounding

phrases and sentences with various possible parses such askeep stalkingand keeps

talking are not rare in speech (example fromAltenberg, 2005). At a �ner level,

a staggering majority (84%) of polysyllabic words in English are carrier words

that contain at least one shorter embedded word, e.g.,catalogcontainscat, a, and

log (McQueen, Cutler, Briscoe, & Norris, 1995). Embeddedness is not limited to

word boundaries. Many spuriously present words are spread across word bound-

aries (e.g.,wince in Darwin City ). Cutler (2012, chapter 2) reports that there is

at least one embedded word across approximately one-third of all word bound-

aries in the Machine-Readable Spoken English Corpus (Roach, Knowles, Varadi,

& Arn�eld , 1993).

Speech is noisy. Although, in the real world, we primarily listen to speech in

situations with multiple talkers, background noise, or reverberation, most psy-

cholinguistic studies of human auditory perception have focused on clean speech

recorded in quiet, often noise-dampened, laboratory settings. Spoken wordrecog-

nition is more daunting when speech is degraded, particularly when the source

of noise interference is also speech (as in the cocktail party problem;Bronkhorst,

2015; Cherry, 1953; X. Wang & Xu, 2021).

With non-speech noise, the perceptual system is relatively robust (Cervantes Con-

stantino & Simon, 2018) and adapts to noise (Marrufo-Pérez, del Pilar Sturla-

Carreto, Eustaquio-Martín, & Lopez-Poveda, 2020; Marrufo-Pérez, Eustaquio-

Martín, & Lopez-Poveda, 2018). However, the negative impact of background
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noise on perception increases with a larger distance between the speaker and the

listener (J. Meyer, Dentel, & Meunier, 2013) and unfamiliarity of the listeners with

the speech segment (Cervantes Constantino & Simon, 2018).

This is also evidenced by the far worse performance of ASR systems when they are

applied to noisy environments instead of clean speech (Kollmeier, Brand, & Meyer,

2008). Compare, for instance, the human-level performance reported for the ASR

system ofSaon et al.(2017); Xiong et al. (2017) for conversational speech recogni-

tion on the Switchboard corpus (error rates lower than 6%) with the state-of-the-

art performance ofDu et al. (2020)'s far-�eld conversational speech recognition

system in everyday home environments (error rates larger than 30%).

1.2 Hearing

Hearing connects us to our external environment in motion, allowing us to experi-

ence physical vibrations as sound. The sound source may be the movement of dry

leaves in the wind, the vibration of the strings of Mozart's fortepiano as they are

struck by hammers, or the vibrations of our vocal folds when air is expelled from

our lungs through our vocal tracts.Hearing these sound waves involve a complex

array of physiological mechanisms which begin at the ear.

The ear is a fascinating sensory organ formed from three parts: the outer, the

middle, and the inner ear. 1.4 provides a schematic view of the human ear. The

visible portion of the ear (i.e., pinna), the external auditory canal (meatus), and

the eardrum (tympanic membrane) constitute the outer ear (Hixon, Weismer, &

Hoit , 2020).

The pinna collects and funnels sound waves into the ear canal towards the eardrum,

a thin and pliable membrane. The shape and the morphological characteristics of

the pinna create a unique re�ection pattern of waves bouncing o� the body that

provides cues for sound source localization (Batteau, 1967). The pinna and the

external auditory canal protect the eardrum against foreign bodies and changes

in humidity and temperature. They also act as a resonator, e�ectively enhancing

the intensity of sound that reaches the eardrum at di�erent frequencies. This
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1.2 Hearing

separates the pure tone components in the complex signal (Fletcher, 1923; von

Békésy & Wever, 1960; von Helmholtz, 1863/1954; Wegel & Lane, 1924). Each

frequency component initiates a traveling wave that reaches its peak at its charac-

teristic position on the BM. The traveling waves are roughly independent of one

another. Their amplitude is (non-linearly) proportional to the amplitude of the

corresponding pure tone (Kandel et al., 2013, Chapter 30).

As a mechanical frequency analyzer, the cochlea is limited with respect to dis-

cerning frequencies that peak at a short distance on the BM. Traveling waves of

closely-spaced frequencies interfere with one another. Since, approximately, char-

acteristic frequency halves for every 5 mm on the BM from base to apex, this

e�ect is more pronounced for higher frequencies. Overall, the cochlea's handling

of frequencies can be described as a bank of overlapping band-pass �lters: each

�lter is most sensitive to a characteristic frequency; the sensitivity of the �lterto

neighboring frequencies is reduced; and the �lters' bandwidths decrease exponen-

tially from the base to the apex (Fletcher, 1940; Glasberg & Moore, 1990; Zwicker,

1961).

Correspondingly, the relation between acoustic frequency and perceived pitch is

quasi-logarithmic. Stevens and Volkmann(1940); Stevens, Volkmann, and New-

man (1937) quanti�ed this relation by asking listeners to alter pure tones to form

equally-distanced pitch intervals and designed a numerical scale for subjective

pitch. In assigning numbers to the scale, the pitch of a 1000 Hz tone at 40 dB was

set at 1000 subjective units (or mels). A mel, the scale's unit, is equal to one-

thousandth of the pitch of a 1000 Hz tone. Today, there are several mel formulas.3

Di�erent studies with distinct methods have proposed comparable formulations.

A widely used formula, also known as the HTK (for Hidden Markov model toolkit;

Woodland & Young, 1993) formula, is presented inO'Shaughnessy(1987):

m = 1127 ln

 

1 +
f

700

!

;

wherem is the pitch in mels.

3�No one claims yet to have determinedthe mel scale.� (emphasis in original;Ward, 1970)
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Ultimately, the cochlea is responsible for mechanotransduction or converting me-

chanical stimuli into electrochemical activity. This is primarily achieved by ap-

proximately 3500 inner hair cells that sit atop and along the BM of each ear.

Hair cells are the sensory receptors of the auditory system. In addition, they form

synapses with sensory neurons. Hair cells over the point of maximal excitation on

the BM are displaced the most. Their displacement changes the permeability of

the cell membranes and triggers the release of a primary excitatory neurotrans-

mitter at the synapse. The neurotransmitter binds to the auditory nerve endings

and increases the action potentials in the auditory nerve (part of the vestibulo-

cochlear nerve, i.e., the cranial nerve VIII). Tuning to a characteristic frequency

as a function of place is also observed in the responses of the hair cells and the

30000 nerve �bers that innervate them.

Outer hair cells (OHC) are predominantly involved in cochlear ampli�cation, i.e.,

the increase in the BM's displacement and velocity. OHCs generate the extra force

required for ampli�cation by changing their length in response to the cell's mem-

brane voltage (electromotility). As a result, the dynamic range compression in the

cochlea, from the large dynamic range of acoustic intensity to the small dynamic

range of BM mechanics, is highly non-linear for frequencies near the characteristic

frequency.Rhode(1978) showed that the BM displacement relative to the malleus

(the ossicle adjacent to the tympanic membrane) displacement is related to the in-

coming tone's amplitude and frequency. For frequencies close to the characteristic

frequency, higher amplitudes of the input tone induce logarithmically smaller BM

to malleus displacement ratios. The e�ect is linear or close to linear for frequencies

away from the characteristic frequency.

Neural information from the hair cells is passed along the ascending auditory

pathway through sub-cortical structures in the brainstem to the auditory cortex

(Kandel et al., 2013). Over this feed-forward �ow of information, the brainstem

rapidly performs sound source localization, binaural data integration, and spectral

and temporal analyses. The primary auditory cortex (A1 or Brodmann area 41)

in humans is located on the temporal transverse gyrus (or Heschl's gyrus) and

deep in the Sylvian �ssure. It is highly tonotopic and receives direct inputs from

sub-cortical regions like the medial geniculate nucleus in the midbrain (Kandel
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1.2 Hearing

et al., 2013). Primary auditory areas are surrounded by the secondary auditory

cortex (Brodmann area 42) which is preferentially responsive to complex sounds

such as narrow-band noise bursts (Kandel et al., 2013; Mai & Paxinos, 2012).

The superior temporal gyrus (STG) is a part of the high-order associative au-

ditory cortex in the human brain (Howard et al., 2000; Moerel, De Martino, &

Formisano, 2014) and homologous to the parabelt region in the auditory cortex

of the non-human primates (Brewer & Barton, 2016; Kaas & Hackett, 2000). It

is considered to represent acoustic-phonetic features of the sound which are more

complex and diverse relative to the earlier processing stages in auditory cortex

hierarchy (Escabi, Miller, Read, & Schreiner, 2003; Nourski et al., 2014; Shamma,

1985; Steinschneider et al., 2014). More speci�cally, using ECoG recordings, sub-

populations of STG neurons were found to be selectively responsive to groups of

phonemes with common acoustic-phonetic features such as plosives, fricatives, and

vowels (Mesgarani, Cheung, Johnson, & Chang, 2014).

STG is also suggested to contain two functionally distinct regions, a posterior

region and a middle-to-anterior region. Neural ensembles located more posteriorly

are responsive to sound onsets while those in the more frontal regions exhibit

sustained activation during speech. The posterior onset responses are typically

evoked following a period of silence lasting for at least 200 ms and are more sensitive

to ongoing speech (Hamilton, Edwards, & Chang, 2018). Detecting the onsets is

an integral auditory computation as they are fundamental temporal landmarks

indicating important acoustic events, particularly in the context of ongoing speech.

They cue, for example, the beginning of a phrase or a sentence or a change in

topic or speaker. Middle-to-anterior sustained responses, on the other hand,are

suggested to represent the amplitude envelope of the speech signal (Hamilton et

al., 2018).

Yi, Leonard, and Chang(2019) put forward the idea that the suggested encoding

of envelope-based cues may provide yet another crucial temporal landmark for

spectral analysis of natural speech signals. This latter temporal landmark could

be used for sorting the train of rapidly changing consonants and vowels. Sub-

populations of neurons within the same region that are tuned to speci�c spectral
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acoustic-phonetic features then take up the temporally sorted signal for further

analysis. Yi et al. (2019) suggest that the temporal landmarks could function

as an internal clock that keeps track of the occurrence of phonological events in

time, required for temporal ordering. As an example, the beginning phone /d/

in the word dad can be distinguished from the ending /d/ partly because of their

temporal occurrence relative to the temporal landmark which indicates the vowel

nucleus (highly correlated with maxima in the signal's envelope) encoded by the

middle-to-anterior STG.

Using ECoG data,Oganian and Chang(2019) showed that an area in the middle

STG registers a crucial temporal landmark: the occurrence of a local maximum

in the �rst derivative of the signal's envelope. The timing of the response signals

the onset of the syllable nucleus and the slope signals syllable stress.Bhaya-

Grossman and Chang(2022) suggest that sub-populations of STG locally analyze

the signal in parallel for acoustic-phonetic features, relative pitch change features,

and temporal landmarks. All this information is integrated temporally, probably

over the course of a syllable.

1.3 Properties of spoken word recognition

To lay the groundwork for a review of the models of SWR, I �rst turn to a selection

of the most fundamental �ndings from the behavioral and neural studies on SWR,

for which there is widespread agreement. Observations describing the time course

of SWR are discussed �rst, followed by a (non-comprehensive) list of the vari-

ables that modulate SWR performance. Finally, the widely-debated mechanisms

underlying SWR are reviewed.

1.3.1 Time course of SWR

A series of behavioral experiments towards the end of the 20th century found

ample evidence that lexical access from speech is highlyincremental�that is, the

processing of spoken language is not delayed until the end of spoken words, rather

it starts very early on the basis of minimal acoustic evidence. Essentially, this
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process involvesparallel assessment ofmultiple lexical candidates.

Initial evidence on the early timing of SWR comes from experiments using tasks

such as shadowing (Marslen-Wilson, 1973, 1975, 1985; Marslen-Wilson & Welsh,

1978), word monitoring (Marslen-Wilson & Tyler, 1975, 1980), and gating (Cotton

& Grosjean, 1984; Grosjean, 1980; Tyler & Wessels, 1983, 1985). Average reaction

times in these tasks (with a correction factor for the time required to execute

responses) suggest that participants begin to attend to the target or thecompetitor

words more than the unrelated words at about 200 ms from stimulus onset.

Using a cross-modal semantic priming paradigm,Marslen-Wilson(1987) provided

direct evidence for the parallel assessment of multiple lexical items early in the

recognition process. In this experiment, participants heard spoken prime words

(e.g., captain) and made a lexical decision on visual target letter strings (e.g.,ship

or guard) that are semantically related to possible continuations of the prime onset

(i.e., capt is consistent withcaptain or captive) Priming was observed for bothship

and guard in the early presentation of target words when both continuations of

cap were still feasible. However, priming was found only forship and not guard for

the later presentation of target words when su�cient acoustic information closed

in on captain. This implies that the meanings of both competitor words were

accessed during the presentation of the prime's ambiguous onset. The results were

replicated even when the primes occurred in the context of biasing and neutral

spoken sentences (Zwitserlood, 1989).

The evaluation of multiple candidates gives rise to lexicalcompetition for recogni-

tion. A recurring metaphor in the literature to explain this property is activation,

a term that dates back to a very early model of SWR, i.e., thelogogen model

(Morton, 1969). In this model, logogens are evidence-collecting units that receive

input from the visual and auditory systems and respond (or become �activated�)

when the collected evidence surpasses the threshold of the device.4 Later, most

4Although other descriptions such as �uncertainty reduction� appear to b e valid alternatives
to �activation increase�, the activation metaphor is adopted in the present dissertation in
harmony with most of the studies in the �eld. The main di�erence is t hat an increase in ac-
tivation of a target word is a result of accumulated retrospective evidence while a reduction
in uncertainty about a word is accompanied by a constant prediction of prospective informa-
tion. In models that employ activation, forthcoming information is sort ed under the e�ects
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models of SWR utilized this notion and posited that the activation value of a lex-

ical candidate re�ects how closely the word matches the incoming speech signal

(e.g.,Luce, Pisoni, & Goldinger, 1991; Marslen-Wilson & Welsh, 1978; McClelland

& Elman, 1986; Norris, 1994).

Clear evidence for the incremental nature of SWR was later o�ered by studies

that used the visual world paradigm (Cooper, 1974; Tanenhaus, Spivey-Knowlton,

Eberhard, & Sedivy, 1995) to investigate the time course of SWR. In this paradigm,

participants' eye movements are recorded as they listen to auditory instructions

and look at a visual display with images of several objects. Eye-�xation probabil-

ities calculated for the various objects in the visual display are taken to provide

powerful proxies for participants' linguistic processing (seeHuettig, Rommers, &

Meyer, 2011, for a review). In a study by Allopenna et al. (1998), participants

heard spoken sentences instructing them to, for instance, �pick up the beaker�

while they were looking at a visual display with �gures of 4 objects: the target

object (i.e., a beaker), two competitors objects (a beetle and a speaker) that re-

sembled the target either in their onset or their o�set, and an unrelated object (a

carriage).

Figure 1.6visualizes their results. Eye �xation probability for each type of object is

plotted over time. Words with similar onset to the target words are distinguished

as cohort competitors by the cohort theory of SWR (Marslen-Wilson & Tyler,

1980; Marslen-Wilson & Welsh, 1978). cohort de�ned the set of competitors on

the basis of overlaps starting at word onset. Words with a similar o�set to the

target words are referred to as rhyme competitors. Continuous mapping modelsof

SWR such astrace McClelland and Elman(1986) and shortlist (Norris, 1994)

extend the set of competitors to also include overlaps in the middle or at the end

of the words.

The probability of eye �xations toward the target words or cohort competitors

was signi�cantly larger than for the unrelated items as early as 300 ms after target

onset. Correcting for about 150 ms for the execution time (Fischer, 1992), this

suggests that subjects started narrowing down on the related words on thebasis

of context on word processing.
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of less than 150 ms of auditory information. This is compatible withAltmann

(2011)'s estimation for the lag between language input and oculomotor control.

SeeMagnuson, Tanenhaus, Aslin, and Dahan(2003) for similar �ndings using an

arti�cial language.

In addition, this �gure o�ers evidence for partial activation of rhyme competi-

tors later in time, to a lesser degree than the cohort words (see alsoMcQueen &

Viebahn, 2007). Competition from the rhyme words increases as far as the co-

hort words under noisy conditions contrasting with quiet experimental conditions

(Brouwer & Bradlow, 2016; McQueen & Huettig, 2012). These results also sug-

gest that de�ning the set of competitors as words that only di�er from the target

word by one edit (deletion, addition, or substitution) of the phonemic transcrip-

tion (Luce & Pisoni, 1998) is too restrictive (seeMagnuson, Dixon, Tanenhaus, &

Aslin, 2007, for details).

1.3.2 Linguistic predictors of SWR

Recognition of target words slows down and becomes less accurate with an in-

crease in the number of lexical possibilities under consideration (Goldinger, Luce,

& Pisoni, 1989; Luce, 1986; Luce & Pisoni, 1998; Magnuson et al., 2007; Vite-

vitch, 2002). Neural evidence has been put forward supporting this �nding (e.g.,

Hjortdal , 2022).

Behavioral studies have shown that SWR is also modulated by word frequency.

High-frequency words are processed faster and more accurately than low-frequency

words (Baayen, Wurm, & Aycock, 2007; Connine, Titone, & Wang, 1993; Luce,

1986; Luce & Pisoni, 1998; Magnuson et al., 2007; Seidenberg & McClelland, 1989).

Besides target word frequency, SWR is also in�uenced by the frequency of a target

word's form neighbors (Luce & Pisoni, 1998; Marslen-Wilson, 1990).

Frequency e�ects appear early and brie�y over the course of word recognition.

In the study by Marslen-Wilson (1987) described above, priming from auditory

target words to semantic associates of higher frequency competitor words(e.g.,

to ship via the competitor captain) is stronger than for semantic associates of

lower frequency words (toguard via the competitor captive), only in the early
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presentation of target words (while /kæpt/ is being heard) but not later at the

end of the word.

Various mechanisms have been hypothesized to implement the e�ect of frequency

on auditory comprehension. Three hypotheses were explored byDahan, Magnu-

son, and Tanenhaus(2001): frequency is encoded by 1) words' resting-level acti-

vations; 2) the strengths of the connections between prelexical and lexical units;

or 3) a post-perceptual rule e�ective during decision making. Eye-tracking datain

a visual world paradigm for di�erent portions of words were best explained with

simulation models in which frequency was encoded through connection strengths.

This �nding is consistent with learning models that tune connection weights as a

function of linguistic experience.

Recognition of spoken words in isolation is a�ected by the duration of spoken

words. Pickett and Pollack (1963); Pollack and Pickett (1963) demonstrated long

ago that recognition of spoken words isolated from the conversational speech is

extremely di�cult for human listeners: American English speech segments com-

prising one word with a mean duration of approximately 20 cs are, on average,

correctly identi�ed between 20% to 50% of the times by native speakers, depend-

ing on di�erent speaking rates. Arnold, Tomaschek, Sering, Lopez, and Baayen

(2017) reported similar recognition accuracy percentages from 20% to 44% by Ger-

man native listeners for stimuli with an average duration of 23 cs. In both studies,

recognition performance increased with word duration.Ernestus, Baayen, and

Schreuder(2002) observed the same results for Dutch but also showed that with

more context, highly reduced words become more intelligible.

1.4 Computational models of SWR

Many psychological theories of SWR have been computationally implemented.

Models di�er greatly in their input representation, data, output representation,

lexicon, levels of processing, information �ow, and parameter settings. While some

models employ learning algorithms to adjust their parameters, others set learning

aside and engineer �xed parameters. In what follows, we brie�y discuss each of
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these choice points.

1.4.1 Model

Model architecture isthe touchstone of the cognitive validity of SWR models. For

instance, an issue withtrace (McClelland & Elman, 1986), one of the early and

in�uential computational models of SWR, that concerned most scholars about its

cognitive validity was the periodic reduplication of its entire network. The design

of the network architectures is directly a�ected by the abstract processinglevels,

and the information �ow hypothesized in the theories. On the other way round,

the success and failures of particular architectures shed light on developing better

theories. Network architecture is also a major element that distinguishes SWR

models studied in psychology and cognitive science from ASR systems developed

in computer science. The state-of-the-art ASR systems such as Jasper (Li et al.,

2019) and QuartzNet (Kriman et al., 2020) by NVIDIA ® have extremely complex

architectures including multiple convolutional blocks, several residual blocks, and

a connectionist temporal classi�cation loss function.

Contrastingly, most SWR models are designed with much simpler architectures

to increase interpretability. The SWR models that implement a network often

opt for maximally one intermediate layer. Among them, models according to the

abstract theory of SWR (seeScharenborg & Boves, 2010, for the distinction be-

tween the abstract and episodic theories of SWR) interpret the intermediate layer

as functionally relevant for SWR. They assume that SWR is a two-stage process.

At the �rst stage, listeners map the auditory information onto a set of discrete

abstract units in the prelexical layer. Subsequently, prelexical representations are

either matched with or mapped onto lexical units in the �nal layer. For instance,

phonetic features that feed theartword model Grossberg and Myers(2000)

are mapped to phonemic units prelexically, which is in turn mapped onto words.

However, the function that the intermediate layer in the above-mentioned models

serves for the SWRtheory is not identical. While artword posits phonemes

at the prelexical layer,parsyn (Luce, Goldinger, Auer, & Vitevitch, 2000) takes

allophones as its prelexical units.
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Models may also employ a mediating layer motivated by implementational con-

cerns. Augmenting a two-layer linear model5 with a non-linear intermediate layer

is expected to increase its performance for the model has access to more parameters

and is able to tune the parameters more freely. This layer is realized with anon-

linear feed-forward layer infine-tracker (Scharenborg, 2008) and artword ,

a simplerecurrent layer in the Distributed Cohort Model (dcm; Gaskell &

Marslen-Wilson, 1997) and parsyn , and an LSTM recurrent layer in earshot

(Magnuson et al., 2020). Introducing recurrency in SWR models is required for

the aggregation of information over periods longer than the time resolution of the

Fourier spectral analysis in models that work with the audio signal using the Mel

Frequency Cepstral Coe�cients (MFCCs; Davis & Mermelstein, 1980) features,

or the time resolution of the acoustic units in models that work with a simpli-

�ed discrete representation of the audio. In this way, the acoustic information

that has arrived in the preceding time steps can a�ect the perception of incoming

information.

Several other aspects of SWR models are also still debated. First, opinions di�er

with respect to how exactly sensory information and prior knowledge integrate

within the system. The interactive activation hypothesis (McClelland, Mirman,

Bolger, & Khaitan, 2014) posits bottom-up (prelexical to lexical) and top-down

(lexical to prelexical) activation �ow between processing layers. The top-down

links and their interaction with bottom-up information o�er 1) early access to

lexical knowledge facilitating speech perception; and 2) robustness under noise

(McClelland, Mirman, & Holt , 2006). trace , parsyn , and artword all imple-

ment this kind of interactivity.

Alternatively, Norris, McQueen, and Cutler(2000) and Norris, McQueen, and Cut-

ler (2016) argued that online activation feedback(and not feedback for learning)

is unnecessary and does not assist word recognition. According to these authors,

processing occurs in a strictly feed-forward fashion. Lexical in�uences on sublex-

ical units only follow lexical access. By parsimony, a simpler model without the

feedback connection, which accounts for the same sets of results, is preferred. For

5In this dissertation, counting the number of layers starts with th e input layer. In computer
science, however, the �rst hidden layer up to the output layer are counted.
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a detailed continuation of the discussion, seeMcClelland et al. (2006), McQueen,

Norris, and Cutler (2006), Mirman, McClelland, and Holt (2006), Norris et al.

(2016), and Magnuson, Mirman, Luthra, Strauss, and Harris(2018). shortlist

(Norris, 1994), dcm, merge (Norris et al., 2000), fine-tracker , diana (ten

Bosch, Boves, & Ernestus, 2015; ten Bosch, Boves, Tucker, & Ernestus, 2015), and

earshot are examples of this kind of autonomous models.

Second, theories of SWR di�erentially implement the competition dynamics be-

tween lexical items that have been observed in behavioral studies. Explicit in-

hibitory connections among units that belong to the same layer is one solution.

Direct lateral inhibition is adopted by, e.g.,trace , shortlist , parsyn , merge ,

and artword . In models with a distributed representation of lexical items (see

output representations below), on the other hand, competition �emerges� from

overlaps among representations (Gaskell & Marslen-Wilson, 1997, 2002). dcm

and earshot capture lexical competition e�ects without lateral inhibition.

1.4.2 Input

Regarding the input to the models,Magnuson et al.(2013) wrote �It may seem ob-

vious that for spokenword recognition, the input is speech� (emphasis in original).

However, it was not until recently that models of SWR used the speech signal itself

as their input. For a long time, models of SWR made a simplifying assumption,

namely, that a string of phones/phonemes is returned by the speech perception

processes and provided to the SWR mechanism as input. This assumption is made

by the models presented in Table1.2: the trace model (McClelland & Elman,

1986), the shortlist model (Norris, 1994), the dcm model, the parsyn model

(Luce et al., 2000), the merge model (Norris et al., 2000), and the artword

model (Grossberg & Myers, 2000).

It was later argued that not only is the phonemic input to SWR misguided, but

also it super�uously complicates some aspects of SWR theories (seeMagnuson

et al., 2013, for a discussion). Models of SWR itemized in Table1.3 process the

speech signal directly. fine-tracker (Scharenborg, 2008), diana (ten Bosch,

Boves, & Ernestus, 2015; ten Bosch, Boves, Tucker, & Ernestus, 2015), diana 2
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1.4 Computational models of SWR

(ten Bosch, Boves, & Ernestus, 2022), acoustic ndl (Arnold et al., 2017), and

fiwGAN (Begu², 2021) have used clean laboratory speech.earshot (Magnuson

et al., 2020) has, on the other hand, limited the input to a list of 1000 words

generated from text-to-speech applications.

The auditory features commonly employed by ASR systems and byfina-

tracker , diana , and earshot are the MFCC features. Many functional prop-

erties of human hearing discussed previously in this chapter are mirrored in the

MFCC feature extraction algorithm. This algorithm performs a Fourier trans-

form to compute the energy at di�erent frequency bands, similar to cochlea's

tonotopic response to complex sounds. The frequency bands are logarithmically

spread along the mel scale with a resolution bias for low frequencies, resembling the

pitch-frequency relationship in humans. The algorithms also take the logarithm of

the energy values to mimic the BM's nonlinear response to signal amplitude and

its sharper sensitivity for lower amplitudes.

1.4.3 Output

Analogously, simplifying assumptions regarding the output representation reduced

the mental lexicon to a list of disconnected wordforms in most models of SWR

(see the third column in the summary tables). In such alocalist approach, words

are often rendered as strings of phonemes. Words feed higher processing modules,

including semantic and syntactic processing, only after recognition. Vectors with

a one-hot encoding represent the mental lexicon in a localist computational model.

This encoding cannot do justice to the semantic similarities that are characteristic

of real lexicons. Take a toy language with six words, three singular nouns, and

their plural forms: hand, land, band, hands, lands, and bands. One-hot vectorial

representations for the lexical items can be set up according to the second column

in Table 1.1. The representation ofhand (i.e., 100000) is as dissimilar tohands

(000100) as it is to any other word. In other words, one-hot encoding implies a

full-listing perspective on the mental lexicon in which each word is represented

completely separately (Bradley, 1980; Butterworth , 1983).

Distributed representation of lexical items, on the contrary, takes the perspective
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Word Localist representation Distributed representation

hand 100000 1000
land 010000 0100
band 001000 0010
hands 000100 1001
lands 000010 0101
bands 000001 0011

Table 1.1: Possible representations of lexical items for a toy language.

that the representation of meaning, rather than form, is the direct objective of

SWR (see the quote from Marslen-Wilson at the beginning of this chapter). It of-

fers an elegant way to 1) build a denser semantic space; 2) capture the similarity in

meaning among lexical items and the interconnected nature of the mental lexicon

(as evident by numerous semantic priming studies, e.g.,D.E. Meyer & Schvan-

eveldt, 1971); and 3) when combined with acompositional approach (Jarvella &

Meijers, 1983; Mackay, 1978) to the mental lexicon, model morphological related-

ness. Even in the simplest case, a binary space can be set up for the toy language

described above with the following items as dimensions:hand, band, land, and

plurality. See the last column in Table1.1 for the distributed representations of

all lexical items that respect morphological relatedness. In this setup, we have

4 dimensions instead of 8, andhand (encoded as 1000) is more similar tohands

(1001) than it is to band (0100) orbands(0101).
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Model Input
repres.

Word
repres.

Levels of
processing and
info. �ow

Lateral
inhibition

Learning Distinctive
features

trace Phonetic
feature
vectors

Localist
(phoneme
strings)

input Yes No Model of SWR and
speech perception;
Accounts for a wide
range of phenomena;
Highly interactive.

�
phonetic features

� �
phonemes°

� �
words °

shortlist Phoneme
strings

Localist
(phoneme
strings)

each input segment
initiates a word
search procedure

Yes No Keeps competition
dynamics of trace
but avoids network
reduplication.�

shortlisted words °

dcm Phonetic
feature
vectors

Distributed
(binary
vectors)

input No Yes Distributed model
of SWR and speech
perception; Utilizes
an SRN.

� �
² recurrent layer °

� � � �
semantics phonology

Table 1.2: Earlier computation models of SWR that work with phonemic/phonetic approximations of the speech
signal as input. Struck-out arrows represent inhibitory connections. Arrows with no linethrough them represent
excitatory connections. Repres.: representation. SRN: Simple Recurrent Network (Elman, 1990).
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Model Input
repres.

Word
repres.

Levels of
processing and
info. �ow

Lateral
inhibition

Learning Distinctive
features

parsyn Allophone
vectors

Localist
(phoneme
strings)

input ° Yes No Simulation of NAM.
�

² allophone patterns °
� �

words °

merge Phoneme
strings

Localist
(phoneme
strings)

input Yes No Model of SWR and
speech perception;
Explicitly opposes
the use of feedback
for lexical access.

� �
� phonemes°
� �
words °

artword Phonetic
features

Localist
(letter
strings)

input Yes No A model of lexical
access from the
general ART
framework.

�
phonemic wm

� �
² words °

(continuation of Table 1.2 from the previous page.) NAM: Neighborhood Activation Model (Luce & Pisoni, 1998).
wm: working memory. ART: Adaptive Resonance Theory.
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Model Input
repres.

Word
repres.

Levels of processing
and info. �ow

Lateral
inhibition

Learning Distinctive
features

fine-
tracker

MFCC
feature
vectors

Localist
(phonetic
feature
strings)

input No Yes Tracks �ne-phonetic
details.� �

FF hidden layer
� �

phonetic features
(Next, a word search)

diana MFCC
feature
vectors

Localist
(phone
strings)

input is matched,
using an HMM,
with words
(activation based
on Bayes rule).

No No Models the lexical
decision task; Has a
decision unit (not
shown here).

earshot Spectrogram
slices

Distributed
(binary
vectors)

input No Yes Activations of the
hidden layer resemble
ECoG data recorded
from STG.

� �
² LSTM layer °

� �
words

Table 1.3: More recent computational models of SWR that accept real speech as input. Arrows are used similarly
to Table 1.2. FF: Feed-forward. HMM: Hidden Markov Model. LSTM: Long Short-Term Memory (Hochreiter &
Schmidhuber, 1997). ECoG: Electrocorticography. STG: Superior Temporal Gyrus.
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Model Input
repres.

Word
repres.

Levels of processing
and info. �ow

Lateral
inhibition

Learning Distinctive
features

acoustic
ndl

FBS
feature
vectors

Localist
(one-hot
encoding)

input No Yes No Phone units;
Two-layer architecture;
German data

� �
words

fiwGAN Raw
audio

Distributed
(binary
vectors)

generated audio No Yes Deep learning model;
Part of a large GAN
model (not shown here).

� �
5 CNN layers

� �
words

diana2 MFCC
feature
vectors

Localist
(phone
strings)

input is converted
to STRFs, which are
matched, using an
HMM, with words
(activation based on
Bayes rule)

No No Models the lexical
decision task; Has a
decision unit (not shown
here).

(continuation of Table 1.3 from the previous page.) CNN: Convolutional Neural Network (LeCun et al., 1989).
GAN: Generative Adversarial Network (Goodfellow et al., 2014). STRFs: Spectro-Temporal Receptive Fields (Zhao
& Zhaoping, 2011).
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1.5 The present dissertation

1.5 The present dissertation

We6 propose a computational model for the recognition of spoken words in iso-

lation. Isolated words have been extensively used as stimuli in many behavioral

paradigms, such as the auditory lexical decision (Goldinger, 1996) and gating

(Grosjean, 1996), to study basic processes in SWR. Many of the computational

models reviewed in Section1.4 work with isolated words, for instance, theacous-

tic ndl , the shortlist , the dcm, the parsyn , and the diana model.

Model Input
repres.

Word
repres.

Levels of
processing and
info. �ow

Lateral
inhibition

Learning

acoustic
ndl

FBS
feature
vectors

Localist
(one-hot
encoding)

input No Yes
� �

words

ldl-
auris

C-FBS
feature
vectors

Distributed
(word
embeddings)

input No Yes
� �

words

Table 1.4: The models presented in this dissertation. For comparison with the mod-
els proposed in the literature, refer to Tables1.2 and 1.3. � represents inhibitory
and � represents excitatory connections. Repres. stands for representation.

1.5.1 The modeling challenge

The WIDE research program through which the present dissertation was pursued

takessimplicity as a point of departure. This is evident from the levels of process-

ing and information �ow assumed in our models, shown in Table1.4. The input

directly maps onto the output with no mediating layer. The connections from

the input (henceforth, cues) to the output (outcomes) are adjusted during the

training of the model on the basis of prediction errors (i.e., feedback for learning).

Therefore, by the end of the training, a connection can be either excitatoryor in-

hibitory. There is no online interactive feedback from outcomes to cues. There are

6The following chapters are collaborative, and therefore I will usewe henceforth to refer to
myself and my co-authors.
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neither inhibitory connections within the cue layer nor within the outcome layer.

Furthermore, there is no non-linearity introduced in the cue-to-outcome mapping.

Essentially, these networks are mathematically equivalent to multivariate multiple

regression models.

This is arguably the simplest network that could possibly be set up, but it is

not a simplistic one. This network has a long-standing history in the animal

learning literature, where learning is observed to result from acontiguous and

contingent presentation of cues (referred to as the conditioned stimulus or CS

in the �eld of animal learning) and outcomes (unconditioned stimulus or US)

(Rescorla, 1988). Rescorla and Wagner(1972) formalized learning as a series of

trials that each involves exposure to a set of cues, followed by making a prediction

of the potential outcome(s), and a self-correction if the expectation and the reality

did not match (i.e., there was an error in prediction). Learning from positive

evidence is implemented as the strengthening of cue-outcome connections when

present cues and present outcomes co-occur. (Un)Learning from negative evidence

is implemented as the weakening of connections between present cues and absent

outcomes.

The learning history registered by this learning rule accounts for the several prop-

erties of classical conditioning (Schmajuk, 2008) including:

ˆ acquisition (Pavlov, 1927): The CS elicits a conditioned response (CR)

with repeated CS-US pairings. CR increases in magnitude and frequency

with more US-CS pairing observations. For instance, after a number of

presentations of food (US) together with bell (CS), the animal drools (CR)

with the presentation of the bell alone.

ˆ extinction (Pavlov, 1927): After reinforcing CS, the CR decreases with the

unpaired presentation of CS and UR or when the US does not follow CS

presentation. For instance, the animal drools less after a number of bell

rings without food delivery.

ˆ conditioned inhibition (Rescorla, 1969): With presentation of reinforced

CS1 trials, together with non-reinforced CS1-CS2 trials, CS2 acquires in-

hibitory conditioning. For instance, the animal does not drool in response
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1.5 The present dissertation

to light when the bell is reinforced, but the bell-light co-occurrence is not

reinforced.

ˆ forward blocking (Kamin, 1968): Conditioning to CS1 prior to condition-

ing to CS1 and CS2 weakens subsequent conditioning to CS2. For instance,

reinforcing the bell prior to training with both the bell and the light results

in almost no learning from light.

All models employed in this thesis are variants of discriminative learning models.

The motivation for the simplicity of our models amidst an era of high-performing

deep models stemmed from the e�ective application of the simple cognitively-valid

Rescorla-Wagner rule to language learning and language processing tasks within

the discriminative learning framework (seeNixon, 2020, for a review). Promi-

nently, the acoustic ndl model by Arnold et al. (2017) successfully obtained

human-level performance in a task of isolated SWR with German speech data as

input. Prior to that, Baayen, Shaoul, Willits, and Ramscar(2016) had e�ectively

applied ndl to continuous SWR using English phonemic input.

acoustic ndl is presented in Chapter2, followed by ldl-auris in Chapter 3.

acoustic ndl replicatedArnold et al. (2017) for American English using the chal-

lenging NewsScape data. In this model, discrete auditory features were mapped to

discrete localist meaning representations. Therefore, trainingacoustic ndl was

accomplished incrementally using the Rescorla-Wagner rule as it is implemented

by the naive discriminative learning (ndl ; Baayen, Milin, Filipovi¢ Ðurževi¢, Hen-

drix, & Marelli , 2011) model.

The successor model,ldl-auris , abandons discrete representations in favor of

improved continuous representations at the input and output levels.ldl-auris

was trained by the application of the solution in the linear discriminative learning

model (ldl ; Baayen, Chuang, Shafaei-Bajestan, & Blevins, 2019).

The mathematics of ldl is very straightforward and equivalent to multivariate

multiple linear regression. Figure1.7 exempli�es that for a language with three

words,w1, w2, andw3. On the left, word forms are represented using 2-dimensional

vectors in the form spaceC with c1 and c2 as dimensions. On the right, word

meanings are represented using 2-dimensional vectors in the semantic spaceS
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with s1 and s2 as dimensions. Language comprehension inldl is going from form

(C ) to meaning (S) through the mappingF . In other words,CF = S. Conversely,

language production inldl is moving from meaning (S) to form (C ) by means

of the mapping G. That is, SG = C . Note that matrix F is the inverse of the

matrix G.

1.5.2 The input challenge

The simplicity of network architecture does not admit gratuitous assumptions re-

garding the input and output representations. On the contrary, mathematically

simple mappings require �ne-grained input and output representations, especially

when working with realistic, noisy, and highly variable data. Models in the present

thesis work with large volumes of speech sampled from American television broad-

casts. The corpus is radically distinct from clean laboratory speech. It does justice

to the highly variable conversational speech as it includes numerous speakers of

di�erent age, sex, and socio-economic groups in various situations.

Over the course of model development, the representation of spoken stimuli inthe

models' input layer evolved from binary representations (Frequency Band Sum-

mary or FBS features;Arnold et al., 2017) used in acoustic ndl to continu-

ous representations (Continuous Frequency Band Summary or C-FBS features;

Shafaei-Bajestan, Moradipour-Tari, Uhrig, & Baayen, 2021) in ldl-auris . The

FBS and C-FBS algorithms are both psychologically valid feature extraction meth-

ods that closely relate to the workings of the cochlea. In Chapter2, acoustic

ndl follows the methodology employed byArnold et al. (2017) and represents the

auditory space with discrete FBS features.Nenadi¢(2020) reported some issues

with FBS features. Chapter3 introduces C-FBSs in detail and shows that they

substantially improve their binary predecessor�the FBS features. As we shall

see, C-FBS features are better tuned to the auditory space and impart a more

appropriate granularity in time compared to FBS features.

Similar to MFCCs, the FBS and C-FBS algorithms re�ect the non-linear percep-

tion of frequency and amplitude: The frequency bands for the Fourier transform

are mel scaled, and the energy values are logged. Nevertheless, there are twoma-
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jor di�erences between MFCCs and C-FBS features that place C-FBS features in

a better position to model the early stages of SWR with wide networks. First,

the �nal stage of the MFCC extraction algorithm, which is absent in the C-FBS

algorithm, involves the application of the discrete cosine transform (DCT) to the

log energy values. DCT is widely used in digital signal processing mainly for data

compression. The idea is that by computing the DCT of log energy values (as if

they were a signal) and retaining only half of the coe�cients, a compressed rep-

resentation of the signal's spectral shape is obtained and noise is discarded. The

output is similar to the signal's cepstrum, i.e., the spectrum of the log spectrum,

which is used to investigate periodicity in frequency spectra. To my knowledge,

however, the cochlear nerve encodes the log mel spectrum itself. Moreover,recent

studies in ASR report that vectors of the log mel �lter banks themselves deliver

higher performance in models than MFCCs (Jurafsky & Martin , 2021, chapter 26).

Second, the MFCC values are computed over very brief time periods in the order

of 5 to 10 ms and passed along to an SWR model. The SWR model, similar to the

cortex, should be able to piece these split channels of acoustic information back

together over longer durations. If the model is recurrent, acoustic informationis

aggregated over a longer time frame in its recurrent layer.earshot reported that

the patterns of activations of its LSTM layer correspond to those observedin neu-

ral recordings of the STG. Accumulation of acoustic evidence will be di�erentially

implemented in non-recurrent models such as the wide networks used in this dis-

sertation. The C-FBS algorithm forms partial vectors that combine the acoustic

information present within syllable-like periods. The C-FBS feature vector for a

word brings together a series of partial C-FBS vectors. The input to a wide net-

work such asldl-auris is fully compatible with the incremental presentation of

the partial vectors or the ensemble presentation of the word vector.ldl-auris

only begins to map the acoustic features onto semantic information after the �rst

partial vector becomes available. In our approach, the function of STG is linked to

the pre-processing stages of auditory information. Accordingly, two-dimensional

maps of the C-FSB vectors, approximating cortical activation patterns, exhibit

phone-like clusters. Following the C-FBS logic, the tonotopicity of the auditory

system, preserved from the cochlea all the way through to the cortex, is respected.
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1.5.3 The output challenge

The representation of the lexical items in the output layer was reorganized from a

binary localist representation inacoustic ndl to a continuousdistributed repre-

sentation in ldl-auris . The multiple advantages of taking a distributed approach

are enumerated above. However, only a few models (i.e.,dcm, earshot , and fi-

wGAN ) have so far adopted a distributed representation of word meanings in

the mental lexicon, and they all make use of random binary vectors to represent

semantics.

Today, real-valued semantic spaces are state-of-the-art. They distributionally en-

code words' meanings. Semantic vectors (known as embeddings in computer sci-

ence) are high-dimensional real-valued vectors derived from text. These vectors en-

code information about the co-occurrences. In these approaches, high dimensional

numerical vectors register distributional information about the co-occurrences of

words (and the co-occurrences of co-occurring words, etc.) in huge text corpora.

These vectors have been shown to capture semantic information e�ectively (see,

e.g., Baroni & Lenci, 2010; Boleda, 2020; Bullinaria & Levy , 2012 for linguistic

evidence,Günther, Rinaldi, & Marelli , 2019; Landauer & Dumais, 1997; Lund &

Burgess, 1996for cognitive evidence, andMikolov, Yih, & Zweig, 2013; B. Wang,

Wang, Chen, Wang, & Kuo, 2019for computational linguistics evidence).

Although most distributional semantics models yield separate semantic vectors for

the in�ectional variants of a lexeme, the usefulness of embeddings for understand-

ing morphology is also under investigation. Two main strategies can be di�er-

entiated for modeling the morphological structure in the mental lexicon. First,

morphological relations have been approximated by means of analogical relations

between vectors in semantic spaces. Second, the semantics of morphological rules

have been investigated by means of functions that operate on embeddings. An

example of the lattercompositional approach is the Functional Representation of

A�xes in Compositional Semantic Spaces (henceforth,fracss ) model by Marelli

and Baroni (2015). According to fracss , the meaning of a derived word such as

happinessis obtained by applying a linear transformation to the meaning of its

base word,happy.
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Figure 1.8: Two methods for simulating in�ectional processes are exempli�ed:cca
on the left and fracss on the right side. While cca adds a class-speci�c average
vector to the base word for pluralization,fracss transforms the base word using
an abstract global matrix.

A contribution of this dissertation, pursued in the second half, is the implementa-

tion of a mechanism that makes it possible todecompositionallyrepresent in�ected

variants of words using semantic embeddings. In our method, called cosine class

average (cca ), a vector for an in�ected word can be decomposed into the vector of

the base word and an average vector. The average vector, in contrast to fracss ,

is selected conditioned on the semantics of the base word. Figure1.8 clari�es the

di�erences betweencca , on the left, and fracss , on the right, with an example

from in�ection: plural formation.

The mechanism is developed for English plural formation in Chapter4. It has been

shown that this mechanism can be easily replicated and extended to other in�ec-

tional systems with small modi�cations (seeChuang, Brown, Baayen, & Evans,

2022, for modeling case and number paradigms of Russian defective nouns). As

a result, contrary to all other SWR models reviewed in this chapter, the models

presented in Chapter4 and Chapter 5 of this thesis aim to implement morpho-

logical processes and expand beyond full-listing models. We compare our method

with fracss and show that a semantic space constructed according to our method
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is more appropriate for SWR models as it aligns better with the form space, ir-

respective of the form representation (i.e., discrete triphone cues or continuous

signal-based cues).cca also generalizes more readily to unseen data.Stupak and

Baayen (2022) observed a large gap in the extent of over�tting to training data

betweencca and fracss for German particle verbs and a�xed words. The di�er-

ence was smaller but still present when substantially large amounts of data were

used to compilefracss and cca models for English pluralization in Chapter5.

1.5.4 A preview of the results

Foreshadowing the results, the best results are obtained with anldl-auris model

that represents the auditory space with enhanced continuous features and the

semantic space with distributional word embeddings that decompositionally in�ect

words.

Model performance is surprisingly good for real, noisy spontaneous speech us-

ing empirical embeddings. Performance is especially high when the target word

only competes with itscohort competitors. In comparison with acclaimed ASR

systems such asKaldi and DeepSpeech , the model usually shows better per-

formance for isolated word recognition (although ASR models do very well with

continuous speech).

Conceptually, in our model, words compete to gain relevance (i.e., semantic simi-

larity) to the target meaning from the incoming signal. Therefore, words' activa-

tion is a product of their auditory and semantic characteristics. The model also

predicts cohort e�ects. The time course of word recognition by the model showed

a parallel assessment of multiple competitors that gradually lose their meaning

similarity with the target meaning as the speech signal unfolds.

The �nal model includes an algorithm for the conceptualization of in�ected words,

which, in principle, enables it to be productive for in�ection. In comparison with

other models of SWR,Nenadi¢(2020) reported a higher performance for an earlier

version of ldl-auris , that uses discrete auditory features, in comparison with

diana and trace .
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Chapter 2

Naive Discriminative Learning

Abstract

Classical linguistic, cognitive, and engineering models for speech recognition and

human auditory comprehension posit representations for sounds and words that

mediate between the acoustic signal and interpretation. Recent advances in au-

tomatic speech recognition have shown, using deep learning, that state-of-the-art

performance is obtained without such units. We present a cognitive model of au-

ditory comprehension based on wide rather than deep learning that was trained

on 20 to 80 hours of TV news broadcasts. Just as deep network models, our model

is an end-to-end system that does not make use of phonemes and phonological

word form representations. Nevertheless, it performs well on the di�cult task of

single-word identi�cation (model accuracy 11:37%, MozillaDeepSpeech : 4:45%).

The architecture of the model is a simple two-layered wide neural network with

weighted connections between acoustic frequency band features as inputs and lexi-

cal outcomes (pointers to semantic vectors) as outputs. Model performance shows

hardly any degradation when trained on speech in noise rather than on clean

speech. Performance was further enhanced by adding a second network to a stan-

dard wide network. The present word recognition module is designed to become

part of a larger system modeling the comprehension of running speech.

Keywords: naive discriminative learning, auditory word recognition, wide neural

networks, deep speech, frequency band summary features
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2.1 Introduction

The question of how we understand speech is under investigation in many dis-

ciplines, ranging from linguistics, cognitive science and neuroscience, to natural

language engineering (B.C. Moore, Tyler, & Marslen-Wilson, 2008). Almost all

current linguistic theories assume speech recognition is a two-stage process, with

an initial stage at which the acoustic signal is mapped onto a sequence of phonemes

and a subsequent stage at which the stream of phonemes is segmented into a se-

quence of words. Accordingly, a substantial body of research has focused onlinking

properties of the acoustic signal to linguistic units such as phonemes and phono-

logical word form representations (Diehl, Lotto, & Holt , 2004; Liberman, 1996),

and cognitive architectures have been put forward that specify how these represen-

tations are accessed (Norris & McQueen, 2008). Classical automatic speech recog-

nition (ASR) systems build on hidden Markov models (HMMs) in which phonemes

again play a pivotal role (Aggarwal & Dave, 2011). However, deep learning has en-

abled considerable progress, replacing hand-engineered processing with end-to-end

approaches that directly learn from data.DeepSpeech by Mozilla is an example

of a state-of-the-art ASR system based on end-to-end deep learning that doesnot

depend on the concept of aphonemeas a theoretical construct or computational

unit ( Hannun et al., 2014).

The present study is a progress report on a linguistic approach to auditory compre-

hension that, like deep learning, rejects the phoneme as a pivotal unit for language

comprehension, re�ecting the discomfort that also exists within the linguistics

community about the validity and usefulness of the phoneme as a theoretical con-

struct (Port & Leary, 2005; Sampson, 1974). Unlike deep learning, we make use

of wide learning, in combination with substantial investment in the development

of linguistically and cognitively well-motivated input features. The general frame-

work within which this development takes place is that of naive discriminative

learning (ndl ; Baayen et al., 2011; Milin, Feldman, Ramscar, Hendrix, & Baayen,

2017). ndl implements error-driven learning based on the learning rule proposed

by Rescorla and Wagner(1972), which has a strong history in the �eld of ani-

mal learning and more recently also human learning (Ramscar, Sun, Hendrix, &

Baayen, 2017; Ramscar, Yarlett, Dye, Denny, & Thorpe, 2010).
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The network architecture used for the standardndl model is a simple two-layer

network where the weights on connections from input units (henceforth, cues) to

output units (henceforth, outcomes) are gradually updated based on the Rescorla-

Wagner learning rule (for more details, see Section2.2.3). The aim of ndl is

to build end-to-end models, with in the case of auditory comprehension low-level

form features as cues and semantic units as outcomes. Importantly, the standard

implementation of ndl (available as the R packagendl 2, Shaoul et al. 2015and

the Python packagepyndl , Sering, Weitz, Künstle, Schneider, & Shafaei-Bajestan,

2018) does not make use of any hidden layers and hence explores to what extent

it is possible, given well-chosen acoustic features, to discriminate between lexi-

cal meanings using simply a linear network. However,Sering, Milin, and Baayen

(2018) proposed an extension of thendl architecture with a second two-layer net-

work that is trained independently of the �rst, which further enhances classi�cation

performance.

ndl has been successfully employed in modeling the data from a range of ex-

perimental studies, showing promising results in explaining human language pro-

cessing (Baayen et al., 2011; Milin et al. , 2017; Pham & Baayen, 2015) as well as

lexical learning in animals (Linke, Broeker, Ramscar, & Baayen, 2017). For human

auditory comprehension,Arnold et al. (2017) developed anndl -based model of

single-word recognition and applied it successfully to spontaneous conversational

German speech. A comparison of model performance on lexical discrimination

with human performance on the same speech tokens revealed that model accuracy

was within the human range.

The current study builds upon this model and tests it on more and di�erent kinds

of speech data, and at the same time also explores whether the second network

proposed by Sering et al. indeed improves classi�cation accuracy. Results for

single-word recognition are compared to that of MozillaDeepSpeech . A further

contribution of the present study is a method for distinguishing between relatively

clean speech and speech in noise in the input corpus which comprises TV broadcast

videos recorded in a studio or outdoors, along with music and background noise.
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2.2 Materials and Methods

2.2.1 Material

The data resource employed for this study is a subset of the big data from the Dis-

tributed Little Red Hen Lab, a vast repository of multi-modal TV news broadcasts.

We used 500 audio �les containing 266 hours of national and cable broadcasts from

the United States in English, recorded in 2016, which were accompanied by high-

quality transcripts and had been aligned successfully for more than 97% of their

words by the Gentle forced aligner (Ochshorn & Hawkins, 2015). The advantage

of working with a huge archive such as the Red Hen data is that a substantial

amount of speech is recorded in noisy conditions. The archive not only contains

relatively clean speech recorded in a studio, but also speech recorded when re-

porters are outside, in which case considerable background noise can be present.

Furthermore, even recordings made in the studio often carry not only speech, but

music playing in the background as well.

We developed an algorithm to automatically distinguish between relatively clean

parts where there is speech without background noise or music, from noisy data. To

do so, a threshold of 350 in a CD quality (44;100 Hz sampling frequency and 16 bit

resolution) pulse-code modulation encoded speech stream, was de�ned to mark

the level of amplitudes close to zero. This threshold (� 3% of the peak amplitude)

was chosen to capture pauses during speech and the short periods of silence during

the closure of plosives. Background noise typically results in such short periods

of silence being absent. Sliding a non-overlapping time window of 30 s over the

audio �les, we traced the number of pause markers which are completely contained

in the 30-second window. All speech chunks having more than 40 pause markers

were consideredclean. As a result, a total of 5924 audio �les, each with a duration

of 30 s, was selected to represent almost 50 h of clean speech. A subset of 970

randomly selected �les were manually evaluated by an American English native

speaker. The proportion of �les for which no background noise could be detected

anywhere for the full 30 seconds was 0:35. Thus, theclean dataset comprises both

truly clean speech �les, and speech �les with mild background noise.

A noisy subset was also compiled using the �sound to textgrid analysis (silences)�
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from Praat (Paul Boersma, 2006) with a silence threshold of� 26 dB and a mini-

mum silence interval duration of 0:09 s. Audio chunks with speech, as opposed to

those tagged assilence, with a duration of at least 5:6 s were included as repre-

senting noisy speech, the noise being either outside noise or music playing in the

background. In this way, 19;602 audio �les of varying durations were obtained, to

a total of 80 h of speech. A random subset of 2000 noisy �les was evaluated bythe

same native speaker, who reported that 91:9% of the �les are indeed noisy speech

and music snippets.

From the clean and noisy data sets with 50 and 80 hours of speech respectively,

henceforth clean-50 and noisy-80, we randomly sampled subsets of 20 and 50 hours

of speech (clean-20, noisy-20, and noisy-50), in order to enable comparison with

the original results of Arnold et al., which were based on 20 hours of speech, and

to provide insight into how the classi�cation algorithm performs as the amount of

speech is increased.

2.2.2 Acoustic features

The acoustic features that served as input cues for thendl network were the Fre-

quency Band Summary (FBS) features developed byArnold et al. (2017). FBS

features are derived as follows. Given the audio signal for a word, minima of the

Hilbert amplitude envelope of the speech wave are used to segment the speech into

chunks of varying duration. When no clear minima are present, the signal con-

tributes one chunk. Next, each chunk is evaluated on 21 MEL spectrum frequency

bands, which are motivated by the di�erent receptive areas of the cochlea that

are known to be responsive to variation in di�erent frequency ranges in acoustic

signals (Zerlin, 1969). For each chunk, and each of the 21 frequency bands of these

chunks, an FBS feature brings together band number, chunk number, and a sum-

mary of the temporal variation in the band by means of the median, minimum,

maximum, initial, and �nal intensities of the values in the band. We used the

AcousticNDLCodeRpackage (Arnold & Shafaei-Bajestan, 2018) for R to extract

the FBS features from our speech �les.
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2.2.3 The NDL classi�er

Consider a set of cuesC with m unique membersci (i = 1 ; � � � ;m) and a set of

lexical outcomesO with n unique membersoj (j = 1 ; � � � ;n). C and O elements

occur with repetition in a pair called a learning event. A sequence of learning

eventsEtrain of length r compose the training data. Thendl network is de�ned

by an m � n matrix W of connection weightswij , where wij is the association

strength from ci to oj . The connections weights inW are initialized with zeros;

w(t=0)
ij = 0 (i = 1 ; � � � ;m; j = 1 ; � � � ;n).

During learning, events are visited one at a time. At timet (t = 1 ; � � � ; r ), the

learning evente at t comprises a set of active cuesCt (Ct � C) and a set of observed

outcomesOt (Ot � O) that drive the updating of the weights ofW . Denoting the

weight from ci to oj at time t by w(t)
ij , the update in weights fromci to oj at time

t is given by � w(t)
ij , i.e.,

w(t)
ij = w(t � 1)

ij + � w(t)
ij : (2.1)

The update � w(t)
ij itself is given by the Rescorla-Wagner learning rule:

� w(t)
ij =

8
>>>>><

>>>>>:

0 if ci =2 Ct ,

� i � j (� �
P

ck 2Ct

w(t � 1)
kj ) if ci 2 Ct ^ oj 2 Ot ,

� i � j (0 �
P

ck 2Ct

w(t � 1)
kj ) if ci 2 Ct ^ oj =2 Ot .

(2.2)

The parameters of the Rescorla-Wagner learning rule were set to� = 1:0, � i = 1:0

and � j = 0:001 for all i; j , following earlier modeling studies withndl , and never

changed in the course of the present study.

Given W and active cues at learning eventei , ck 2 Ci , the support aij (henceforth,

activation) of these cues for a given outcomeoj is given by the sum of the weights

from the active cues to this outcome:

aij =
X

ck 2Ci

wkj : (2.3)

More generally, given anr � m matrix C of learning events by cues that is zero
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but one for those cues that are present at a given learning event, we have that

A = CT W : (2.4)

The activation matrix A provides, for each word presented to it, the network's

support for all possible outcomes. To assess network performance, the lexical

outcome with the highest activation is selected and compared with the targeted

outcome. Alternatively, the number of targeted outcomes among the topn most

highly activated outcomes can be considered.

Following Sering et al.Sering, Milin, and Baayen(2018), a second network was

stacked on top of the �rst one. This second network is de�ned by ann � n decision

matrix D which linearly seeks to rotate the transposed activation matrixA t of

the �rst network onto an n � r target matrix T specifying for each learning event

whether a given outcome is present (1) or absent (0), i.e.,

DA t = T : (2.5)

Therefore,D can be estimated by solving

D̂ = TA
�
A tA

� � 1
, (2.6)

resulting in a matrix of predicted outcome strengthsT̂ ,

T̂ = D̂A t : (2.7)

As for the standardndl network, model performance is based on whether the most

activated outcome in the relevant column of̂T is identical to the targeted outcome.

Here too, evaluation can be extended to include targeted outcomes among the top

n best-supported outcomes.

For each of the �ve datasets introduced above, 10-fold cross-validationwas applied,

resulting in a total of 50 models for the standardndl model (using A ) and a

second set of 50 models for the extendedndl model, henceforthndl + (using

T̂ ). All models are trained and tested on single word tokens (as given by the
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Figure 2.1: Box-and-whiskers plots for the accuracy of word identi�cation [%]
across 10-fold cross-validation on �ve corpora for thendl model in isolation (left
panel) and for thendl + model paired with ndl (right panel).

word boundaries provided by the aligner) with FBS Features of the audio �le as

cues and orthographic form of the word types as identi�ers for lexical outcomes.

Out-of-vocabulary word types were discounted when computing accuracy. From

the clean-50 corpus, 72;711 FBS features and 15;698 lexomes were extracted from

401;015 word tokens. The noisy-80 corpus contained 66;106 FBS features, 13;523

lexomes, and 289;245 word tokens. Thendl2 (version 0.1.0.9002) R packageShaoul

et al. (2015) was used to estimateA . The matrices ofndl + were obtained using

Python code (van Rossum & Drake, 2011) developed in the context ofSering,

Milin, and Baayen (2018).

2.3 Results

Figure 2.1 visualizes model accuracy across cross-validation runs for the 5 data

sets when using standardndl (left) and ndl + (right). ndl reaches, on average, a

recognition accuracy of 11:72 on the clean datasets (11:58 on clean-20 and 11:86

on clean-50) and 11:13 on the noisy datasets (10:75, 11:36, and 11:29 on noisy-20,
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noisy-50, and noisy-80, respectively). A Wilcoxon Rank Sum Test indicated that

ndl accuracy on 50 hours of clean speech was higher than accuracy on 20 hours of

clean speechW = 8, p < :001. There were also statistically signi�cant di�erences

in meanndl accuracy between the three noisy datasets (Kruskal-Wallis rank sum

test; H (2) = 19:66, p < :001), with post hoc pairwise multiple comparisons using

the Nemeneyi test and p-value adjustment using the Bonferroni correction indi-

cating that mean ndl accuracy for the 20 hours dataset is lower than that for the

50 hours (p < :001) and the 80 hours datasets (p < :01). As expected, accuracy

decreases when replacing clean speech by noisy speech (Wilcoxon rank sum test;

W = 560, p < :001), but the decrease is modest, around 1%.

As illustrated by Figure 2.1, the performance ofndl + was superior to that ofndl

(W = 332, p < :001, Wilcoxon test), increasing by 9:14 % of thendl accuracy, going

from 11:37 � 0:41 to 12:41 � 0:76. The Wilcoxon test showed that the observed

improvement for model accuracies going fromndl to ndl + are signi�cant across

all corpora (Noisy-20:W = 13, p < :005; other corpora:W = 0, p < :001). Analysis

of variance revealed a signi�cant e�ect of corpus (F (4;45) = 50:73, p < :001) and

corpus size (F (2;47) = 61:03, p < :001) on the amount of increase fromndl to

ndl + in the model accuracy.

Mean ndl + accuracy was 12:27 � 0:21 for clean 20 hours, 13:34 � 0:13 for clean

50 hours, 11:16 � 0:38 for noisy 20 hours, 12:45 � 0:19 for noisy 50 hours, and

12:81 � 0:1 for noisy 80 hours of speech. Exposingndl + to more clean speech

(20 hours to 50 hours) signi�cantly increased model accuracy (W = 0, p < :001,

Wilcoxon test). Mean accuracy also di�ered for the three datasets with noisy

speech (Kruskal-Wallis test;H (2) = 24:6, p < :001). Furthermore, meanndl +

accuracy di�ered signi�cantly for both the noisy20�noisy50 and noisy20�noisy80

pairwise comparisons (p < 0:01, Nemeneyi post hoc with Benferroni correction).

A 0:7 drop is observed in comparingndl + accuracy for noisy speech against that

of the clean speech (Wilcoxon test;W = 428, p < :05).

A linear model for ndl accuracy, excluding the noisy-80 condition, showed a sig-

ni�cant interaction between the clean/noisy status and the size of the corpus.

However, there is no such interaction withndl + (Table 2.1). Furthermore, all 3
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two-way interactions in a model of accuracy as a function of corpus size, corpus

clean/noisy status, and method (ndl or ndl + ) are well supported.

Estimate Std. Error t-value

Intercept��� 11:58 0:06 197:32
Noisy��� � 0:84 0:08 � 10:07
Size50�� 0:28 0:08 3:35
Interaction�� 0:33 0:12 2:81

Intercept��� 12:27 0:08 156:05
Noisy��� � 0:11 0:11 � 9:98
Size50��� 1:07 0:11 9:58
Interaction 0:22 0:16 1:41

Signi�cance codes �̀�� ': p < : 001; �̀� ': p < : 01

Table 2.1: Linear regression model output for accuracy usingndl (top) and ndl +

(bottom) with the clean/noisy status and size of the corpus (excluding 80 hours)
as two-level predictors.

The recognition of isolated words sliced out of running speech is a hard task both

for ASR systems and humans. Human accuracy on the German data ofArnold

et al. (2017) ranged from 20% to 40% (ndl performance with training on 20

hours of speech of 20 females was around 20�25%). The recognition accuracy

of the present models is lower, ranging from 10:37 to 13:53, unsurprisingly as

there is much greater speaker variability while at the same time we are working

not with lab-recorded speech but with speech with a much lower signal to noise

ratio. To put the present results in perspective, the performance of the open

sourceDeepSpeech speech-to-text engine with a pre-trained English model1 was

assessed on the isolated words from the clean-50 and noisy-80 corpora that the

ndl models were trained on. The accuracy of single word recognition was 6:28%

for the clean corpus and 2:62 for the noisy corpus.

1Seehttps://github.com/mozilla/DeepSpeech (last accessed February 5, 2018).
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2.4 Discussion and Conclusions

We presented a cognitively motivated model of speech recognition trained and

evaluated on single word tokens taken from real speech data of the Red Hen Lab,

using 10-fold cross-validation for assessing model accuracy across �ve datasets that

were automatically sampled from the data, including both relatively clear speech

and speech with substantial background noise. We also extended previous work

with ndl on auditory comprehension by increasing the volume of data in hours

from 20 to 50 and 80. We also tested a recent extension of the model,ndl + ,

which adds a second network that takes the activation vectors of the �rst network

as input and is trained to map these onto one-hot encoded output vectors for the

lexical outcomes.

The results show thatndl andndl + accuracies improve when the model is exposed

to more training data across both clean and noisy speech. Increasing the amount

of training data was more bene�cial for the noisy compared to the clean data. For

ndl + , but not for ndl , accuracy improved for 80 in comparison with 50 hours

of noisy speech, suggesting that with greater quantities of training data, further

improvement is possible. Also, training on more data was more advantageous for

ndl + than ndl . We, therefore, plan to testndl + on much larger volumes of

speech, with hundreds and perhaps thousands of hours of speech, as available in

the Red Hen repository.

As expected,ndl and ndl + accuracies dropped when the models were exposed

to speech in noise, compared to relatively clean studio-recorded speech, but the

drop in accuracy was surprisingly modest. To our knowledge, other cognitive

models of speech comprehension trained on real speech have been restricted to clear

laboratory speech only (Scharenborg, Norris, Bosch, & McQueen, 2005; ten Bosch,

Ernestus, & Boves, 2014). We also observed that the number of cues was lower

in the noisy environment compared to the clean environment, which dovetails well

with reduced sensitivity to speech and degraded comprehension performance. The

number of outcomes was also lower in the noisy condition, suggesting that speakers

when communicating in noise fall back on a more restricted and presumably better-

transmittable vocabulary.
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We have evaluated model performance by calculating the proportion of targets

that had the highest activation of, on average, 12;030 lexical outcomes. When

we consider the number of targeted lexical outcomes among the top 5 and top 10

best-supported outcomes, accuracy reaches 30:80% and 40:46% for the clean data

and 29:72% and 38:82% for the noisy data. In future work, we plan to compare

ndl performance with human performance on words sampled from the Red Hen

Lab datasets.

To place the performance ofndl and ndl + in the context of ASR systems, we

compared the performance of our wide learning networks with that of the Mozilla

DeepSpeech . The ndl and ndl + wide models outperformed theDeepSpeech

system by roughly 6 to 9%. This comparison does not do justice to theDeep-

Speech model, as this model is optimized to recognize words in context rather

than isolated words, and is in all likelihood trained on a broader range of reg-

isters of spoken English than our news broadcast data. However, we note that

the presentndl models are developed as part of a wider project addressing word

recognition in running speech. A blueprint of the envisioned general framework

can be found inBaayen, Shaoul, et al.(2016).

The results of the present study indicate that a simple error-driven wide net-

work, or a pair of such networks but trained independently, without any back-

propagation of errors, can go quite far in modeling auditory comprehension, given

the challenges of the task: discriminating between thousands of di�erent lexical

outcomes with huge variability in respect of background noise and speakers' ac-

cent, dialect, sociolect, speech rate, age, and gender. We hope the model will prove

useful also for understanding, predicting, and modeling the sensitivity of human

listeners to the many social features that characterize speakers and thatare part

and parcel of what they communicate when speaking.
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Chapter 3

Linear Discriminative Learning

Abstract

A computational model for the comprehension of single spoken words is presented

that enhances the model ofArnold et al. (2017). Real-valued features are ex-

tracted from the speech signal instead of discrete features. Vectorsrepresenting

word meanings using one-hot encoding are replaced by real-valued semantic vec-

tors. Instead of incremental learning with Rescorla-Wagner updating, we use linear

discriminative learning, which captures incremental learning at the limit of expe-

rience. These new design features substantially improve prediction accuracy for

unseen words, and provide enhanced temporal granularity, enabling the modeling

of cohort-like e�ects. Visualization with t-SNE shows that the acoustic form space

captures phone-like properties. Trained on 9 hours of audio from a broadcast news

corpus, the model achieves recognition performance that approximates the lower

bound of human accuracy in isolated word recognition tasks.ldl-auris thus pro-

vides a mathematically-simple yet powerful characterization of the comprehension

of single words as found in English spontaneous speech.

keywords: spoken word recognition, error-driven learning, Widrow-Ho� learning

rule, naive discriminative learning, linear discriminative learning, authentic media

language, word embeddings, cohort e�ects
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3.1 Introduction

In linguistics, the hypothesis of the duality of patterning of language (also known

as the dual articulation of language) has attained axiomatic status. Language is

considered to be a symbolic system with a two-level structure. One level concerns

how meaningless sounds pattern together to form meaningful units, the words and

morphemes of a language. The other level is concerned with the calculus of rules

that govern how words and morphemes can be assembled combinatorially into

larger ensembles (Chomsky & Halle, 1968; Hockett & Hockett, 1960; Licklider,

1952; Martinet , 1967).

Accordingly, most cognitive models of spoken word recognition (henceforth SWR)

such as theTrace model (McClelland & Elman, 1986), the Cohort model

(Marslen-Wilson, 1987), the Shortlist model (Norris, 1994), the Neighborhood

Activation Model ( Luce & Pisoni, 1998), the Shortlist-b model (Norris & Mc-

Queen, 2008), and the Fine-Tracker model (Scharenborg, 2008), all posit two

levels of representation and processing, a lexical and a prelexical level. The prelex-

ical level is put forward to enable the system to convert the continuous varying

input audio signal into discrete non-varying abstract units, sequences of which

form the lexical units functioning in the higher-level combinatorics of morphol-

ogy and syntax. The main motivation for having an intermediate phone-based

representation is that phones are judged to be crucial for dealing with the huge

variability present in the speech signal. Thus, at the prelexical level, the speech

signal is tamed into phones, and it is these phones that can then be used for lexi-

cal access (Diehl et al., 2004; McQueen, 2005; Norris & McQueen, 2008; Phillips,

2001).

Although traditional SWR models posit a prelexical level with a �nite number

of abstract phone units, the psychological reality of an intermediate segmental

level of representation has been long debated (seePisoni & Luce, 1987, for a re-

view, and Port & Leary, 2005, for linguistic evidence). Furthermore, the exact

nature of these phone units is admittedly underspeci�ed (McQueen, 2005); un-

surprisingly, SWR models de�ne their prelexical representation in very di�erent

ways. Shortlist and Shortlist-b work with phones and phone probabilities,
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Trace posits multi-dimensional feature detectors that activate phones, andFine-

Tracker implements articulatory-acoustic features. Unfortunately, most models

remain agnostic on how their prelexical representations and phone units can ac-

tually be derived from the speech signal. As observed byScharenborg and Boves

(2010),

�the lack of a (cognitively plausible) process that can convert speech

into prelexical units not only raises questions about the validity of the

theory, but also complicates attempts to compare di�erent versions of

the theory by means of computational modelling experiments.�

Nevertheless, many modelers assume that some intermediate phone level is essen-

tial. Dahan and Magnuson(2006), for instance, motivates the acceptance of a

prelexical level by the theoretical assumption that separation of tasks in a two-

stage system engenders cognitivee�ciency because of the restrictions imposed on

the amount of information available for smaller mappings at each stage. The only

model that argues against a mediating role of phones is the Distributed Cohort

Model (Gaskell & Marslen-Wilson, 1997, 1999), which is motivated in part by the

experimental research ofWarren (1970, 1971, 2000), which provides evidence that

the awareness of phonemes is a post-access reconstruction process.1

In many SWR models, word meanings, the ultimate goal of lexical access (Harley,

2014), are represented at a dedicated lexical layer. A review of the di�erent ways

in which meanings have been represented in the literature is given byMagnuson

(2017); here, we focus on two dominant approaches.

Firstly, in localist approaches, as implemented by theLogogen model (Morton,

1969), Trace , Shortlist , Fine-Tracker , Neighborhood Activation Model,

Parsyn (Luce et al., 2000), and Diana (ten Bosch, Boves, Tucker, & Ernes-

tus, 2015), the mental lexicon provides a list of lexical units that are either sym-

bolic units or unit-like entries labeled with speci�cations of the sequence of phones

against which the acoustic signal has to be matched. Once a lexical unit has been

selected, it then provides access to its corresponding meaning.

1Chuang et al. (2021) and Hendrix, Ramscar, and Baayen(2019) show how pseudowords can
be processed in models without phones as pivotal units.
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Secondly, in distributed approaches, adopted by models such as the Distributed

Cohort Model and Earshot (Magnuson et al., 2020), a word's meaning is rep-

resented by a numeric vector specifying the coordinates of that word in a high-

dimensional semantic space.2 The status of phone units within these approaches

is under debate. The Distributed Cohort Model argues that distributed recurrent

networks obviate the need for intermediate phone representations, and hence this

model does not make any attempt to link patterns of activation on the hidden

recurrent layer of the model to abstract phones. By contrast, the deep learning

model ofMagnuson et al.(2020) explicitly interprets the units on its hidden layer

as the fuzzy equivalents in the brain of the discrete phones of traditional linguistics.

All these very di�erent models of SWR provide theories of the mental lexicon

that have several problematic aspects. First, the input to most models of audi-

tory word recognition is typically a symbolic approximation of real conversational

speech. The only models that work with real speech areFine-Tracker (Scharen-

borg, 2008, 2009), Diana , and Earshot . Of these models,Fine-Tracker and

Diana are given clean laboratory speech as input, whereasEarshot limits its

input to a list of 1000 words generated by a text-to-speech system. However, nor-

mal daily conversational speech is characterized by enormous variability, and the

way in which words are produced often diverges substantially from their canonical

dictionary pronunciation. For instance, a survey of the Buckeye corpus (Pitt, John-

son, Hume, Kiesling, & Raymond, 2005) of spontaneous conversations recorded at

Columbus, Ohio (Johnson, 2004) revealed that around 5% of the words are spoken

with one syllable missing, and that a little over 20% of words have at least one

phone missing, compared to their canonical dictionary forms (see alsoErnestus,

2000; Keune, Ernestus, Van Hout, & Baayen, 2005). It is noteworthy that adding

entries for reduced forms to the lexicon has been shown not to a�ord better over-

all recognition (Cucchiarini & Strik , 2003). Importantly, canonical forms do not

do justice to how speakers modulate �ne phonetic detail to �ne-tune what they

want to convey (S. Hawkins, 2003). Plag, Homann, and Kunter(2017) have docu-

mented that the acoustic duration of word-�nal [s] in English varies signi�cantly in

2The term vector is used throughout the paper from a mathematical perspective to referto a
member of a vector space over the set of real numbers, assuming that the axioms of vector
spaces are satis�ed. For simplicity, one might think of a vector as an ordered list of numbers.
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the mean depending on its in�ectional function (see alsoTomaschek, Plag, Ernes-

tus, & Baayen, 2019). Thus, if the speech signal were to be reduced to just a

sequence of categorical units, such as the canonical phones, then large amounts

of information present in the speech signal would be lost completely. As a conse-

quence, models of SWR have to take on the challenge of taking real spontaneous

speech as input. Only by doing so can the models truly investigate the cohort e�ect

of lexical processing that assumes the process of spoken word recognition starts by

gradually winnowing out incompatible words with the incoming stream of audio

and succeeds once a uniqueness point in the input is reached (Marslen-Wilson,

1984; Marslen-Wilson & Welsh, 1978).

Second, models of SWR typically do not consider how their parameter settings are

learned. Models such asTrace and Shortlist make use of connection weights

that are �xed and set by hand. The Bayesian version ofShortlist estimates

probabilities on the basis of a �xed corpus. The parameters of the Hidden Markov

Model underlying Diana are likewise tuned by hand and then frozen. Connec-

tionist models such as the Distributed Cohort Model andEarshot are trained

incrementally, and hence can be considered learning models. In practice, these

models are trained until their performance is deemed satisfactory, after whichthe

model is taken to characterize an adult word recognition system. However, vocab-

ulary size is known to increase over the lifetime (Keuleers, Stevens, Mandera, &

Brysbaert, 2015; Ramscar, Hendrix, Shaoul, Milin, & Baayen, 2014) and ideally the

dynamics of life-long learning should be part of a learning model of lexical process-

ing. By contrast, current deep-learning models typically require massive amounts

of data. The general practice to attend to this issue is availing the model of many

passes through the training data, and training is typically terminated when a sweet

spot has been found where prediction accuracy under cross-validation has reached

a local maximum. Since further training would lead to a reduction in accuracy,

training is terminated, and no further learning can take place. Importantly, when

small and/or simpli�ed datasets are used for training, they can easily over�t the

data and may not generalize well.

Third, all the above models work with a �xed lexicon. When morphologically

complex words are included, as for instance inShortlist-b , no mechanisms are
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implemented that would allow the model to recognize out-of-vocabulary in�ected

or derived words that have in-vocabulary words as their base words. In other

words, these models are all full-listing models (Butterworth , 1983).

Finally, all the above-mentioned models of SWR require complex modeling archi-

tectures, minimally requiring three layers, one layer representing speech input, one

or more intermediate layers, and a layer with lexical units. In what follows, we

build on a very di�erent approach to lexical processing (Baayen et al., 2019), in

which high-dimensional representations for words' forms are mapped directly onto

high-dimensional representations for words' meanings. Mathematically, this is ar-

guably the simplest way in which one can model how word forms are understood.

An important research question in this research program is to see how far this very

simple approach can take us before breaking.

A �rst proposal for modeling auditory comprehension within this general approach

was formulated byArnold et al. (2017). Several aspects of their and our approach

to auditory word recognition are of special interest from a cognitive perspective.

These authors developed discrete acoustic features from the speech signalthat are

inspired by the signal pre-processing that takes place in the cochlea. These features

were used within a naive discriminative learning model (Baayen et al., 2011), which

was trained on the audio of words extracted from a corpus of German spontaneous

speech. Model recognition accuracy for a randomly selected set of 1000 audio

tokens was reported to be similar to the lower bound of human recognition accuracy

for the same audio tokens.

The model of Arnold et al. (2017) has several shortcomings (see, e.g.,Nenadi¢,

2020), which we will discuss in more detail below. In this study, we introduce

a new model, ldl for AUditory word Recognition from Incoming Spontaneous

speech (ldl-auris ), that enhances the original model in several ways. Our re-

vised model a�ords substantially improved prediction accuracy for unseen words.

It also provides enhanced temporal granularity so that now cohort-like e�ects

emerge naturally. Visualization of the form space using t-SNE (van der Maaten &

Hinton, 2008) shows that the new acoustic features that we developed better cap-

ture phone-like similarities and di�erences. Thus, the very simple formalization of
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the relation between form and meaning given byldl-auris provides a promising

tool for probing human auditory comprehension. Nonetheless,ldl-auris , similar

to the model of Arnold et al. (2017), is a model of single word recognition and

receives the audio data of one isolated token at a time. The words are harvested

from real conversational speech to stay as faithful as possible to how language is

used.

As our new model builds on previous modeling work using Naive Discriminative

Learning (ndl ; Baayen et al., 2011) and Linear Discriminative Learning (ldl ;

Baayen et al., 2019), the next section provides an introduction to these modeling

approaches. Although the present study restricts itself to modeling the compre-

hension of unin�ected words, handling in�ection is a pivotal advantage of the

general framework ofldl . The subsequent section then describes the changes we

implemented in order to improve both model performance for SWR and to make

the model cognitively more plausible.

3.2 Previous modeling of SWR with NDL and

LDL

3.2.1 Informal characterization of NDL and LDL

The ndl and ldl models are grounded in error-driven learning as formalized in the

learning rules ofRescorla and Wagner(1972) and Widrow and Ho� (1960). These

two learning rules are closely related, and are actually identical under speci�c pa-

rameter settings. As we shall see below, both implement a form of incremental

multiple linear regression, and both rules can be also seen as simple arti�cial neu-

ral networks with an input layer with cues, an output layer with outcomes, and

no hidden layers (the terminology of cues and outcomes is borrowed fromDanks,

2003). Cues are sublexical form features, and outcomes are values on the axes ofa

high-dimensional semantic space. Error-driven learning as formalized byRescorla

and Wagner(1972) has proven to be fruitful for understanding both animal learn-

ing (Bitterman, 2000; Gluck & Myers, 2001; Rescorla, 1988) and human learning

(Ellis, 2006; Nixon, 2020; Olejarczuk, Kapatsinski, & Baayen, 2018; Ramscar et

61



Chapter 3 Linear Discriminative Learning

al., 2014; Ramscar & Yarlett, 2007; Ramscar et al., 2010; Siegel & Allan, 1996).

Statistically, a model trained with the Rescorla-Wagner learning rule is a classi�er

that is trained to predict whether or not a speci�c outcome is present. Naive dis-

criminative learning extends this single-label classi�er to a multiple-label classi�er

by having the model learn to predict multiple outcomes in parallel. For instance,

Baayen et al. (2011) built a model for Serbian case-in�ected nouns, and for the

noun º̀enama' taught the model to predict three labels (classes): `woman', `plural',

and `dative' (seeSering, Milin, & Baayen, 2018, for mathematical details). Naive

discriminative learning has been used successfully for modeling, e.g., unprimed vi-

sual lexical decision latencies for both simple and morphologically complex words

(Baayen et al., 2011; Baayen, Milin, & Ramscar, 2016), masked priming (Milin

et al., 2017), non-masked morphological priming (Baayen & Smolka, 2020), the

acoustic duration of English syllable-�nal [s] (Tomaschek et al., 2019), and early

development of speech perception in infants (Nixon & Tomaschek, 2020, 2021).3

Arnold et al. (2017) and Shafaei-Bajestan and Baayen(2018) used naive discrimi-

native learning to train classi�ers for SWR for German and English, respectively.

Both models made use of cues that were extracted from the audio signal. Below,

we discuss how this was done in further detail, and in this study, we will show how

their method of signal preprocessing can be enhanced. Importantly, both studies

took as input the audio �les of words extracted from spontaneous conversational

speech.

Linear Discriminative Learning (Baayen et al., 2019) relaxes the assumption made

by Naive Discriminative Learning that outcomes are coded as present (1) or ab-

sent (0). By allowing outcomes to be real numbers, words' meanings can now be

represented using vector representations from distributional semantics (Landauer

& Dumais, 1997; Mikolov, Sutskever, Chen, Corrado, & Dean, 2013). Mathe-

matically, ldl models are equivalent to multivariate multiple regression models.

Baayen et al. (2019) tested their model on 130000 words extracted from 20 h of

speech sampled from the NewsScape English Corpus (Uhrig, 2018a), which is based

3For details on how ndl and ldl model the processing of morphologically complex words, see
Baayen, Chuang, and Blevins(2018), Chuang, Lõo, Blevins, and Baayen(2020), and Baayen
and Smolka (2020).
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ndl ldl

cues discrete (1/0) discrete (1/0)/real valued
outcomes discrete (1/0) real-valued
incremental learning Rescorla-Wagner Widrow-Ho�
endstate of learning Danks equilibrium multivariate multiple

equations regression

Table 3.1: Overview ofndl and ldl

on the UCLA Library Broadcast NewsScape.Chuang et al.(2021) trained an ldl

model on the audio �les of the MALD database (Tucker et al., 2019), and used

this model to predict the acoustic durations and auditory lexical decision latencies

to the auditory nonwords in this database.

The Rescorla-Wagner and Widrow-Ho� learning rules implement incremental

error-driven learning that uses gradient descent (for mathematical details, see

the next section). Alternatively, one can estimate theendstate or equilibrium

state of learning. This endstate provides the connection strengths between cues

and outcomes for an in�nite number of tokens sampled from the training data.

Danks (2003) provides equilibrium equations for the endstate of learning with the

Rescorla-Wagner learning rule. Table3.1provides an overview of howndl and ldl

set up representations and error-driven learning. How exactly the discrete (ndl ,

previous ldl models) or real-valued (ldl , this study) cue vectors are de�ned is

independent of the learning algorithms. Below, we discuss in further detail the

choices made in the present study for representing form and meaning. In the next

section, we provide details on the mathematics underlyingndl and ldl . Readers

who are not interested in the technical details can proceed to Section3.2.3.

3.2.2 Formal model de�nitions

The error-driven learning algorithms of Rescorla-Wagner, Widrow-Ho�, andldl

regression are supervised learning algorithms that learn the weights on the connec-

tions between the cue (input) and outcome (output) values in double-layer arti�cial
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Figure 3.1: A double-layer fully-connected feed-forward neural network during
learning at trial t.

neural networks with the objective of minimizing the discrepancy between the de-

sired outcome and the system's predicted outcome. The �rst two models achieve

this mapping by updating the weights step by step as learning events are presented

to the model. The third algorithm calculates the �nal state of learning using the

matrix algebra of multivariate multiple regression. We begin with formally de�ning

the task of iterative learning from a training set.

De�nition 3.2.1. (learning).

Given

ˆ scalars m, n, and p,

ˆ a set C = f ci g for i 2 [1� � m ], whereci is a cue,

ˆ a set O = f oj g for j 2 [1� � n ], whereoj is an outcome,

ˆ a set X = f x tg for t 2 [1� � p], wherex t is a row vector overC,

ˆ a set Y = f y tg for t 2 [1� � p], wherey t is a row vector overO,

ˆ a labeled training sequence of learning eventsT = ( et ) for t 2 [1� � p], where

et = ( x t ;y t ) is a learning event,

compute a mappingP : X ! Y such that P(x t ) � y t .
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We �rst consider incremental learning. Here, we use a double-layer fully-connected

feed-forward network architecture for learning the mappingP from the training

sequenceT (Figure 3.1). This network hasm neurons in the input layer,n neurons

in the output layer with activation function f , and m � n connections from the

input layer to the output layer. Input vector x t = [ xti ]1� m storesxti , the value

that input neuron ci assumes at trialt, and output vector y t = [ ytj ]1� n storesytj ,

the value that output neuron oj assumes at trialt. The weight on the connection

from ci to oj at trial t is denoted aswtij .

At trial t, an output neuron oj receivesm input values xti on a�erent connections

with associated weightswtij , and combines the input values into the net input

activation atj

atj =
mX

i =1
xti wtij :

In neural networks, a variety of activation functionsf are available for further

transforming this net input activation. In our model, f is always the identity

function, but f can be chosen to be any Riemann integrable function. Thanks

to using the identity function, in our model, the neuron's predicted output ^ytj is

simply

ŷtj = f (atj ) = atj :

The error for a neuron is de�ned as the di�erence between the desired target output

and the output produced by the neuron:

Etj = ytj � ŷtj :

The error for the whole network is de�ned as sum of squared residuals divided by

two:

Et =
nX

j =1

1
2

(ytj � ŷtj )2: (3.1)

Both the Rescorla-Wagner and the Widrow-Ho� learning rules try to �nd the

minimum of the function Et using gradient descent (Hadamard, 1908), an iterative

optimization algorithm for �nding a local minimum of a function. The algorithm,

at each step, moves in the direction of the steepest descent at that step. The
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steepest descent is de�ned by the negative gradient. Therefore, at each trial, it

changes the weight on the connection fromci to oj ,

wtij = w(t � 1)ij + � wtij ;

proportional to the negative of the gradient of the functionEt :

� wtij / �
@Et

@wtij
:

Thus, assuming a constant scalar� , often referred to as the learning rate, the

changes in weights at time stept are de�ned as � wtij = � � @Et
@wtij

or,

� wtij = � (ytj � ŷtj )f 0(atj )xti (3.2)

(see appendix1.1 for a proof of (3.2), which is known as the Delta rule and as the

Least Mean Square rule). After visiting all learning events in the training sequence,

the state of the network is given by a weight matrixW = [ w(t= p)ij ]m� n = [ wij ]m� n .

The requested mappingP in de�nition 3.2.1 is given by element-wise application

of the activation function f to the net input activations. Since in our model,f is

the identity function, we have that

P(x t ) = f � (x tW ) = x tW = ŷ t :

Widrow-Ho� learning assumes thatx t and y t are real-valued vectors inRm and Rn

respectively. Rescorla-Wagner learning is a speci�c case of the general de�nition

of 3.2.1in which the cues and outcomes of the model can only take binary values,

representing the presence or absence of discrete features in a given learning event.

Rescorla-Wagner also restricts the activation functionf to be the identity function

(see appendix1.2 for further details).

Instead of building up the network incrementally and updating the weights for

each successive learning event, we can also estimate the network, or its de�ning

matrix W in one single step, taking all training data into account simultaneously.

To do so, we take all learning trials together by stacking the input vectorsx t in
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matrix X = [ xti ]p� m and stacking the output vectorsy t in matrix Y = [ ytj ]p� n , for

all i; j; t . We are interested in �nding a mapping that transforms the row vectors

of X into the row vectors ofY as accurately as possible. Here, we can fall back

on regression modeling. Analogous to the standard multiple regression model

y = X� + " ;

we can de�ne a multivariate multiple regression model

Y = XB + E (3.3)

with errors " and E being i.i.d. and following a Gaussian distribution. The

multivariate regression model takes a multivariate predictor vectorX t: , weights

each predictor value by the corresponding weight inB :t , resulting in a vector of

predicted valuesŶt: . Assume thatX is anm-by-m square matrix with determinant

det(X ) 6= 0. Then there exists a matrix X � 1, the inverseX , such that

XX � 1 = X � 1X = I m ;

where I m is the identity matrix of size m. Then, the matrix of coe�cients B is

given by

B = X � 1Y

(see appendix1.3 for illustration). In practice, X is singular, i.e., its determinant

is 0, and the inverse does not exist. In this case, the Moore-Penrose (Penrose,

1955) generalized matrix inverseX + can be used

B = X + Y :

Calculating the Moore-Penrose pseudoinverse is computationally expensive, and

to optimize calculations the system of equationsY = XB can be recast as

Y = XB (3.4)

(X T X )� 1X T Y = ( X T X )� 1X T XB
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(X T X )� 1X T Y = B :

The inverse is now required for the smaller matrixX T X . In this study, we estimate

B using the Moore-Penrose pseudoinverse. Returning to our model for SWR, we

replace the multivariate multiple regression equation (3.3) with

Y = XW ; (3.5)

where W , the matrix de�ning the connection weights in the network, replaces

the matrix of coe�cients B . We will show below that W provides us with a

network that has reached the endstate of learning, where its performance accuracy

is maximal.

The twin models of ndl and ldl can now be characterized mathematically as

follows. ndl 's incremental engine uses Rescorla-Wagner,ldl 's incremental engine

is Widrow-Ho�. 4 For the endstate of learning,ndl uses the equilibrium equations

of Danks (2003), which yield exactly the same weight matrix as the one obtained

by solving (3.5). ldl 's endstate model uses the multivariate multiple regression

model using (3.4).

Given a trained model with weight matrix W , the question arises of how to eval-

uate the model's predictions. For a learning eventet , ndl returns the outcomeoj

with the highest value in the predicted outcome vector:

argmax
oj

x tW :

ldl calculates the Pearson correlation coe�cients of the predicted outcome vector

ŷ t and all gold standard outcome vectorsYt , resulting in a vector of correlations

r t = [ r (ŷ t ;Yt ) ]1� p, and returns the word type for the token with the highest cor-

relation value

argmax
y t

r t :

4For further details and optimized code for incremental learning, including also the Kalman
�lter, see Milin, Madabushi, Croucher, and Divjak (2020).
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3.2.3 Challenges for spoken word recognition with LDL

Previous studies usingldl (Baayen et al., 2019) and ndl (Shafaei-Bajestan &

Baayen, 2018) for English auditory word recognition report good accuracy on the

training data: 34% and 25%, respectively. However, the latter study documents

that accuracy is halved under cross-validation but is still superior to that of Mozilla

DeepSpeech .5 It is, therefore, possible thatldl is substantially over�tting the

data and that its cross-validation accuracy is by far not as good as its accuracy on

the training data. To place this question in perspective, we �rst note that models

for visual word recognition as well as models such asTrace and Shortlist have

worked with invariable symbolic input representations for words' forms. However,

in normal conversational speech, the waveforms of di�erent tokens of the same lin-

guistic word type are never identical, and often vary substantially. Thus, whereas

models working with symbolic representations can dispense with cross-validation,

models that take real speech as input cannot be evaluated properly without cross-

validation on unseen acoustic tokens of known, previously encountered, linguistic

word types. We note here that gauging model performance on seen data is also

of interest, as for a psycholinguistic model the question of how well the model

remembers what it has learned is of intrinsic interest.

A related issue is whetherldl , precisely because it works with linear mappings,

may be too restricted to o�er the desired accuracy under cross-validation. Thus,

it is an empirical question whether the hidden layers of deep learning can be truly

dispensed with. If hidden layers are indeed required, then this would provide fur-

ther support for the position argued for byMagnuson et al.(2020) that phonemes

are essential to SWR and that they emerge naturally in a deep learning network's

hidden layers (but seeGaskell & Marslen-Wilson, 1997, 1999, for counterevidence).

Furthermore, even ifldl were to achieve good performance under cross-validation,

using a linear mapping from acoustic features to semantic vectors, then how would

the model account for the evidence for phone-like topological maps in the cortex

(see, e.g.,Cibelli, Leonard, Johnson, & Chang, 2015)?

There is one other aspect of the question concerning potential over�tting that

5Seehttps://github.com/mozilla/DeepSpeech (last accessed June 26, 2020).
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requires further investigation. It is well known that deep learning networks run

the risk of over�tting, too. Often there is a sweet spot as the model is taken

through the dataset repeatedly to optimize its weights, at which accuracy under

cross-validation reaches a local maximum. With further training, accuracy on the

training set then increases, whereas accuracy under cross-validation decreases �

the hallmark of over�tting. Weitz (2019) observed that the loss function for an

LSTM network distinguishing between 100 word types in our dataset repeatedly

jolts sharply out of local minimum beyond a threshold for training. This raises

the question of whether the endstate of learning, as used byldl , is actually op-

timal when accuracy is evaluated under cross-validation. If it is suboptimal, then

incremental learning in combination with cross-validation is preferable under the

assumption that there is a sweet spot where accuracy on the training data and on

unseen data is properly balanced.

A very di�erent challenge to ndl and ldl comes from classical cognitive models of

SWR that provide predictions over time for the support that a target word and its

closest competitors receive from the incoming auditory stimulus (Marslen-Wilson,

1984), irrespective of whether words are considered in isolation as inTrace or

in sentence context as inShortlist . The temporal granularity of the previous

ndl and ldl models (Arnold et al., 2017; Baayen et al., 2019; Shafaei-Bajestan

& Baayen, 2018), however, is too coarse to be able to provide detailed predictions

for cohort-like e�ects. An important goal of the present study is to developen-

hanced acoustic features that enable the model to predict the time course of lexical

processing with greater precision.

A �nal challenge that we address in this study is whether further optimization of

model performance is possible by enhancing the representation of words' mean-

ings. Whereas models such as the Distributed Cohort Model andEarshot assign

randomly-generated semantic representations to words, andDiana uses localist

representations for word meanings,Baayen et al.(2019) and Chuang et al.(2021)

made use of semantic vectors (aka word embeddings, seeGaskell & Marslen-

Wilson, 1999, for a similar approach) derived from theTasa corpus (Ivens &

Koslin, 1991; Landauer, Foltz, & Laham, 1998) using the algorithm described in
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Baayen et al. (2019); Baayen, Milin, and Ramscar(2016).6 The Tasa corpus,

with 10 million words, is very small compared to the volumes of texts that stan-

dard methods from machine learning such asword2vec (Mikolov, Sutskever,

et al., 2013) are trained on (typically billions of words). Although our Tasa -

based semantic vectors perform well (seeLong, 2018, for an explicit comparison

with word2vec ), they may not be as discriminable as desired, thereby reducing

model performance. We, therefore, investigated several ways in which the choice

of semantic vectors a�ects model performance.

In what follows, we �rst address the issues surrounding potential over�tting (Sec-

tion 3.4). We then introduce enhanced acoustic features that a�ord greater tem-

poral granularity (Section 3.5). The question of what semantic representations

are optimal is investigated in Section3.6. Section3.7 brings the results from the

preceding sections together and de�nes and tests our enhanced model for SWR,

ldl-auris .

3.3 Data

The data used in the current study is a subset of the UCLA Library Broadcast

NewsScape,7 a massive library of audiovisual TV news recordings along with the

corresponding closed captions. Our subset from the year 2016 was taken from the

NewsScape English Corpus (Uhrig, 2018a). It consists mainly of US-American TV

news and talk shows, and includes 500 audio �les that are successfully aligned with

their closed captions for at least 97% of their audio word tokens using the Gentle

forced aligner.8 The real success rate is most likely substantially lower than the

self-reported 97% but is still expected to be around 90% for these �les. Oneof

the reasons for the lower actual performance is that closed captions are often not

accurate transcripts of the spoken words. Still, the error rate is an acceptable price

to pay for being able to work with a large authentic dataset. The aligner provides

6SeeHeitmeier and Baayen(2020) for the importance of working with empirical semantic vectors
in computational modeling studies.

7Seehttp://newsscape.library.ucla.edu/ and http://tvnews.library.ucla.edu/ (last
accessed June 26, 2020).

8Seehttp://lowerquality.com/gentle (last accessed June 26, 2020).
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alignment at word and phone level. Subsequently, we automatically extracted the

relatively clean 30-second long audio stretches where there is speech with little

background noise or music, followingShafaei-Bajestan and Baayen(2018). 2287

of such segments were randomly sampled to comprise a total of 20 h of audio

including non-speech sounds.

This dataset contains 131372 unin�ected non-compound word tokens of 4741 word

types.9 All words are lower-cased and stop words are retained. The left panel of

Figure 3.2 shows that words in this dataset roughly follow Zipf's law (Zipf, 1949).

The durations of audio word tokens add up to a total of 9:3 h with an average

word duration of 254 ms (SD = 154, range: 10� 1480). One-third of the tokens

are approximately between 100 to 200 ms long. The longest audio token belongs

to an occurrence of the wordspectacular. Gentle's temporal resolution is 10 ms,

and sometimes when there are extreme phonetic reductions or other alignment

problems, sounds and thus even monophonemic words are assigned a duration of

10 ms. In our dataset, instances of the wordsare, a, i, or, oh, eye, e, owe, o

have been assigned this length. Due to the low overall number of such cases, they

will not receive any separate treatment, even though a duration of 10 ms is highly

implausible. Appendix2 provides some examples of such imperfect alignments.

The right panel of Figure 3.2 shows that word duration has an approximately

lognormal distribution, an observation in accordance with previous �ndings for

the distribution of American-English spoken word lengths (French, Carter, &

Koenig, 1930; Herdan, 1960). This dataset is employed in all simulations pre-

sented throughout the present study. All models are trained and tested on single

word tokens as given by the word boundaries provided by the aligner.

The choice to model isolated word recognition is motivated primarily by the prac-

tical consideration that modeling word recognition in continuous speech is a hard

task, and that a focus on isolated word recognition makes the task more man-

ageable. It can be observed that, in general, this task is similar to a multiclass

classi�cation problem, classifying auditory instances into one of the thousands of

word types possible. This is not to say that isolated word recognition is a simple

9A small percentage of the data comprises in�ected forms (6%) and compoundwords (less than
2%) which were not detected by our tagging algorithms.
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Figure 3.2: The dataset shows similar statistical trends to those of the
English language's lexicon. The left panel shows that word frequency decreases
linearly with Zipf word rank in a double logarithmic plane, a necessary condition
for a power law relation. The right panel shows that word duration follows a
lognormal distribution.

task. On the contrary, Pickett and Pollack (1963) and Pollack and Pickett (1963)

demonstrated long ago that spoken words isolated from conversational speech are

di�cult to recognize for human listeners: American English speech segments com-

prising one word with a mean duration of approximately 200 ms are, on average,

correctly identi�ed between 20% to 50% of the times by native speakers, depending

on speaking rate.Arnold et al. (2017) reported similar recognition accuracy per-

centages from 20% to 44% for German stimuli with an average duration of230 ms.

Interestingly, deep learning networks are also challenged by the task of isolated

word recognition. Arnold et al. (2017) reported that the Google Cloud Speech

API correctly identi�ed only 5.4% of their stimuli. Likewise, Shafaei-Bajestan and

Baayen(2018) found that Mozilla DeepSpeech , an open-source implementation

of a state-of-the-art speech recognition system (Hannun et al., 2014), performed

with an accuracy of around 6%, lagging behind the accuracy of theirndl model

with around 6� 9%. However, the lower performance of deep learning is likely to

be due to the pertinent models being trained on much larger datasets; in other
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words, thendl models had the advantage of being �ne-tuned to the speci�c data

on which they were evaluated.

A further reason for focusing on isolated words at this stage of model develop-

ment is that, with the exception of the shortlist models (Norris, 1994; Norris &

McQueen, 2008), computational models in psycholinguistics have also addressed

single word recognition. WhileWeber and Scharenborg(2012) have argued that

recognizing individual words in utterances is a precondition for understanding,

we would maintain that the evidence to the contrary is overwhelming. Besides

the obvious problems for such an approach that arise from the small percentage

of identi�able words discussed in the previous paragraph,Baayen, Shaoul, et al.

(2016) have argued that not only is such segmentation unnecessary for discrimina-

tion but that it is also ine�cient. Furthermore, evidence from language acquisition

research seems to indicate that entire chunks are often learned �rst and understood

although the segmentation into words will take place later in development (see,

e.g.,Tomasello, 2003).

By focusing on isolated word recognition, we are also setting ourselves the task to

clarify how much information can be extracted from words' audio signals. Deep

learning models for speech recognition depend heavily on language models, and

current deep learning implementations may, given the above-mentioned results,

underestimate the mileage that can be made by careful consideration of the rich

information that is actually present in the acoustic signal. It is noteworthy that

it has been argued that in human (continuous) SWR the acoustic input has over-

whelming priority ( Gaskell & Marslen-Wilson, 2001; Magnuson, 2017) (but see

Cooke, 2006, for counterevidence).
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3.4 Learning with Rescorla-Wagner,

Widrow-Ho�, and multivariate linear

regression

The aim of this section is to clarify how incremental learning and the endstate of

learning compare. Of speci�c interest is whether the endstate of learning is subop-

timal compared to some intermediate stage reached through incremental learning.

We also consider how working with discrete semantic vectors (with sparse binary

coding of the presence of lexemes) as opposed to real-valued semantic vectors af-

fects results.

3.4.1 Method

For incremental learning with gradient descent training, we need to specify a learn-

ing rate � (set to 0:001 in our simulations) and the number of iterationsn through

the data (set to 1 in previous studies usingndl , but varied in the present simu-

lations). There is no need for choosing� and n when using the matrix inversion

technique for estimating the endstate of learning. Inversion of large matrices can

become prohibitively slow for very large datasets. Fortunately, there have been

major developments in optimizing the algorithms for computations of the pseudo-

inverse in computer science (seeHorata, Chiewchanwattana, & Sunat, 2011; Lu,

Wang, Zhang, & Zhou, 2015, for example), and for the present data, all pseudo-

inverse matrices are straightforward to calculate.

Table 3.2 summarizes the four set-ups that we considered by crossing the training

method (incremental vs. endstate of learning) with the method for representing

word meanings (ndl vs. ldl ). For all simulations, the acoustic input is repre-

sented by the Frequency Band Summaries (FBS) features developed byArnold et

al. (2017). For incremental learning with gradient descent for Rescorla-Wagner

and Widrow-Ho� we made use of the Python packagepyndl (Sering, Weitz, et

al., 2018). For endstate estimation with matrix inversion, we developed original

code packaged in Python packagepyLDLauris, available in the supplementary

materials.
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The input to pyndl is a sequence of learning events consisting of a set of cues and a

set of outcomes. Forndl , the set of outcomes provides identi�ers for the lexomes

realized in the speech signal. Lexomes are de�ned as identi�ers of, or pointersto,

distributional vectors for both content words and grammatical functions such as

plural and past (Baayen, Milin, & Ramscar, 2016; Milin et al. , 2017). Mathe-

matically, the set of outcome lexomes is represented by means of a binary vector

with bits set to 1 for those lexomes that are present in the word, and set to 0 for all

other words (seeBaayen & Smolka, 2020, for further details). Since in the present

study we only consider unin�ected monomorphemic words and unin�ected derived

words, and no compound words (seeBaayen et al., 2019, for further details), the

set of lexomic outcomes reduces to an identi�er for a word's content lexome, and

the corresponding semantic vector reduces to a vector with only 1 bit on (one-hot

encoding). For the present dataset, the lexomic vectors have a dimensionality of

4741 � the number of unique word types.

For simulations usingldl , one-hot encoding is replaced by real-valued semantic

vectors. The word embeddings are supplied to the training algorithms in the form

of a matrix. The word identi�er for the lexome in the standard input for the al-

gorithm is used to extract the appropriate semantic vector from this matrix. The

semantic vectors that we consider here are obtained from a subset of semantic vec-

tors derived from theTasa corpus as described inBaayen et al.(2019), comprising

12571 word types and morphological functions, each of which is associated with

a real-valued vector of length 4609.10 Henceforth, we will refer to this semantic

space as theTasa1 space. It contains vectors for all of the word types in our

dataset.

For both ndl and ldl , we need a matrix specifying the acoustic features for each

of the word tokens in our dataset. From the features extracted for a word from the

10Baayen et al. (2019) constructed a semantic vector space by training anndl network on the
Tasa corpus. The network was trained to predict, for all sentences, all the lexomes (words,
in�ectional functions such as plural , and derivational functions such asagent for agents
with er) in a sentence from the same lexomes in that sentence. The row vectors of the
resulting lexome-to-lexome weights matrix are the obtained semanticvectors, after having
the main diagonal of the matrix set to zero and retaining the 4609 columns, outof 12571,
with the highest variances. See Section3.2 of that paper for more details and validation of
the vectors.
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Training Outcomes

method Lexomes Semantic vectors

gradient descent Rescorla-Wagner Widrow-Ho�
(ndl ) ( ldl )

matrix inversion ndl classi�er ldl multivariate
(Danks, 2003) multiple regression

Table 3.2: The four models considered in the simulations.

audio signal, followingArnold et al. (2017), an input form vector is constructed

with 1s for those acoustic features that are present in the word and 0s forthose

features that are not realized in the word. The form vectors for the dataset ( N =

131372) have a dimensionality of 40578 � the number of unique FBS features.

Thus, our form vectors are extremely sparse. De�ning vector sparsity as the ratio

of zero-valued elements to the total number of elements in the vector, ourform

vectors have an average sparsity of 0.99 (SD = 0:009).

Thus, for both ndl and ldl , we have two matrices, a 131372� 40578 form

matrix C , and a semantic matrixS which is of dimension 131372� 4741 forndl

and of dimension 131372� 4609 forldl , irrespective of whether or not learning

is incremental. For non-incremental learning, the weight matrix (or matrix of

coe�cients) is obtained by solving the system of equations de�ned byC and S

as explained in the preceding section. For incremental learning, learning proceeds

step by step through all the learning events de�ned by the rows of the matrices.

This process is repeated for each of then iterations over the data.

3.4.2 Results

Our �rst simulation experiment takes as starting point the ndl model ofShafaei-

Bajestan and Baayen(2018), which maps the (discrete) auditory cues onto lexomic

semantic vectors. As this study also considered only unin�ected words, the task

given to the model is a straightforward classi�cation task. Figure3.3 presents

the classi�cation accuracy on the training data at the endstate of learning by
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means of a horizontal dashed line. The solid line presents model accuracy when

the Rescorla-Wagner learning rule is used. The �rst data point represents ac-

curacy after one iteration, the value reported byShafaei-Bajestan and Baayen

(2018). Subsequent datapoints represent accuracy after 100, 200, . . . , 1000 iter-

ations through the dataset. Importantly, the endstate accuracy emerges asthe

asymptote of incremental learning. Apparently, it is not the case that there is a

sweet spot at which incremental learning should be terminated in order to avoid

over�tting.

In the second simulation experiment, we replaced the one-hot encoding of semantic

vectors with the distributional vectors of theTasa1 semantic space. Figure3.4 il-

lustrates that training with the Widrow-Ho� learning rule to discriminate between

words' semantic vectors also slowly moves towards the endstate asymptote.How-

ever, the overall accuracy of this model is substantially reduced to only 33.7% at

equilibrium. Although again incremental learning with the Widrow-Ho� learning

rule is con�rmed to be incremental regression, with estimated coe�cients asymp-

toting to those of a multivariate multiple regression analysis, the drop in accuracy

is unfortunate. Why would it be that moving from one-hot encoded semantic

vectors to distributional vectors is so detrimental to model performance?

A possible reason is that the classi�cation problem with one-hot encoded vectors

is easier. After all, one-hot encoded vectors are all completely orthogonal: the

encoding ensures that each word's semantic vector is fully distinct and totally

uncorrelated with the semantic vectors of all other words. One-hot encoding should

therefore make the task of the classi�er easier, as semantic vectors havebeen made

optimally discriminable. With empirical semantic vectors, by contrast, words will

be more similar to other words, and this makes them more di�cult to learn. To

test this explanation, we replaced theTasa1 vectors in the previous experiment

by random vectors sampled from a uniform distribution over [0;1). The resulting

pattern of learning is virtually identical to that shown in Figure 3.3 (�gure not

shown). Thus, as long as semantic vectors are orthogonal, incremental learning

with Rescorla-Wagner and with Widrow-Ho� produces exactly the same results.

The above simulations quanti�ed accuracy on the training set. To gauge the extent
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to which the models over�t, we split the data into a training and a test set with a

9:1 ratio. A weight matrix is trained on the training set usingldl that predicts

the real-valued semantic vectors (of Section3.6.3) from FBS features. The matrix

is applied once to the training set and another time to the test set. These accuracy

numbers are marked by two horizontal dashed lines in Figure3.5. Another weight

matrix is trained incrementally on the training set using Widrow-Ho� that predicts

semantic vectors from FBS features. There were 1000 epochs on the training set

in this simulation. We measured model performance in terms of accuracy after the

�rst epoch, and then after every 100 epochs, once by applying the matrix to the

training set, and another time by applying it to the test set, visualized by the two

curves in Figure3.5.

With respect to the test data, we observe the same pattern that characterizes

model performance on the full data: the incremental learning curves monoton-

ically tend toward the end-state accuracy predicted byldl . However, whereas

with more iterations over the data, accuracy on the training set increases, ac-

curacy on the test set slightly decreases. With more reiterations over the same

input, unsurprisingly, the model tunes better and better into seen data at the cost

of unseen data. The network handles this trade-o� by gaining more than 35 per-

centage points in accuracy on the training set while losing less than 2 percentage

points on the test set. The discrepancy between performance on the training data

and performance on the test data is, however, substantial and indicates the model

is largely over�tting the data. An important motivation for the development of

ldl-auris is to reduce the amount of over�tting.

3.4.3 Discussion

The four simulation experiments all show that there is no sweet spot for incremen-

tal learning, no matter whether accuracy is evaluated on the training or the test

data. The endstate is the theoretical asymptote for learning when the number of

epochsn through the training data goes to in�nity. Our simulations also show that

the Widrow-Ho� and Rescorla-Wagner learning rules produce identical results, as

expected given the mathematics of these learning rules. Furthermore, our sim-

79



Chapter 3 Linear Discriminative Learning

� ��� ��� 
�� ��� ����
��� ��� ����

�

��

��

��

��

	�


�

��

���
!��

�#
���

�"
���

���
���

�� 
���

���
�

������������������!���#

���������� ��� �����"� �� � 
 �����

Figure 3.3:NDL learning curve, using one-hot encoded semantic vectors .
ndl accuracy using the Rescorla-Wagner learning rule approaches the asymptotic
equilibrium state of the ndl classi�er.
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Figure 3.4: Widrow-Ho� learning curve, using semantic vectors derived
from Tasa . Widrow-Ho� accuracy approaches the asymptotic state approximated
by an ldl model, but accuracy is substantially reduced compared to Figure3.3.

80



3.5 Learning with enhanced auditory features

� ��� 	�� ��� 
�� ����
���!���!��� 

�

��

��

��

	�


�

��

��

���
"�

��$
���

�#
���

���
���

��!
���

���
�

�������"���$�!� !������!�������� �!

�������"���$�!� !������!� !� �!

����������#�������!���!��� �#�!�� � � �����

!� !������!�������� �!

!� !������!� !� �!

Figure 3.5:Comparison of Widrow-Ho� performance on training and test
sets. Similar to previous �gures for model accuracy gauged on seen data, no sweet
spot is found for incremental learning tested on unseen data. However, as the
accuracy on the training data increases with more iterations on the same data, the
accuracy on the test data decreases.

ulations clarify that model performance, irrespective of the estimation method,

critically depends on the orthogonality of the semantic vectors. In Section3.6,

we return to this issue and we will present a way in which similarity (required

for empirical linguistic reasons) and orthogonality (required for modeling) can be

properly balanced. Finally, a comparison of model performance on training and

test data shows that the model is over�tting the data. The next section starts

addressing this problem by attending to the question of whether the features ex-

tracted from the auditory input can be further improved.

3.5 Learning with enhanced auditory features

Thus far, we have used the discrete FBS acoustic features proposed byArnold et al.

(2017). These features log patterns of change in energy over time at 21 frequency

bands de�ned on the MEL scale, a standard perceptual scale for pitch. These

patterns of change are extracted for stretches of speech bounded by minima inthe
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smoothed Hilbert envelope of the speech signal's amplitude (henceforth, chunks)

and summarized using a pre-de�ned set of descriptive statistics.11 The number

of di�erent FBS features for a word is a multiple of 21 and the total number of

features typically ranges between 21 and 84, depending on the number of chunks.

The FBS algorithm is inspired by the properties and functions of the cochlea, and

the basilar membrane in particular. The FBS algorithm decomposes the incoming

continuous signal in the time domain into a sum of simple harmonics through a Fast

Fourier Transform, similar to the basilar membrane's response to a complex sound

with multiple excited regions corresponding to the sound's constituent frequencies,

which is enabled by its tonotopic organization. Furthermore, power values present

at di�erent frequencies are summed over a series of �lters obtained according tothe

MEL formula presented inFant (1973), similar to the cochlea's separation of energy

in the input signal by a series of overlapping auditory critical �lter banks that

jointly are responsible for the nonlinear relationship between pitch perception and

frequency. In addition, the energy values are then log-transformed, similar to the

logarithmic relationship between loudness perception and intensity. Finally, the

algorithm summarizes change patterns over time in the energy values at di�erent

frequency bands by means of discrete features. An FBS feature extracted from the

acoustic input is assumed to correspond to, at a functional level, a cell assembly

that is sensitive to a particular pattern of change picked up at the basilar membrane

and transferred in the ascending auditory pathway to the auditory cortex.

This approach to signal processing di�ers from standard approaches, in that the fo-

cus is on horizontal slices of the spectrogram, corresponding to di�erent frequency

bands on the basilar membrane, instead of the vertical slices in the spectrogram

that correspond to phones. Although initial results obtained with this approach

are promising (seeArnold et al., 2017; Shafaei-Bajestan & Baayen, 2018, for de-

tailed discussion), one problem with FBS features is that their temporal resolution

is restricted to time intervals that are of the order of magnitude of the time be-

tween minima in the Hilbert envelope, which correspond roughly to syllable-like

11The complete set contains the frequency band number, the chunk number, the �rst, the last,
the minimum, the maximum, and the median of the normalized, discretized log MEL energy
values.
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units. As a consequence, the model has insu�cient temporal granularity to be

able to model cohort e�ects. Furthermore, the discretization of patterns of change

in the frequency bands, necessitated by the use of the Rescorla-Wagner learning

rule within the framework of ndl , may come with a loss of precision (seeNenadi¢,

2020, for a critical discussion of FBS features), and may also underlie the over�t-

ting observed in the preceding section. We, therefore, investigated whether,within

the framework of ldl , this approach can be enhanced. In what follows, we de�ne

new features, Continuous Frequency Band Summaries (C-FBS) features, and we

will show that they have better performance than their discrete counterparts.

3.5.1 Method

Pseudo-code for C-FBS extraction is given by algorithm1 (displayed below), which

takes the audio �le of a word as input, resamples that using theresample function

from the Python packagelibrosa ,12 and returns a feature vector for the word by

concatenation of feature vectors for word's chunks.13 To assemble a feature vector

for a chunk, algorithm 1 �nds the chunking boundaries de�ned by extrema (min-

ima or maxima) in the Hilbert envelope using algorithm2 and calls algorithms

3 and 4 on each chunk.14 Algorithm 3 performs a spectral analysis on a chunk

and returns the logarithm of energies at MEL-scaled frequency bands using the

logfbank function from the Python packagepython_speech_features .15 Algo-

rithm 4 summarizes the spectrogram of a chunk and returns a feature vector for

the chunk.

Summarization of a chunk's energy information over time can be attempted in

various ways. In the present implementation, from the sequence of log-energy

values at a particular frequency band and a particular chunk, we extract 1) the

frequency band number, 2) an order-preserving random sample of length 20, and
12Seehttps://librosa.org/doc/main/index.html (last accessed June 26, 2020).
13We used a sampling rate of 16000, a compromise between audio quality and feasibility of

C-FBS feature extraction.
14In our current implementation, minima and maxima are detected on the entire word. This is,

however, only an implementation detail. The detection can also be implemented incrementally
in such a way that features become available sequentially in time.

15See https://python-speech-features.readthedocs.io/en/latest/ (last accessed June
26, 2020).
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3) the correlation coe�cients of the values at the current frequency band with

those of the following bands. In this way, the correlational structure between the

frequency bands of a chunk is made available for learning. For chunks shorter

than 100 ms, which will not have 20 energy values to sample from (since the Fast

Fourier Transform, or FFT, window size is 5 ms), zeros are added to the end of

the list of the energy values to increase the length to 20. This procedure results

in 651-dimensional vectors of real numbers for each chunk.

All feature vectors for words obtained by algorithm1 are then padded with trailing

zeros to match the length of the feature vector for the word with the largest number

of chunks in the dataset. For the current dataset, zero-padded feature vectors have

a dimensionality of 6510 and average vector sparsity of 0:8 (SD = 0:01).

The C-FBS algorithm, as employed in the present study, identi�es chunk bound-

aries in a word at the maxima of the signal's envelope. The top and middle panels

in Figure 3.11 (see page101, where it is discussed in more detail) present the

chunking boundaries for the audio signal of the wordcaptain in the waveform and

in the power spectrum, respectively. The Python implementation of the algorithm,

which is also available in the packagepyLDLauris, allows the user to �ne-tune the

chunking criteria. For a visual summary of the FBS and the C-FBS algorithms

and some examples for the neighborhood structure of C-FBS feature vectors,see

appendix 3.

The audio tokens in our dataset are, on average, split into 2:23 chunks (N =

131372, SD = 1:07, range: 1� 10) by the C-FBS algorithm. There is a strong

positive correlation between the duration of words and the number of chunks

detected by the C-FBS algorithm,r (131372) = 0:85, p < 0:001. The average chunk

duration is 114 ms (N = 292776, SD = 55, range: 10� 561).

The FBS algorithm, on the other hand, cannot extract features for audio tokens

that are shorter than 50 ms, a condition that is true for 4011 audio tokens in the

dataset. Setting these short occurrences aside, the audio tokens for which thereis

a valid FBS representation are, on average, split into 1:37 chunks (N = 127361,

SD = 0:68, range: 1� 8). The average FBS chunk duration is 191 ms (N = 174289,

SD = 95, range: 35� 820).
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Figure 3.6:Distribution of chunk durations. Chunk duration follows lognor-
mal distributions in FBS (left panel) and C-FBS (right panel). C-FBS produces
more and shorter chunks compared to FBS. Logarithms are to the base of the
mathematical constante.

Figure 3.6 illustrates and compares the distribution of chunk duration by the

FBS and C-FBS chunking procedures. Both distributions are approximately log-

normal. As the C-FBS algorithm implements more �ne-grained smoothing of the

Hilbert envelope, it is able to detect more local extrema and produces more and

shorter chunks. See appendix3 for minor di�erences between the FBS and the

C-FBS chunking algorithms.

We built two models, one using the FBS features ofArnold et al. (2017), the

other using the new C-FBS features. Word meanings were represented by means

of semantic vectors from the vector space extracted from theTasa corpus with

23561 word types and morphological functions constructed byBaayen et al.(2019).

Henceforth, we denote this space asTasa2 .16 Vectors from Tasa2 have dimen-

sionality 4609. Tasa2 contains vectors for 4377 of the total number of 4741 word

types in the dataset.

16The training procedure for Tasa2 was similar to that of Tasa1 , only with a larger training set
of approximately 10 million tokens. Nevertheless, the training set for Tasa2 is not a superset
of the training set for Tasa1 .
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Algorithm 1 Steps for C-FBS feature extraction

function GetCFBS (word)
wav, sr  read the word's wave data and sampling rate from audio �leword
if sr 6= 16000 then resamplewav to 16000
chunkscs GetChunks (wav)
word's C-FBS vectorwv  empty vector
for all chunk 2 cs do

chunk's log MEL energieslme  GetLogMelEnergies (chunk)
chunk's vectorv  GetSummary (lme)
appendv to wv

return wv

Algorithm 2 Steps for chunking a stretch of audio

function GetChunks (wav)
analytic signal a  Hilbert transform of wav
envelopee modulus of the complex-valueda
window w  a boxcar window
smoothed windowse the convolution of e and w
indicesi  arguments of the maxima fore
chunksc  segments ofwav split by i
return c

Algorithm 3 Steps for spectral analysis of a stretch of audio

function GetLogMelEnergies (wav)
STFT  Short-time Fourier transform of wav using non-overlapping 5 ms

Hamming windows and an FFT size of 512
power spectrumps modulus of the complex-valued STFT, squared,

divided by the FFT size
�lterbank fb  21 auditory critical bands computed based on the MEL

formula of O'Shaughnessy(1987)
MEL power spectrummps  apply fb to ps
MEL �lterbank energies me  sum mps for each �lter in fb
replace zeros inme with � = 2:22� 10� 16

log MEL energieslme  loge(me)
return lme
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3.5 Learning with enhanced auditory features

Algorithm 4 Steps for summarizing the changes in spectral information into a
vector

function GetSummary (lme)
v  empty vector
for integer i = 1 ! 21 do

appendi to v
if length(lme[i ])� 20 then

append an order-preserving random sample of length 20 fromlme[i ]
to v

else
zero-padlme[i ] to length 20 and append it tov

for integer j = i + 1 ! 21 do
append correlation betweenlme[i ] and lme[j ] to v

return v

3.5.2 Results

In order to evaluate the accuracy of the C-FBS features, we evaluated recogni-

tion accuracy both on the training data itself, and on held-out data using cross-

validation. By comparing the accuracy values, we gain further insight into the

extent to which models are over�tting the training data. Table 3.3 presents accu-

racy in percentage correct forldl in recognizing word tokens of the dataset for

which a Tasa2 vector is available (N = 123719). Whenldl is provided with the

sparse binary vectors of FBS features, it learns the training data well (accuracy

38:9%), but accuracy under cross-validation plummets to 6.9%, a clear warning

that the model is over�tting. When ldl is supplied with C-FBS features, its

performance on the training data is worse, compared to the original features, at

16:2%, but performance under cross-validation reduces to only 11.3%, nearly dou-

ble the performance of the original features, and substantially outperforming the

deep learning network tested byShafaei-Bajestan and Baayen(2018). Results are

similar, but slightly inferior, when maxima are replaced by minima in the C-FBS

chunking algorithm.

What do the new acoustic features represent, and how should they be interpreted?

Questions such as these are not straightforward to answer for the discrete FBS

features. Since the new C-FBS features are continuous rather than discrete, some
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Feature extraction Training Accuracya Testing Accuracyb

FBS 38.9 6.9
C-FBS 16.2 11.3
a Recognition accuracy on training data.
b Mean recognition accuracy on test data over 10 cross-validation folds.

Table 3.3: Comparison of the performance ofldl using FBS and C-FBS (accuracy
of correct word recognition [%]).

insight into what they represent can be obtained relatively straightforwardly by

means of clustering methods. FollowingBaayen et al.(2018), we reasoned that if

our acoustic features are understood as the functional equivalent of cell ensembles

monitoring for patterns of change in cochlear frequency bands, then the question

arises of how such ensembles might be organized in a two-dimensional plane, where

this plane is a very rough approximation of some area of the cortex. Given that

some topographical clustering of phones has been observed in medical studies (see

Cibelli et al., 2015, and references cited there), one may expect phone-like cluster-

ing when C-FBS features, which are high-dimensional vectors, are projected onto

the two-dimensional space. We used the t-SNE dimensionality reduction algorithm

(van der Maaten & Hinton, 2008) as implemented in thescikit-learn Python

package (Pedregosa et al., 2011) to visualize the form space in 2D. Essentially,

t-SNE is a non-linear technique that is particularly well suited for the visualiza-

tion of high-dimensional data and that is often used for interpreting patterns of

activation in deep learning models.

To obtain a two-dimensional representation of the C-FBS features, we proceeded

as follows. First, we extracted a 651-dimensional C-FBS feature vector for all

chunks. Secondly, we computed the list of phones present in a chunk by aligning

the phone boundaries and the chunk boundaries. If a phone is split between two

chunks, the phone is considered to be contained in the chunk with the longer

stretch of the phone's audio signal. This resulted in a matrix with for each phone

token a 651-dimensional row vector of the C-FBS feature for the chunk in which

that phone was present. This matrix with phone tokens was then �rst subjected
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Phone in Chunk Chunk Frequency

[b] 2588
[p] 1985
[d] 6603
[t] 11633
[A] 2114
[e] 2600
[i] 6866

Table 3.4: Frequencies for chunks comprising one phone used in t-SNE analysis.

to a Principal Components Analysis, resulting in an orthogonalized space that in

a �nal step was presented as input for the t-SNE.

In what follows, we zoomed in on those chunks that contained one of the phones

[b,p,d,t,A,e,i] and that did not fully contain any other phones. Table3.4 reports

the frequency of occurrence for all pertinent chunk-phone combinations. Figure3.7

presents the locations in the t-SNE topographic map of the chunk-phone combi-

nations for [b] and [d] (left panel) and [p] and [t] (right panel). For both pairs of

consonants, we see some clustering with fractal-like properties. The center-most

clusters of points predominantly represent [d] and [t] respectively, with a subclus-

ter of [b] and [p] in their respective peripheries. This pattern repeats itself in

the smaller satellite clusters. Comparing the two plots, it is noteworthy that [d]

(blue) and [t] (purple) show highly similar clusters, perhaps unsurprisingly given

that they only di�er in voice onset time. The isomorphism between [b] and [p] is

less clear. This, however, may be due to the substantially smaller number of data

points present for these phones. Overall, the similarity of the two plots shows that

the labial-alveolar contrast is in like manner captured for both [b]-[d] and [p]-[t]. A

similar fractal-like structure emerges for the vowels [A, e, i], as shown in Figure3.8,

with recurring leaky separation of [i] from [e] and [A], and some further separation

within the [e] and [A] clusters. The apparent di�erence between consonants in

Figure 3.7 and vowels in Figure3.8 has not been hand-crafted into the features,

e.g. by representing the input in terms of binary vectors over phonemic features;

instead, it emerges from the structure of the C-FBS feature space.
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Figure 3.7: Topographic map of stop consonants visualized by t-SNE clustering.

Figure 3.8: Topographic map of peripheral vowels visualized by t-SNE clustering.
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3.5.3 Discussion

The FBS features developed byArnold et al. (2017) cover stretches of speech that

are syllable-like. The temporal granularity of these features is too coarseto allow

the modeling of cohort e�ects in auditory word recognition. A comparison of the

distribution of chunk duration in FBS features with the newly developed C-FBS

features revealed that the C-FBS features cover shorter stretches ofspeech. We

return to the question of whether this provides us with su�cient granularity in

time to predict cohort e�ects using C-FBS features in Section3.7.2.

From the ldl simulations using FBS and C-FBS algorithms, we conclude that

the features from C-FBS substantially attenuate the over-�tting problem that

characterizes theldl model when using the FBS features. For generalization,

working with real-valued acoustic features instead of discrete summary features

o�ers a clear performance improvement. We, therefore, use the C-FBS features in

the simulation experiments presented in Section3.7.

From the t-SNE analysis of C-FBS features we can conclude that, even though

these features slice the spectrogram horizontally, along cochlear frequency bands

instead of vertically, phone by phone, they nevertheless preserve substantial infor-

mation about phone classes. At the same time, the overlap between the consonant

maps and the vowel map indicates that phones need not be uniquely represented in

the map, but will often share a position in the map with other phones. This makes

perfect sense from a phonetic perspective, as co-articulation is ubiquitous. For the

present phones, for instance, the place of articulation of the stops is signaled by the

formant transitions in the vowels they co-occur with. Importantly, even though

in our model the theoretical construct of the phoneme does not play a role, the

C-FBS features are su�ciently rich to capture similarities and dissimilarities be-

tween phonemes. These similarities, in turn, co-determine the mapping from form

onto meaning. Thus, in our approach, phones are not emergent on some hidden

layer of a deep learning network, but rather are implicit in the input vectors.

In the next section, we consider whether the representation of meaning inndl and

ldl can be enhanced further.
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3.6 Learning with enhanced semantic vectors

In section 3.4, we observed that semantic vectors derived from theTasa corpus

underperformed considerably compared to either one-hot encoded semantic vectors

or near-orthogonal vectors of random numbers. This observation suggests that

ideally semantic vectors should strike a balance between being well discriminable

(close to orthogonal) while at the same time re�ecting the semantic similarities

that native speakers perceive when judging word pairs (see, e.g., the MEN dataset

compiled byBruni, Tran, & Baroni , 2014).

Would semantic vectors as constructed by means of machine learning methods in

the computational linguistics community, such asword2vec (Mikolov, Sutskever,

et al., 2013),17 provide a proper balance? Although these vectors are very good

predictors of human-perceived semantic similarity (r (1176) = 0:76, p < 0:001 for

the set of words shared between the MEN and our speech dataset), they are trained

on approximately 100 billion words from the Google NewsTM data. This volume is

far more than anyone will ever encounter in their lifetime. Estimates vary among

authors, but we can expect that language users' exposure amounts to roughly 9

to 25 million words per year, so at best, the training set is equivalent to 4000

years of a single human's experience; seeUhrig (2018b, pp. 280-281) for a brief

discussion and further references. Thus, from a cognitive perspective, such vectors

are unrealistic, as they are tuned to vastly more knowledge (including the full

Wikipedia) and linguistic experience than anybody can ever assemble in a lifetime.

Thus, while training with massive data may give rise to semantic vectors that are

distinct enough to be both discriminable and faithful to semantic similarity, we

decided against them for reasons of cognitive implausibility.

In what follows, we consider whetherTasa2 semantic vectors trained on �only� 10

million words taken from theTasa corpus can be enhanced by adding some small

amount of random noise. Technically, the idea is that by adding some noise, the

semantic vectors become more discriminable, and therefore can be better predicted

from the acoustic feature vectors. In other words, addition of noise is motivated

17Obtained from https://code.google.com/archive/p/word2vec/ (last accessed June 26,
2020)
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here �rst of all as a data augmentation technique, widely used in machine learn-

ing to avoid over�tting (see Shorten & Khoshgoftaar, 2019, for noise injection

in image processing andD. Zhang & Yang, 2018, for noise perturbation of word

embeddings.) Adding noise also implements, however crudely, that words' mean-

ings are richer, in word-speci�c ways, than can be captured from textual data.

A growing body of literature shows that perceptually grounded word embeddings

outperform those created from word co-occurrence information alone (see Shah-

mohammadi, Lensch, & Baayen, 2021, for state-of-the-art visually grounded word

embeddings).

3.6.1 Method

We contrasted learning with four semantic spaces. The �rst two are the semantic

spacesTasa1 and Tasa2 that we introduced in previous sections. Two additional

vector spaces were built by element-wise addition of 4377 noise vectors with 4609

dimensions to the semantic vectors ofTasa2 . Noise vectors were sampled from

a Gaussian distribution with � = 0 and standard deviations 0.001 (henceforth, a

small amount of noise) and 1.0 (a large amount of noise) respectively.

We assessed the degree of orthogonality of the resulting four semantic spaceswith

two evaluation metrics, the average correlation and the average variance. We

computed the average correlation for a semantic space by taking the average of

the Pearsonr correlation coe�cients for all pairs of semantic vectors in that space.

The lower the average correlation, the closer to orthogonal the set of vectors in

the space is. The average variance for a semantic space is the average overall

semantic vectors in the space of the variance of these vectors. A higher average

variance also implies that the set of vectors in the space is closer to orthogonal.

The data to which we applied these measures comprised all 4377 word types for

which semantic vectors are available inTasa and which appear in our speech

dataset. ldl models were trained to discriminate distributional features of the

di�erent Tasa semantic spaces using FBS features. Model accuracy was evaluated

on the training set. The extent to which a semantic space captures the semantic

structure of the lexical representations was examined on the MEN database (Bruni
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et al., 2014) that provides for 3000 word pairs crowdsourced ratings of semantic

similarity. For 1176 word pairs, semantic vectors are available in all semantic

spaces for both words. For this subset of words, we evaluated to what extent

our semantic vectors matched human-perceived similarity. The subset is properly

representative of all word pairs in MEN. A Wilcoxon rank-sum test failed to reject

the null hypothesis that the distribution of ratings of word pairs in the subset

(MD = 26 :5) and the distribution of ratings of all pairs (MD = 26) are di�erent

(W = 1374230,p = 0:14).

3.6.2 Results

Figure 3.9 plots the training accuracy of theldl model against the average cor-

relation of the semantic space in the left panel, and against the average variance

of the semantic vectors in the right panel.ldl training accuracy increases with

lower average correlation and higher average variance, as expected.Tasa1 vectors

obtained from a smaller subset ofTasa have the least discriminated features and

are not well discriminated byldl . More data in the training of Tasa2 compared

to the training of Tasa1 , resulted in a vector space with more distinct vectors,

thereby facilitating learning. Adding a tiny amount of noise boosted accuracy sub-

stantially. Increasing the standard deviation of the noise a thousandfold o�ered

only a minor further improvement.

Table 3.5 lists Pearson's coe�cients for the correlation between the MEN ratings

for pairs of words and the semantic similarities of the corresponding two semantic

vectors from our semantic spaces. The gain in capturing semantic similarities of

words achieved inTasa2 compared toTasa1 is likely due to a larger subset being

used when training theTasa2 space. Addition of a tiny amount of Gaussian noise

brought down the correlation somewhat while at the same time, as demonstrated

above, a�ording a substantial boost in prediction accuracy. Addition of substantial

noise almost completely removed lexical similarity structure from the vectors, while

o�ering only a modest additional accuracy gain.
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Figure 3.9: Orthogonality measures, average correlation (left panel) and average
variance (right panel), as predictors ofldl accuracy evaluated on the training
data.

Vector space r p-value

Tasa1 0:24 < 0.0001
Tasa2 0:59 < 0.0001
Tasa2 plus small amount of noise 0:47 < 0.0001
Tasa2 plus large amount of noise 0:02 0:4946

Table 3.5: Similarity structure of semantic spaces. Pearson's correlation
coe�cient r and p-value for the strength of relationship between the similarity
ratings provided by the MEN dataset and the similarity scores calculated from the
vectors of each semantic space. Degrees of freedom is 1174 for all tests.
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3.6.3 Discussion

Addition of a tiny amount of noise to the Tasa2 vectors boosted accuracy, eval-

uated on the training data, by about 15 percentage points to 53.8%. When we

in addition consider accuracy for these vectors under 10-fold cross-validation,we

also observe an improvement from 6:9% to 11:1%. Interestingly, ldl performance

with word2vec vectors was not as good (52:6% accuracy on training data, but

only 8:5% averaged on 10 folds of test data). We, therefore, use theTasa2 vec-

tor space with a tiny amount of noise added in our �nal simulations presented in

the next section, which introduces our best and de�nitive model. The addition

of Gaussian noise reduces skewness and kurtosis of the distributions of semantic

vectors, reducing outlier e�ects, and thus facilitating learning (see appendix4 for

further details).

3.7 Putting it all together

Our �nal simulation study combines the insights of the preceding sections to de-

�ne an improved discriminative model for auditory word recognition that we have

named ldl-auris . This model makes use of C-FBS features to represent words'

auditory forms, it uses empirical, as opposed to simulated random, semantic vec-

tors derived from Tasa with a small amount of noise added, and it estimates

network weights using multivariate multiple regression.

In what follows, we report on the model's performance, focusing on two main ques-

tions. First, the accuracy of the new model is of interest, both for the training

data on the one hand, and under 10-fold cross-validation on the other hand. Sec-

ond, does the better temporal granularity of the C-FBS features compared tothe

FBS features, make it possible to now predict the cohort e�ects that are known

to characterize human auditory word comprehension?

When assessing model performance, it should be kept in mind that the audio from

which C-FBS features were derived is far from perfect: the automatic alignment

has an error rate of around 12% (Uhrig, in press), and uses the closed captions

which themselves may not correspond to what speakers exactly said.
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3.7.1 Accuracy

ldl accuracy was 25% on training data and averageldl accuracy under 10-fold

cross-validation was 16%. Compared to the model presented inBaayen et al.

(2019), the model showed an 8 percentage point decrease in training accuracy but

an 8 percentage point increase in test accuracy, considerably reducing the extent of

the over-�tting problem. When we consider the number of target semantic vectors

among the top 5 and top 10 words showing the strongest correlations with the

predicted semantic vector, accuracy increases to 57% and 75% on training data

and to 37% and 50% on test data. Thus, model accuracy comes close to the lower

bound of the range of human recognition accuracy documented for single word

recognition tasks (Arnold et al., 2017; Pickett & Pollack, 1963; Pollack & Pickett ,

1963). The performance of our model contrasts favorably with the recognition rate

of Mozilla DeepSpeech , which was roughly 10 percentage points lower (Shafaei-

Bajestan & Baayen, 2018). This is not to say that deep learning methods applied

to exactly the same data as we are investigating here cannot reach the same level,

or even a better level, of accuracy, but rather that, given the complexity ofthe

task and the simplicity of the model, performance ofldl-auris is surprisingly

good. In this respect, it is noteworthy that the data on which we train and test

the model comes from many di�erent speakers from a wide range of backgrounds,

and that we did not apply any speaker normalization.

Accuracy numbers reported throughout the paper show that the observed improve-

ment in the performance of the �nal model is due to both the enhancement of the

feature space in Section3.5 and the enhancement of the semantic space in Sec-

tion 3.6. Model performance on unseen data increased by 5 percentage points when

features were upgraded, by 4 percentage points when semantic vectors were re�ned,

and by 9 percentage points when both were altered. The extent of over�tting to

training data, gauged by the observed di�erence between model performance on

the training and test sets, decreased by 34 percentage points with modi�cation of

features alone, increased by 11 percentage points with modi�cation of semantic

vectors alone, and decreased by 34 percentage points with simultaneous modi�ca-

tion of features and semantic vectors. In other words, the bene�ts of all changes

to the model are perfectly additive.
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Figure 3.10: Partial e�ects of log word duration (left) and log word frequency (cen-
ter) on ldl-auris recognition accuracy according to a logistic generalized additive
model. The right panel presents the reciprocal of the probability of identi�cation
as a function of frequency, the hypothesis being that words with a greater proba-
bility of identi�cation can be responded to more quickly in a lexical decision task.

A. parametric coe�cients Estimate Std. Error t-value p-value
(Intercept) -1.6120 0.0100 -161.2772< 0.0001

B. smooth terms edf Ref.df F-value p-value
s(logdur) 3.9816 3.9998 15377.9701< 0.0001
s(logfreq) 3.9902 3.9999 20071.5283< 0.0001

Table 3.6: Summary of the GAM.

It is known for human auditory word recognition that higher-frequency words are

recognized more accurately, as well as more quickly (see, e.g.,Baayen et al., 2007;

Connine et al., 1993; Seidenberg & McClelland, 1989). We used a generalized

additive model (henceforth, GAM) with a logistic link function, using the mgcv

package for R (Wood, 2017), to predict whether ldl-auris correctly identi�ed a

word token, using log word frequency and log duration as predictors.18

Partial e�ects are shown in Figure3.10, and Table 3.6 provides the summary for

the GAM. Longer words are recognized more often byldl-auris , and the same

18A model that includes the interaction between length and frequency su�ers from substan-
tial concurvity, rendering it uninterpretable. This model is a vailable in the supplementary
materials.
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holds for more frequent words. The advantage for longer words, given the negative

correlation of frequency and length, shows thatldl-auris does not depend on

only frequent use, but is also properly sensitive to the amount of information in

the speech signal. The rightmost panel of Figure3.10 shows the frequency e�ect

predicted for auditory lexical decision. Here, we assume that the time required for

making a lexical decision is inversely proportional to the probability predicted by

the GAM that ldl-auris correctly understands the word. The nonlinear e�ect of

frequency, with a leveling o� for higher frequencies, resembles the kind of nonlinear

e�ect typically observed in reaction time studies of reading (see, e.g.,Baayen, 2005;

Ramscar et al., 2014). A similar pattern also characterizes the auditory lexical

decision times in theMald database (Tucker et al., 2019) (model not shown).

Thus, qualitatively, the model provides a good approximation of the shape of the

word frequency e�ect.

3.7.2 Cohort e�ects

We observed in Section3.5 that the temporal granularity of the C-FBS features

is more �ne-grained than that of the FBS features. To clarify whether this pro-

vides our new model with su�cient granularity in time to predict cohort e�ects,

we constructed words' audio vectors incrementally. For a given word with C-FBS

vector c, and for each of its temporally ordered successive chunks 1 throughk,

we �rst constructed a feature vectorci that contained the C-FBS features for the

i -th chunk, and zeroes elsewhere. Importantly,
P k

i=1 ci = c. We then calculated,

for each of the successive chunks at chunk timet, the cumulative feature vector

ct =
P t

i =1 ci . Finally, for each cumulative form vectorct , we calculated the corre-

sponding semantic vector̂st = F c t . Note that ŝk = ŝ. In other words, instead of

carrying out the matrix multiplication F c all at once, this multiplication is carried

out staggered over time. Because at each successive chunk a word's semantic vec-

tor is updated, we obtain a time-ordered sequence of semantic vectors that can be

conceptualized as a path or trajectory in semantic space. This conceptualization of

understanding over time as creating a path in lexical-conceptual space is indebted

to Elman (2009).
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The lower panel of Figure3.11 illustrates the time course of lexical processing for

the target word captain, comparing the correlation of the predicted semantic vector

with that of captain for three input words, cap, capital, and captain. There are

8, 22, and 7 audio tokens respectively for these three words in our dataset. From

this list of tokens, we randomly selected one audio token for each word, with as

constraint that, for plotting reasons, the number of chunks in the competitorsdoes

not exceed the number of chunks in the target word. The upper panel of Figure3.11

presents the audio signal of the selected token forcaptain, together with its Hilbert

envelope. The red vertical lines highlight where the Hilbert envelope of the token

captain reaches a local maximum. The selected audio tokens ofcap and capital

have their local maxima at 0:17 s and 0:14 s, and have a total duration of 0:37 s and

0:41 s, respectively. The center panel presents the MEL spectrogram corresponding

to the audio token ofcaptain shown in the top panel, with on the vertical axis the

21 auditory �lter banks inspired by the tonotopy of the basilar membrane in the

cochlea.

With respect to the time course of lexical processing, in the beginning, att = 0, no

auditory information is present, and the word's meaning is located at the origin of

the semantic space. On the presentation of the �rst chunk, the model has detected

that all three candidates approximate the target semantic vector to some extent,

with captain already taking the lead. Since the wordcap covers a longer stretch

of the signal for [æ] in its second chunk, it is not a strong competitor at the �rst

chunk. The average correlation value for all the 55 tokens of 9 types that start

with [kæp] is 0:022 at the end of their �rst chunks. All seven occurrences ofcaptain

are correlated with the target vector well above the mean at the end of the �rst

chunk (M = 0:041, SD = 0:009). By the end of chunk two,cap and capital are in

decline and lose out further tocaptain. The arrival of [n] in the �nal chunk pushes

the predicted semantic vector ofcaptain even closer to the target vector.

Instead of aligning words by time in ms, we can align words by chunks. This enables

straightforward calculation of 95% con�dence intervals around the sample means

of semantic similarities to the target word over time computed across di�erent

audio renditions of each word type.
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cap: capital: captain:

Figure 3.11:Time course of lexical access for the target word captain . Top
panel: the waveform for a token of the wordcaptain in dark gray, and the Hilbert
amplitude envelope of the signal in orange. The red vertical lines indicate chunk
boundaries, located at the arguments of local maxima of the Hilbert envelope at
0:18 s and 0:36 s. The dashed black vertical line at 0:4 s indicates the end of the
word boundary. Mid panel: the corresponding log MEL spectrogram split at 21
auditory �lter banks shown on the y-axis. Lower panel: semantic similarity, as
measured by Pearson's correlation coe�cientr , to the target word as a function of
time, for the target word captain and two competitorscap and capital. For each
word, similarity is calculated as many times as the word has chunks, with each
measurement being made between the target's semantic vector and the semantic
vector predicted from the partial cue vector available at that point in time. The
dashed lines are the linear interpolants between pairs of measured data points.The
color-coded transcripts at the bottom show the phonemes present in the chunks for
the three words. Click or scan the QR codes* to listen to the audio. See page84,
where this �gure was �rst referenced.

* The links use the Distributed Little Red Hen Lab's permalink infras tructure ( Uhrig, 2020).



Chapter 3 Linear Discriminative Learning

The top left panel of Figure 3.12 shows the same trend observed in the bottom

panel of Figure3.11, now not for one randomly-chosen occurrence for each of the

word types, but instead taking into account all occurrences ofcaptain with 3 chunks

(4 tokens), cap with 2 chunks (8 tokens), andcapital with 4 chunks (9 tokens).

After the presentation of the �rst chunk, the error bars are still overlapping. After

the presentation of the second chunk, the semantic similarities to the target word

predicted from audio tokens ofcaptain are well-separated from the similarities of

the competitors.

The top right panel of Figure 3.12 is computed in the same way as the top left

panel, but extends the set of competitors in the cohort forcaptain from cap,

capital, and captain to all of the words in the database that partially match the

beginning of the word captain according to canonical pronunciations given by

CELEX ( Baayen, Piepenbrock, & Gulikers, 1995). This includes all of the 439

word types in the database that start with [k]. Of these, 49 start with [kæ],8 start

with [kæp], two start with [kæptI], and one starts with [kæptIn]. The words types

have token frequencies from 1 to 196 (M = 6:2, SD = 16:2) and are split into 1

to 8 chunks (M = 3:3, SD = 1:2). As before, we �nd that although after the �rst

chunk the model is already zooming in on its gold standard semantic vector, there

is still strong competition. After the second chunk has become available, all other

competitors are left behind.

The remaining panels of Figure3.12present the time course of lexical processing for

�ve target words: today with 229 competitor types,presidentwith 356 competitor

types, generation with 66 competitor types, andbasketballwith 293 competitor

types, with the cohorts of competitors determined by the CELEX pronunciations.

In all of the example plots, the target audio tokens end up closest to the target

semantic vector and wins the competition. For a total of 342 target words for

which we carried out a cohort analysis, the target word was the correct winner

in 91% of the cases. There were 32 target words who lost to a competitor.Of

these, 88% still were among the top 10. Many of the errors made by the model

are reasonable. Some of the errors are homophonous words. For example, the

competitor inn is the winner for the target word in. Generally, defeated target

words have fewer chunks and are embedded in a greater number of carrier words,
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3.7 Putting it all together

Figure 3.12:Evolving proximity to targeted semantic vectors as a func-
tion of the number of chunks encountered. Horizontal axes represent time
t discretized into C-FBS chunks. Vertical axes present the average time-speci�c
semantic similarity of predicted semantic vectorŝst with the targeted semantic
vector across di�erent audio tokens of competitor word types. Vertical lines de-
note 95% con�dence intervals. Colored lines connect data points belonging to
the same word type. In the top left panel, the target word iscaptain and the
competitors, cap, capital, and captain, were selected by hand. In all other panels,
the competitors are generated from the canonical pronunciations available in the
CELEX database.
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compared to the winning target words. The target wordsee, for example, is the

runner-up after the competitor seas. This short word is acoustically embedded in

20 carrier words, leading to heavy competition (X. Zhang & Samuel, 2015). Here,

it should be kept in mind that especially for very short words, the accuracy of the

forced aligner used to �nd word boundaries in the acoustic signal is lowest.

In classical models of lexical processing, in which words' forms are accessedin par-

allel, the present-time course plot would be understood as demonstrating multiple

access and multiple simultaneous assessments unfolding e�ciently in real-time.

In fact, Marslen-Wilson (1987) argued that a model of spoken word recognition

should meet three functional requirements. First, models should properly re�ect

�multiple access�. Our model can be interpreted to indicate that all three words are

accessed simultaneously, forming a class of potential word candidates compatible

with the sensory input. Second, models should re�ect the �multiple assessments�

of word candidates. Our model appears to meet this requirement as by the end

of the �rst chunk, where multiple candidates are compatible with the input, the

system already ranks candidates. Third, models should accommodate multiple ac-

cess and assessment in real-time. Our model also satis�es this requirement: within

about 200 ms from word-onset, the target word is beginning to be recognized, and

as more chunks become available, candidates' rankings are recalibrated.

However, the general conceptualization underlying our model di�ers from that of

Marslen-Wilson (1987). Our model construes understanding as it develops over

time as speech comes in as a path through lexical space (cf.Elman, 2009). There

are no discrete processing stages nor a �nal state in which a word has been accessed,

but rather a gradual process of uncertainty reduction (see alsoBaayen, Milin,

Shaoul, Willits, & Ramscar, 2015; Ramscar, 2013; Ramscar, Dye, & McCauley,

2013) that, importantly, does not need to resolve into a winner-take-all state of

absolute certainty. Thus, even though the conceptualization of the process of

�lexical access� is di�erent from that of Trace or Shortlist , our model does

show the kind of temporal dynamics that has been an important explanandum for

classical models.
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3.8 General Discussion

3.8 General Discussion

The computational model for auditory word recognition laid out in this study

builds on an earlier model proposed byArnold et al. (2017), enhancing it in

several ways. First, real-valued feature vectors extracted from the speech sig-

nal replaced discrete binary vectors, while maintaining the important insight that

cochlear frequency bands can inform feature engineering for cognitive modeling.

Second, discrete binary vectors with one-hot encoding for words' meanings were

replaced by real-valued semantic vectors. By adding a small amount of noise

to vectors derived from a relatively small corpus (Tasa ) using distributional se-

mantics, semantic vectors were obtained that are su�ciently discriminable while

respecting semantic similarities between words. Third, instead of using incremen-

tal learning using the Rescorla-Wagner learning rule, with one pass through the

data, we estimated the endstate of learning using the mathematics of multivariate

multiple regression, which simulation studies show to o�er greater accuracy. In

fact, ldl-auris can be seen as a statistical model for auditory comprehension,

with a �xed algorithm that itself cannot be tweaked, but that can be applied to

di�erent datasets, and that will work better, or worse, depending on, �rst, how

exactly form and meaning representations are de�ned, and second, on the quality,

quantity, and nature of the training data (seeHeitmeier, Chuang, & Baayen, 2021,

for detailed discussion).

Together, these new design features o�er the following advantages. First, over�t-

ting on the training data is substantially reduced, whereas prediction for unseen

data, evaluated by means of 10-fold cross-validation, improved substantially. The

gain in model performance of our best model is exactly the sum of the gains in

performance of simpler models implementing one upgrade only.

Second, the new acoustic features provide enhanced temporal granularity, allowing

the model to correctly predict cohort-like e�ects as the speech signal unfolds over

time.

Third, the new acoustic features are better interpretable, as shown by projecting

form vectors onto a two-dimensional plane with t-SNE. In this plane, phone-like

clusters emerge. This shows that even though our acoustic features are basedon
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horizontal slices from the spectrogram (following cochlear frequency band separa-

tion) instead of on vertical slices representing phones, information about phones

is implicit in our acoustic feature vectors.

The clusters that emerge from the t-SNE projection of acoustic vectors onto a two-

dimensional cortical map may shed light on the topological clustering observed for

phones in the cortex (Cibelli et al., 2015). Whereas at �rst sight, the neuro-

anatomical evidence seems to provide strong evidence that phones, as abstract

functional units, are represented in the brain, under our interpretation, such phone

clusters emerge from the constraints that come with processing high-dimensional

vectors in much lower-dimensional neural tissue. Speculatively, clustering cell as-

semblies that �re for similar acoustic feature vectors may reduce the metabolic

costs of lexical processing, thanks to the pooling of functionally equivalent con-

nections.

In this study, we considered monomorphemic words, and derived words with

monomorphemic base words, but no in�ected variants of these words. However, the

general framework within which the present study is conceived, the discriminative

lexicon as outlined inBaayen et al.(2019), sets up semantic vectors for in�ected

words by taking the semantic vector of the base word and adding the semantic

vectors of the pertinent in�ectional functions. Within this framework, the com-

prehension model of Estonian noun declension presented inChuang et al.(2020) is

reasonably accurate for unseen forms when it is trained on incomplete paradigms

(see alsoHeitmeier et al., 2021). A question for further research is whetherldl

networks will remain productive with respect to unseen in�ected words when the

form vectors using symbolic representations of the form (such as triphones)are

replaced by real-valued vectors derived from the acoustic signal itself.

Model performance was evaluated on real spontaneous speech, by many di�erent

speakers, taken from the NewsScape English Corpus (Uhrig, 2018a). As the au-

tomatic alignments in this corpus are not perfect, especially for very short words,

the audio data that is the input to our model is not noise-free. Nevertheless,

comprehension accuracy under 10-fold cross-validation was at 16%, which is close

to the lower bound of human accuracy on the task of recognizing auditory words

106



3.8 General Discussion

presented in isolation. We note here that this accuracy, which is higher than that

obtained by MozillaDeepSpeech evaluated on the same data, is achieved without

speaker normalization.

Our best results are based on the regression approach to estimating the mapping

from form to meaning. However, human learning is incremental, and it is therefore

important that the weights of the regression model can in principle be learned

incrementally with incremental regression using the Widrow-Ho� learning rule. In

this study, we have seen that incremental learning requires many passes through

the data before it converges to the asymptote provided by standard multivariate

multiple regression. This is informative in two ways. First, it clari�es that the

endstate of learning is truly conditional on the training data. From the perspective

of incremental learning, this implies incremental learning on an in�nite number of

epochs through the training data. As a consequence, e�ects of frequency of use are

no longer strongly present at the endstate of learning (seeHeitmeier et al., 2021,

for further details). Second, as human learners never experience the same sequence

of learning events time and time again, the endstate of learning is an ideal that is

likely to be less idealistic as the amount of training data increases. It is currently

an open question how the model will perform on substantially larger amounts of

more variegated training data. What is clear is that whenldl-auris is applied

to small amounts of synthesized speech, or to small amounts of laboratory speech,

its performance will be unrealistically high.

Fortunately, the amount of audio o�ered in the NewsScape corpus is so huge that

we can train the model incrementally on thousands of hours of audio, without

ever having to repeatedly present a speci�c acoustic word token twice. An impor-

tant goal for future research is to clarify how well our new model performs when

challenged with such large volumes of speech.

Another important goal for the present research program is to move from model-

ing isolated word recognition to the modeling of the understanding of continuous

speech, perhaps along the lines ofBaayen, Shaoul, et al.(2016). Our model outper-

forms on isolated word recognition two deep learning models that we have explored

(seeArnold et al., 2017; Shafaei-Bajestan & Baayen, 2018, for further details). As
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isolated word recognition is a task that humans can do with much higher accu-

racy, it provides a useful, challenging test case for deep learning models of speech

recognition. It should be acknowledged, however, that our model is conditional

on its � highly restricted � training data, whereas at the same time the deep

learning models show impressive performance when it comes to the recognition of

continuous speech.

In summary, we have presented a mathematically very simple model for the map-

ping from acoustics to meaning. Combined with su�ciently rich and su�ciently

distinctive high-dimensional representations for form and meaning, this simple

model, trained on highly variable and somewhat noisy spontaneous English, al-

ready succeeds in predicting several central �ndings in experimental studies of

human auditory comprehension. Thus, it provides further proof of concept that

in order for auditory comprehension to be successful, it is not necessary to �rst

extract phonemes from the speech signal. Of all computational models in psy-

cholinguistics, only the Distributed Cohort Model (Gaskell & Marslen-Wilson,

1997) has argued that phonemes are not necessary as mediating units, but their

model contains a hidden layer which might have a functionality in the network

similar to that of phoneme layers in models such asShortlist-b (Norris & Mc-

Queen, 2008). What our simulation studies with ldl-auris suggest, by contrast,

is that even such hidden layers are not strictly necessary. Actual computations in

the brain are much more sophisticated than the simple mappings used byldl-

auris . Nevertheless, at the present high level of mathematical abstraction, these

mappings can be surprisingly simple.
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Chapter 4

Plural Semantics

Abstract

Semantic di�erentiation of nominal pluralization is grammaticalized in many lan-

guages. For example, plural markers may only be relevant for human nouns.

English does not appear to make such distinctions. Using distributional seman-

tics, we show that English nominal pluralization exhibits semantic clusters. For

instance, pluralization of fruit words is more similar to one another and less simi-

lar to pluralization of other semantic classes. Therefore, reduction of the meaning

shift in plural formation to the addition of an abstract plural meaning is too sim-

plistic. A semantically informed method, calledCosClassAvg , is introduced

that outperforms pluralization methods in distributional semantics which assume

plural formation amounts to the addition of a �xed plural vector. In comparison

with our approach, a method from compositional distributional semantics, called

Fracss , predicted plural vectors that were more similar to the corpus-extracted

plural vectors in terms of direction but not vector length. A modeling study re-

veals that the observed di�erence between the two predicted semantic spacesby

CosClassAvg and Fracss carries over to how well a computational model of

the listener can understand previously unencountered plural forms. Mappings from

word forms, represented with triphone vectors, to predicted semantic vectors are

more productive whenCosClassAvg -generated semantic vectors are employed

as gold standard vectors instead ofFracss -generated vectors.
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keywords: pluralization, plural semantics, distributional semantics, proportional

analogies, vector averaging, compositional distributional semantics

4.1 Introduction

According to Corbett (2000), grammatical number in English can be conceptual-

ized as afeature (see alsoJakobson, Karcevsky, & Trubetzkoy, 1928/2012) with

two opposing values: singular and plural. For English, the formal realization of

the nominal plural is the addition of the su�x -s, a marker whose absence signals

the nominal singular. Textbooks such asLieber (2010) and Arono� and Fude-

man (2011) take the semantics of plurality for granted and call attention to the

way in which the plural is realized. According toArono� and Fudeman (2011, p.

156), number is generally not marked in the English lexicon, with the exception

of pluralia tantum such aspants.

Two major approaches to morphology, compositional and realizational morphology,

analyze English pluralization in subtly di�erent ways. In compositional models,

pluralization is argued to be a process that operates on the less complex word (the

singular) and results in the more complex word (the plural). Themorpheme -sis

concatenated with the stem, and in parallel, the abstract meaning plural that is

registered in thelexical entry of the morpheme -soverrides the singular meaning

associated with the stem.

In realizational models, the semantic part of theword-schemafor plural nouns

contains the descriptionplurality of xs to capture the semantic similarity of all

things plural while abstracting away from their di�erences; hence the use of the

variable x. The schema for plural nouns stands in correspondence to a schema

for singular words with the same semantic symbolx (Booij, 2010; Haspelmath &

Sims, 2010). The operatorplurality of is assumed to implement the same semantic

change for all instancesx to which it is applied.

While compositional models and realizational models are rather di�erent with

respect to how they view the relationship between form and meaning at the level

of sub-word units, they are in remarkable agreement when it comes to how the
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semantics of number for nouns is understood. Both models assume that English

plural formation amounts to a change in form that goes hand in hand with the

addition of an abstract semantic feature of plurality to a singular word, shifting

its denotation from one entity to more than one entity.

As a matter of fact, formal semantics also has assumed a simple theory of plural

meaning. Lasersohn(1995) opens with �Plurality is a simple notion � it just means

`more than one'.� Similarly, Link (1983/2012) in his study of the logical analysis of

plurals restricts the domain of entities from which singular nominals take values to

atoms (or, ordinary individuals), and plural nominals to non-atomic summations

of more than one atom. This interpretation of the plural nominal is often called

exclusivesince it excludes atoms from its denotation (Farkas & de Swart, 2010). It

applies to the example(1-a) below. Although an exclusive interpretation of plural

meaning is often �ne, there are cases where a plural can refer inclusively to one

or more entities, as in(1-b). Here, children in (1-b) is number neutral � it can

meanone child or more than onechildren. This is aninclusive interpretation that

includes atoms and non-atomic sums in its denotation.

(1) a. You're welcome to bring your two children.

b. You're welcome to bring your children.

(adapted from Sauerland, Anderssen, & Yatsushiro, 2005)

Following the maximize presupposition principle in pragmatics (Heim, 1991/2008),

Sauerland et al.(2005) and Liter, He�ner, and Schmitt (2017) argue that an exclu-

sive interpretation of a plural form is a consequence of pragmatic inference, which

depends on a range of contextual factors (Chemla, 2008). In a situation where the

speaker is unsure of the addressee's number of children,(1-b) is appropriate and

(2-a) is odd. Assuming that these two sentences are in competition, the use of the

singularchild in (2-a) is blocked because we know from experience that people may

have more than one child and the sentence in(1-b) with stronger presuppositions

is preferred.

(2) Context : People can have more than one child.
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a. *You're welcome to bring your child.

(adapted from Sauerland et al., 2005)

In other words, a plural form can be used to denote an unspeci�ed quantity (one,

more than one, one or more than one) (see alsoMattens, 1970) and the exact

quantity has to be resolved through interpretation from context. A principal pre-

supposition that underlies this approach to plurality is that the conceptualization

of the number feature is orthogonal to the meaning of the nominal phrase.Sauer-

land (2003) argues for an additional syntactic (zero) head above the determiner

phrase which contains the number feature and its semantic content. In what fol-

lows, we question this presupposition by using distributional semantics models

(DSM).

DSM represent words' meanings with high-dimensional numeric vectors, which we

will refer to primarily as semantic vectors and alternatively as word embeddings�

as they are known in Natural Language Processing (NLP). Distributional seman-

tics builds on the hypotheses that words that are similar in meaning occur in

similar contexts (Rubenstein & Goodenough, 1965) and �words that occur in the

same contexts tend to have similar meaning� (Pantel, 2005).

There are many di�erent ways in which semantic vectors for words can be con-

structed. Early implementations made use of word by document contingency tables

(Landauer & Dumais, 1997) or word by context-word contingency tables (Lund

& Burgess, 1996; Shaoul & Westbury, 2010). These tables typically yield very

high-dimensional vectors with thousands or tens of thousands of dimensions. By

means of dimensionality reduction techniques such as singular value decomposi-

tion, the dimensionality of semantic vectors is substantially reduced.Landauer

and Dumais (1997) recommended 300-dimensional vectors, as in their experience

lower-dimensional vectors performed with higher accuracy in a range of taskssuch

as synonymy detection.

More recent models make use of arti�cial neural networks that are trained to pre-

dict target words from the words in their immediate context (e.g.,cbow ; Mikolov,

Chen, et al., 2013) or to predict the words in the immediate context of a tar-
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get word from that target word (e.g., skip-gram ; Mikolov, Chen, et al., 2013).

A simple three-layer neural network for theskip-gram model was implemented

by Mikolov, Sutskever, et al.(2013), using stochastic gradient descent and back-

propagation of error. The model was trained on 100 billion words from the Google

News corpus, and the resultingword2vec semantic vectors were made available

at https://code.google.com/archive/p/word2vec/ .

Other word embeddings extend theword2vec methodology by incorporating

character n-grams of words (fastText ; Bojanowski, Grave, Joulin, & Mikolov,

2017) or by modifying the objective function being optimized (GloVe ; Penning-

ton, Socher, & Manning, 2014). All these methods extract the semantic vectors

purely from textual information. Other studies integrate visual information on top

of that and create multi-modal embeddings (e.g.,Shahmohammadi et al., 2021).

Word embeddings are employed advantageously in several tasks within NLP such

as named entity recognition, part of speech tagging, sentiment analysis, word sense

disambiguation (B. Wang et al., 2019), and in many areas of psychology and psy-

cholinguistics (Günther, Rinaldi, & Marelli , 2019). Boleda (2020) discusses their

relevance for theoretical linguistics in the areas of diachronic semantic change,

polysemy, and the interface between semantics and syntax or semanticsand mor-

phology.

The traditional demarcation of morphology and semantics in linguistics is less

prominent in DSM. Nevertheless, the statistics used in these models have been

shown to encode morphological and syntactic information besides semantic infor-

mation (Westbury & Hollis, 2019). For morphologically related words, measure-

ments from DSM, such as vector similarity, are consistent with human seman-

tic similarity ratings and lexical decision latencies (Milin, Kuperman, Kosti¢, &

Baayen, 2009; Moscoso del Prado Martín et al., 2005; Rastle, Davis, Marslen-

wilson, & Tyler, 2000; Rastle, Davis, & New, 2004). The degree of semantic trans-

parency in English derivation (Marelli & Baroni , 2015) and Dutch compounds

(Heylen & De Hertog, 2012) were explained by DSM similarity measures. Find-

ings of Smolka, Preller, and Eulitz (2014) regarding the e�ect of semantic trans-

parency on morphological priming of German complex verbs were replicated with
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DSM similarity measures byPadó, Zeller, and ’najder (2015) (although Shafaei-

Bajestan, 2017, could not fully replicate the latter study) (see alsoBaayen &

Smolka, 2020). Shen and Baayen(2021) �nd that semantic transparency measured

by DSM is linked to the productivity of adjective�noun compounds in Mandarin.

DSM used in investigating the paradigmatic relation between two Indonesian pre-

�xes (Denistia, Shafaei-Bajestan, & Baayen, 2021) corroborated the �ndings of

earlier corpus-based analyses. The discriminative lexicon model ofBaayen et al.

(2019) is a computational model of lexical processing, including morphologically

complex words, that incorporates insights from distributional semantics for the

representation of word meanings.

In what follows, we utilize word embeddings to study the meaning of English

nominal pluralization. DSM from machine learning produce semantic vectors for

both singular and plural word forms. However, in order to be useful for the study

of morphology, we need to consider additional questions: What does the process

of English pluralization, i.e., going from the singular to the plural semantics, mean

in this context? How can we model this process? Given a singular meaning,

can we conceptualize the plural, and conversely, given the plural meaning, can

we conceptualize the singular? As it is more likely that we encounter previously

unseen plurals of known singulars than previously unseen singulars given known

plurals, we focus speci�cally on the productivity of the conceptualization of plural

forms and ask: How well can we estimate the semantics of previously unseen plural

words? And how does form relate to the estimations for meaning?

In the following section, we �rst introduce the corpus used in the present study.

Sections4.3 and 4.4 investigate the aforementioned questions using methods in-

spired by realizational morphology and compositional morphology, respectively. In

doing so, we illustrate that the widespread assumption in morphology about plural

meaning is too simplistic, and we study alternative approaches that stay closer to

the actual complexity of noun pluralization in English. In Section4.5, the seman-

tic vectors developed by the best-performing methods (formalizing realizational

and compositional morphological theories) are put to use in a word comprehen-

sion model (based on the discriminative lexicon model byBaayen et al., 2019) to

study which kind of vectors are optimal for the recognition of previously unseen
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plural words. A discussion of the �ndings concludes the study.

4.2 Data

The corpus data used in this study is taken from the NewsScape English Corpus

(Uhrig, 2018a, in press). The corpus consists of 269 million tokens from the subti-

tles of more than 35000 hours of recordings of US-American TV news collected in

the UCLA Library Broadcast NewsScape (Steen et al., 2018). After capture, the

recordings undergo compression, during which the audio channel is recoded into a

96 kbit/sec AAC stream with the Fraunhofer FDK library. For this project, the

subtitles collected in the NewsScape text �les were processed in an NLP pipeline.

In a �rst step of this pipeline, sentence splitting was carried out with a purpose-

built splitter that takes into account the fact that captions are transmitted in upper

case. The resulting sentences were processed with Stanford CoreNLP (Manning et

al., 2014) version 3.7.0, i.e. with PTB3 tokenization. The caseless model included

in CoreNLP1 was used to tag every word with a Penn Treebank part-of-speech

tag.1 Then CoreNLP's TrueCase annotator was deployed, which overwrites the

original text for further processing (preserving the original on a separate level).

Dependency Parsing, Named-Entity Recognition, and any further processing steps

are then based on the case-restored text to ensure consistent results from tools that

do not o�er caseless models.

After the NLP pipeline, the data was run through a modi�ed version of the forced

alignment system Gentle (Ochshorn & Hawkins, 2015), which basically runs an

automatic speech recognition process with a language model created from the

subtitles and then attempts to match the recognized words with the words in

the subtitles. The quality of the forced alignment results crucially depends on

the accurateness of the transcript it is fed. However, TV subtitles are not exact

transcripts. Not only do they often ignore dis�uencies such as false starts, but

they also omit words and sometimes even change them. The commercials included

in the recordings do not systematically come with subtitles either. Thus, Gentle
1Note that the caseless mode is only available for the left3distsim model but not for the slower

but usually better bidirectional tagger model.
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only aligns between 90 and 95 percent of the words in the subtitles successfully,

and of these, 92.5% in a manual evaluation were deemed to be aligned correctly

by a human annotator listening to them (Uhrig, in press). We have to bear in

mind, though that the cuto� points may not have been exact on these words.

To increase the quality of the dataset used in the present study, only �les where

Gentle reported at least 97% of successfully aligned words were used.

Words' meanings are represented with pretrained semantic vectors ofword2vec ,

which is widely used within NLP and theoretical linguistics. The nearest neighbors

of a target word in this semantic space are often semantically similar (e.g.,good

and great) or related (good and bad) words. The top 10 closest neighbors to

Germany are German, Europe, European, Sweden, Switzerland, Austria, France,

Spain, Poland, and Russia. B. Wang et al. (2019) show that similarities computed

between pairs ofword2vec vectors are highly correlated (r (2998) = 0:72) with

similarity ratings between word pairs obtained from human subjects in the MEN

data set (Bruni et al., 2014), and that word2vec vectors are best performing on

syntactic word analogy tasks (see Section4.3) juxtaposed with 5 other semantic

spaces. Westbury and Hollis (2019) argue that Mikolov, Chen, et al. (2013)'s

approach for training of theword2vec vectors is closely related to the cognitively

plausible learning rule ofRescorla and Wagner(1972).

We compiled anoun pluralization dataset with 14699 singular-plural noun pairs

from the NewsScape English Corpus with aword2vec vector. Proper names,

plurals endings with anything other than an -s, plural-singular pairs with the

same word form, and named entities were excluded from the dataset.

A second set brought together 500000 tokens of 14640 orthographic wordtypes

from more than 100 television programs in the NewsScape English Corpus with no

restriction on their morphological and syntactic categories. The 13902 words from

this set that have a vector available inword2vec compose avocabularydataset.
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4.3 Pluralization with realizational morphology

Realizational morphology (also known as word and paradigm morphology;

Matthews, 1991; Stump, 2001) posits whole words rather than morphemes as the

basic units. A central notion in this theory is the paradigm. In English, the in�ec-

tional paradigm for the verb talk is { talk, talks, talked, talking} and for the noun

talk is { talk, talks}. Productivity of the lexicon as a system emerges from propor-

tional analogies between words within paradigms, such astalk : talks :: walk : walks

(talk is to talks as walk is to walks).

4.3.1 Proportional analogies with word embeddings

Analogical reasoning using word embeddings has been studied for di�erent types

of analogical relations including semantic analogies, such as

man : king :: woman: queen;

derivational analogies, as in

quiet : quietly :: happy: happily;

and in�ectional analogies similar to

pen: pens:: table: tables: (4.1)

Various implementations of proportional analogies with word embeddings have

been worked out, such as3CosAdd (Mikolov, Yih, & Zweig, 2013), 3CosMul

(Levy & Goldberg, 2014), LRCos , and 3CosAvg (Drozd, Gladkova, & Matsuoka,

2016). Performance varies extensively for the di�erent methods and the di�erent

types of analogical relations.Rogers, Drozd, and Li(2017) report that, for English,

analogical reasoning with embeddings is most successful for in�ectional analogies

across di�erent methods. These methods are considered below in the context of

plural formation.

Most of the aforementioned methods operate on three input vectors to estimate a
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vector for the target word in a given analogy. For instance, to implement the anal-

ogy in (4.1), 3CosAdd predicts a vector fortables, labeled
���!
tablesp, by computing

���!
tablesp = ��!pens� �!pen+

��!
table: (4.2)

The word selected as the predicted plural is the word the vector of which is closest

to the composed vector,
���!
tablesp in (4.2), in terms of cosine similarity. As a con-

sequence, evaluation of these methods is restricted to prede�ned analogy test sets

such as Google's (Mikolov, Chen, et al., 2013) which provide a series of analogies

similar to the examples above. Another limitation of these methods is that their

prediction for the target word tableshighly depends on the prime word pair, here

pen and pens, and not on just the singular wordtable (Rogers et al., 2017). Thus,

the predicted plural vector for tables is di�erent when the prediction builds on

another analogy such as

banana: bananas:: table: tables:

3CosAvg , on the other hand, operates on just one input vector, the vector of the

base word. Given the input wordtable, the predicted plural vector by 3CosAvg

is
���!
tablesp =

��!
table+ �������!avg shift :

The word selected as the plural form is again, exactly as for3CosAdd , that word

the vector of which is closest to the assembled vector. For plural analogies,Drozd

et al. (2016) de�ne the average shift vector as

�������!avg shift =
1
m

mX

i =1
~pi �

1
n

nX

i =1
~si ; (4.3)

assuming there arem plural word forms with vectors ~pi and n singular word forms

with vectors ~si . The average shift vector is �xed given the data, and represents the

semantics of pluralization, just as the plural vector in the discriminative lexicon

model (Baayen et al., 2019) provides a �xed representation for plurality.

For a dataset with m plural and m singular word forms, the average shift vector,

120



4.3 Pluralization with realizational morphology

i.e., the di�erence vector between the average vector of plurals and the average vec-

tor of singulars, formulated in (4.4), is equal to the average vector of the di�erence

vectors between plurals and singulars, formulated in (4.5):

�������!avg shift =
1
m

mX

i =1
~pi �

1
m

mX

i =1
~si (4.4)

=
1
m

(
mX

i =1
~pi �

mX

i =1
~si )

=
1
m

mX

i =1
(~pi � ~si ): (4.5)

Henceforth, we refer to the vector~pi � ~si for word i as this word's individual shift

vector. Such a shift vector is exempli�ed in Figure4.1. Importantly, if plural and

singular forms for di�erent lexemes are consistently used across similar contexts, as

captured by word embeddings, then the di�erence between individual shift vectors

and the average shift vector is expected to be small.

��! pen

��!pens

��!
shift

Figure 4.1: Individual shift vector for the lexemepen is calculated as��!pens� �!pen.

A range of studies have adopted shift vectors to study the semantics of various

lexical relations. For instance,Roller, Erk, and Boleda(2014) and Weeds, Clarke,

Re�n, Weir, and Keller (2014) used shift vectors for hypernymy detection.Bonami

and Paperno(2018) used shift vectors to model in�ectional and derivational con-

trasts in French, and Mickus, Bonami, and Paperno(2019) made use of shift

vectors for tracing contrasts in the grammatical gender of nouns and adjectives.

4.3.2 Individual and average shift vectors

How well does an average shift vector approximate the shifts between individual

singulars and their plurals? To address this question, we investigated what the
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individual shift vectors look like and whether the average shift vector is repre-

sentative of the individual shift vectors. For each noun pair in the pluralization

dataset represented byword2vec semantic vectors, we �rst calculated its in-

dividual shift vector by subtracting the singular vector from the plural vector.

As a next step, we calculated the length (or magnitude), the direction, and the

neighborhood structure of the shift vectors.

We gauged the length of vectors with thè 2 norm, i.e., the Euclidean distance

of a vector from the origin. Fig. 4.2 shows notched box and whiskers plots for

the length of singular, plural, and individual shift vectors. Vector lengths di�ered

in the mean for singular, plural, and shift vectors (Friedman test, ~� 2(2) = 7201,

p � 0:0001). Pairwise Wilcoxon signed-rank test between groups with Bonferroni

correction revealed signi�cant di�erences in length for all pairwise comparisons

(all p � 0:0001). Plural vectors are, on average, longer than singular vectors (the

di�erence between the medians �MD is 0.13). This �ts well with the intuition that

English plurals are semantically more complex than their corresponding singulars.

Shift vectors are, on average, smaller than the singular (�MD = 0:43) and the

plural vectors (�MD = 0 :56), which is only to be expected given that the shift

vectors are, by de�nition, di�erence vectors. Although the average length of the

shift vectors is smaller than the average lengths of singular or plural vectors, shift

vectors turn out to nevertheless be surprisingly long. Their range (1:1� 6:8, MD =

2:88) is nearly as wide as the ranges of the singular vectors and the plural vectors.

We quanti�ed the angles of vectors inword2vec 's 300-dimensional vector space

with respect to the standard unit vector~e300 in degrees, using (4.6). This 300-

dimensional unit vector has a 1 as the last element and zeros elsewhere. Notched

boxplots for angle are presented in Fig.4.3. The range of angles for shift vectors

is even more similar to the ranges of angles of the singular and plural vectors

compared to vector lengths.

� (~v) =
180
�

(arccos
~v�~e300

k~vk2k~e300k2
)

122









Chapter 4 Plural Semantics

Given that singular words that have similar semantics have closer vectors, and

singular words with less similar meanings have more diverging vectors, we now

consider the question of whether the shift vectors themselves show structuring that

goes beyond the structure provided at the level of individual lexemes. To address

this question, we made use of the t-SNE algorithm for visualizing high-dimensional

data (van der Maaten & Hinton, 2008) as implemented in the scikit-learn

Python package (Pedregosa et al., 2011), version 1.0.1, to plot the 300-dimensional

shift vectors in a two-dimensional plane.2 This visualization technique is known

to have a very high chance of recovering the clustering structure present in the

input space in the reduced output space (Arora, Hu, & Kothari , 2018; Linderman

& Steinerberger, 2019).

Fig. 4.6 presents the scatter of data points in this plane, colored with the label of

the �rst synset in WordNet ( Fellbaum, 1998; Miller , 1995) for the singular word

form. From the 14699 pairs in our pluralization dataset, 11749 pairs are found in

WordNet and used in the remainder of this study. The labels, indicated in the �g-

ure's legend, often referred to as supersenses, include 26 broad semantic categories

for nouns (Ciaramita & Johnson, 2003). Interestingly, the individual shift vectors

form clusters that are reasonably well approximated by the WordNet supersenses.

Some supersenses show well-de�ned clusters, such asperson towards the bottom

right corner of the plane andanimal towards the top right corner. This indicates

that pluralization is similar for nouns denoting animal nouns and is di�erent for

nouns denoting persons. Importantly, the average shift vector (highlighted by a

red cross) is located near the origin of this space at (0:4; � 1:8). Interpretation

of the t-SNE dimensions is not very straightforward. Preliminary investigation

suggests that the �rst dimension is to a very large extent di�erentiating between

concrete and abstract words (see supplementary materials for details). The second

dimension is less interpretable and rather similar to the �rst dimension.

2Following the recommendations ofvan der Maaten (2021), we searched the t-SNE's parameter
space between possible combinations ofperplexity (either 10, 15, 20, 25, 30, or 35),number
of iterations (either 500, 1000, 2000, 3000, or 4000),random state (either 1, 12, or 123), and
initialization method (either random or PCA) for the t-SNE with the lowest Kullback- Leibler
divergence. The lowest KL-divergence was obtained with the following setting: perplexity =
35, number of iterations = 4000, early exaggeration = 12, random state = 1, learning rate=
�auto�, metric=�euclidean�, and initialization = �random�.
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Although some well-de�ned clusters are present in Fig.4.6, other clusters show

considerable overlap. This is due to two problems. The �rst problem is that nouns

can have multiple senses. We selected the �rst sense listed in WordNet, which,

according toJurafsky and Martin (2021), is the most frequent sense and hence a

strong baseline. However, inaccuracies are inevitable. For instance,strawberry is

assigned the food category whileblueberryis labeled as a plant. A related problem

is that we have one embedding for all senses instead of sense-speci�c embeddings.

The second problem is that the supersenses are often too broad and too over-

populated to form semantically coherent groups. For instance, the supersense

artifact brings together musical instruments, vehicles, clothes, guns, and buildings

among others. In the t-SNE plane, this supersense is found in two distinct regions.

The fuzziness of the 26 supersenses is clearly demonstrated by Linear Discriminant

Analysis (LDA) given the task of assigning shift vectors to supersenses. From

an evaluation of the LDA on all of the data points (N = 11749), accuracy and

weighted average F-score were both 58.4%. To put the multiclass classi�cation

performance of the LDA into perspective, the weighted average F-score by the

LDA is 7 times greater than the weighted average F-score of a baseline classi�er

that always predicts the most frequent superset. The LDA's performance indicates

that on the one hand there is structure and the structure is captured by both

a supervised algorithm, i.e., LDA, and an unsupervised algorithm, i.e., t-SNE.

On the other hand, it indicates that there is also considerable uncertainty about

superset membership.

To address the �rst problem, one would have to make use of techniques for word-

sense disambiguation. Word sense disambiguation has a very long history in com-

putational linguistics, and there are many supervised and unsupervised algorithms

designed for this task. One might combine WordNet and FrameNet (Baker, Fill-

more, & Lowe, 1998) annotations as proposed byBaker and Fellbaum (2009),

train a supervised model (e.g.,Zhong & Ng, 2010), or search for words' nearest

neighbors in a contextual word embeddings space (Loureiro & Jorge, 2019). Given

a high-accuracy word sense disambiguation pipeline, one could then apply word

sense disambiguation before calculating embeddings usingword2vec . Such a

program, if at all feasible, is outside the scope of the present study.
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The second problem is more straightforward to address. Instead of using the

26 supersenses shown in Fig.4.6, we can zoom in on smaller, more semantically

homogeneous sense sets. For instance, the supersensepersoncovers 2725 lexemes in

our data. By moving to semantic classes one level below this supersense, we obtain

more coherent subsets such asrelative, scientist, and lover. For our pluralization

dataset, we constructed a total of 411 classes by moving zero steps or one step

down from the supersenses. On average, a class has 28.6 (SD = 39:8) members.

No class has fewer than 5 members. The most populous class has 481 members.

These new semantic classes are more semantically cohesive, as can be seen in

Figure 4.7for a number of sub-classes within the supersenseartifact as an example.

Furthermore, the performance of LDA increased despite the substantial increase

in the number of classes. Accuracy and weighted average F-score are both 61%

from an evaluation of an LDA that predicts 411 classes given the shift vectors. In

comparison, the weighted average F-score by this model is 189 times greater than

the weighted average F-score of a baseline classi�er that always predicts the most

frequent class.

Although the idea of an abstract semantic representation is appealing, it turns

out that a simple average shift vector fails to do justice to the intricate semantic

structure that characterizes nominal pluralization in English. Apparently, En-

glish pluralization is substantially more subtle and varies systematically with the

semantic category (supersense) of a noun.

4.3.3 CosClassAvg

This new set of 411 classes, or a similarly cohesive set of classes of semantically

highly related words, makes it possible to formalize a new model for plural se-

mantics. We �rst calculated the average shift vector for each of the 411 classes.

The mean length of these average shift vectors is 1.2, and its standard deviation

is 0.3. Compared to the distribution of shift vectors shown in Fig.4.2, both mean

and standard deviation are substantially reduced. The same holds for their angles

(M = 89:1, SD = 2:6). This clari�es that by-class shift vectors are more similar to

each other than is the case for the shift vectors in the undi�erentiated set ofall
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nouns.

We can now introduce ourCosClassAvg theory for noun plurals. Given an

input word and its semantic class, the plural vector predicted byCosClassAvg

is obtained by taking the singular vector and adding to it the average shift vector

for that class. Thus, the vector forbananasis predicted using

�����!
bananasp =

����!
banana+ �������!avg-shift fruit ;

while the vector for cars is predicted based on

��!carsp = �!car + �������!avg-shift vehicle :

We can assess the quality of predicted vectors by inspecting the cosine similarities

of a predicted vector with the vectors of all words. Ideally, the vector that is closest

to the predicted vector represents the meaning of the targeted plural.

How well doesCosClassAvg perform? To address this question, we �rst in-

vestigated whether predicted plurals are better di�erentiated from their singular

counterparts. As our baseline for comparisons, we used theOnly-b method in-

troduced in Linzen (2016), where b represents the vector for the base word. This

method simply returns the input singular vector, without adding anything to it, as

the predicted plural vector. As a consequence, this method will always predict the

nearest neighbor in terms of cosine similarity, i.e. the word that is most similar to

the base word in the vocabulary.

We calculated the predicted plural vectors for all singular words in our pluralization

dataset (N = 11749) using3CosAvg , CosClassAvg , and the baseline method.

Many implementations of proportional analogies with word embeddings exclude

the input words such as the singular word from the vocabulary as a potential

predicted word. However, in an �honest� practice, asRogers et al.(2017) put

it, we do not exclude any words from the vocabulary. We, therefore, compared

predicted vectors with a broader set of words covering all 30497 word form types

in our pluralization and our vocabulary datasets.

The notched boxplots in Fig.4.8 summarize the distributions of cosine similari-
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4.3.4 Discussion

According to the 3CosAvg method proposed byDrozd et al. (2016), pluralization

can be formalized as a function adding anaverage shift vectorto the singular

vector:

vpl = f 3CosAvg (vsg) = vsg+ vpl :

We have shown that this formalization of plurality is too simple: shift vectors

form semantically motivated clusters.CosClassAvg brings these classes into a

modi�ed function

vpl = gCosClassAvg (vsg) = vsg+ vpl jsemantic class:

The meaning shift in pluralization is similar for lexemes within a semantic class and

is di�erent for lexemes from di�erent semantic classes.CosClassAvg capitalizes

on this observation and computes several average shift vectors, one per semantic

class, which enables it to generate improved predictions for plurals.

Pluralization with CosClassAvg requires two pieces of information to make a

prediction, namely, information on the semantic clusters (and their centroids) and

information on the semantic class membership of a given singular noun. The

current study shows that, given this information, more precise predictions for

plural vectors are obtained. Although outside the scope of this contribution, it

may well be possible to develop an end-to-end model that does class induction

and pluralization jointly. To that end, semantically cohesive clusters within the

shift space may be obtained using unsupervised clustering algorithms. We have

shown that clusters found by the unsupervised t-SNE algorithm independently

of the WordNet tags, are well-supported by the supervised LDA classi�cation

using WordNet tags. In the present approach, we accept the 411 classes as given,

leaving it to further research to address the question of how these classes might be

grounded in unsupervised learning.

Regarding the second source of information, we gauged how straightforward itis to

classify singular nouns according to their semantics. From a 5-fold strati�ed cross-

validation evaluation of an LDA predicting the 411 semantic classes fromsingular
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vectors, the mean weighted average F-score was 61% (SD = 0:1) on the training

sets and 32% (SD = 0:5) on the test sets. The weighted average F-scores by the

LDA from the 5 evaluations are on average 190.3 times (SD = 0:5) greater on the

training sets and on average 100.1 times (SD = 2:3) greater on the test sets than

the weighted average F-scores of a baseline classi�er that always predicts themost

frequent class. A straightforward LDA performs quite well under cross-validation.

Thus, the classes that we derived from WordNet are to a large extent implicit in

the word embeddings.

The CosClassAvg method may also provide enhanced predictivity for human

lexical processing, compared to the3CosAvg method. For instance,Westbury

and Hollis (2019) calculated average vectors for words belonging to di�erent syn-

tactic categories, or containing di�erent derivational a�xes, and showed that these

average vectors can be leveraged to model human categorization decisions.

Following their approach, we computed the average vector of plural nouns

( 1
m

P m
i=0 ~pi in equation 4.4) using the 14699 plural words in our pluralization

dataset introduced in Section4.2. Nearest neighbors to the average plural were re-

trieved among our vocabulary dataset. We replicatedWestbury and Hollis(2019)'s

�ndings for the average plural vector. Within the closest neighbors of the aver-

age plural vector, 79% are plural nouns. However, other than being plural, these

nouns are semantically highly heterogeneous. If human category decisions are also

in�uenced by the lexical semantics of nouns, more precise predictions can perhaps

be obtained by further conditioning on the semantic class of the noun. We leave

this issue to further research.

The clustering of plural shift vectors by semantic class likely re�ects di�erencesin

how plural objects con�gure in our (culture-speci�c) constructions of the world.

Multiple cars occur in di�erent con�gurations which tend to share alignments, as

in parking lots or tra�c jams. Multiple oranges or multiple cherries occur in very

di�erent con�gurations, typically piled up in boxes or on plates, and bananas occur

in hands on banana plants and fruit stands. Apparently, the di�erent properties

of the objects that we refer to in the plural are re�ected in our language use,

as captured by distributional semantics. However, apples and oranges are more
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similar than apples and bananas. As a consequence, the vectors predicted by

CosClassAvg will always be a bit o� for individual words. This observation

necessitates updating the plural semantic functiong with an error term, as follows

vpl = gCosClassAvg (vsg) = vsg+ vpl jsemantic class+ � lexeme:

The error vector � lexeme represents the lexeme-speci�c semantics that cannot be

captured by the semantic commonalities of the lexeme's semantic class. In usage-

based grammar and corpus linguistics, individual words, including in�ected words,

have been argued to have their own highly speci�c usage pro�les (see, e.g.,Sinclair,

1991). �Error� components such as� lexeme formalize this important insight. How-

ever, since semantic vectors themselves are measurements, and as such subject to

measurement error, we need to add a second error vector representing measurement

noise:

vpl = gCosClassAvg (vsg) = vsg+ vpl jsemantic class+ � lexeme+ � :

SinceCosClassAvg decomposes semantic vectors into constituent semantic vec-

tors, it constitutes a �decompositional� or �analytical� method for accounting for

in�ectional semantics. In the next section, we compare decompositionalCosClas-

sAvg with a compositional method, FRACCS (Marelli & Baroni , 2015).

4.4 Pluralization with FRACSS

Marelli and Baroni (2015), building on previous research on compositional seman-

tics (Baroni & Zamparelli, 2010; Lazaridou, Marelli, Zamparelli, & Baroni, 2013;

Mitchell & Lapata , 2008), proposed to model derivational semantics with the help

of a linear transformation that takes the semantic vector of the base word as input,

and maps it onto the semantic vector of the corresponding plural using a linear

mapping B :

vpl = hFRACSS (vsg) = vsgB :

This model, known as theFracss model, has been applied to German complex

verbs (Günther, Smolka, & Marelli, 2019), and an extended version has been used

to study compounding in English and German (Günther & Marelli , 2016, 2019;
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Günther, Marelli, & Bölte , 2020; Marelli, Gagné, & Spalding, 2017). In the fol-

lowing, we applyFracss to English plural in�ection, and compare its predictions

with those of CosClassAvg .

Fracss transforms singular vectors into plural vectors using straightforward ma-

trix multiplication. Let X denote a matrix with as row vectors the word embed-

dings of singulars, and letY denote a matrix with the same number of row and

column vectors representing the meanings of the corresponding plurals:

X =

0

B
B
B
B
B
B
@

x1;1 x1;2 � � � x1;n

x2;1 x2;2 � � � x2;n
...

...
. . .

...

xt;1 xt;2 � � � xt;n

1

C
C
C
C
C
C
A

; Y =

0

B
B
B
B
B
B
@

y1;1 y1;2 � � � y1;n

y2;1 y2;2 � � � y2;n
...

...
. . .

...

yt;1 yt;2 � � � yt;n

1

C
C
C
C
C
C
A

:

The mapping B is a n � n dimensional matrix that satis�es

XB = Y :

We estimateB as follows:

B = X + Y = ( X T X )� 1X T Y ;

whereX + is the pseudo-inverse ofX and X T is its transpose, and (:)� 1 denotes

a matrix inverse operation. GivenB and the vector of a singular, the predicted

plural vector is given by

h
x1 x2 � � � xn

i

0

B
B
B
B
B
B
@

b1;1 b1;2 � � � b1;m

b2;1 b2;2 � � � b2;m
...

...
. . .

...

bn;1 bn;2 � � � bn;m

1

C
C
C
C
C
C
A

=
h
ŷ1 ŷ2 � � � ŷm

i
;

which, according to the de�nition of matrix multiplication, implies that

ŷj =
nX

i =1
bi;j � x i ; for 1 � j � m:
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In other words, the j -th element of the semantic vector of a given plural is a

weighted sum of the values of its singular vector.

4.4.1 Conceptualizing noun plurals with FRACSS

We estimated the mapping matrixB for 90% of the singular-plural pairs in our

pluralization dataset (10574 pairs) using 300-dimensionalword2vec vectors. The

remaining 1175 word pairs were set aside as held-out testing data. The resulting

300� 300B matrix implements the change in the meaning of singular words that

goes hand in hand with the a�xation of the plural -s. With B in hand, we can

calculate predicted plural vectors for both the training data and the test data.

The model correctly predicts plural forms for 88% of training items and for 76%

of test items. Clearly, the mapping appears robust as a memory for seen items,

and it is also productive for unseen items.

To better understand the performance of theFracss model, recall that in Sec-

tion 4.3we observed thatword2vec 's singular and plural vectors are very similar.

That is to say, any model for �nding a mapping between the singular and the plu-

ral space is a priori in an advantageous position since the relationship between

the two spaces is already a given property of the semantic space constructedby

word2vec . In other words, the mapping matrixB must be somewhat similar to

an identity matrix (i.e., a matrix with ones on the diagonal and zeroes elsewhere).

The cool-to-warm heat map in Fig.4.10, that visualizes theFracss matrix, shows

that this is indeed the case. Input vector dimensions are on the vertical axis, in-

dexed by i from 1 to 300, and output vector dimensions, indexed byj from 1 to

300, are on the horizontal axis. The color indicates the magnitude of the value

at index (i; j ). The value at index (i; j ) of this matrix, bi;j , shows the association

strength between thei -th dimension of the singular vectors and thej -th dimension

of the plural vectors. Association strengths are highest on the diagonal entries of

this matrix, which links every singular with its own plural.

The mean value of the diagonal elements is 0.57 (SD = 0:02). Barely any structure

is evident elsewhere: the mean value of o�-diagonal elements is a mere 9:8� 10� 5

(SD = 0:017). We can therefore approximate the e�ect of multiplication withB
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with a much simpler operation:

Ŷ = 0:57XI + � ; � � N 300(� 0:001;0:08I ); (4.7)

whereI is the identity matrix, � is a matrix of 300-dimensional random vectors as

row vectors all chosen from the same multivariate normal distribution with mean

vector � 0:001 (a 300-dimensional vector with -0.001 everywhere) and covariance

matrix 0:08I .3 Note that this approximation of B predicts that the semantic

vectors predicted byFracss are shorter in length than their singulars: this follows

from the multiplication factor 0.57.

How do the Fracss predicted vectors compare to the vectors predicted by

CosClassAvg ? To address this question, we �rst consider similarity evaluated

by means of the angle between vectors, and subsequently by means of the Eu-

clidean distance of the corpus-extracted vectors. The median cosine similarity

of predicted and target vectors is 0.75 forFracss and 0.71 forCosClassAvg

(Wilcoxon signed-rank testW = 65105609,p � 0:0001 one-tailed,N = 11749).

Furthermore, the median cosine similarity between singular vectors and predicted

vectors is 0.87 forFracss and 0.95 forCosClassAvg (Wilcoxon signed-rank test

W = 649018,p � 0:0001 one-tailed).

When accuracy is evaluated with the cosine similarity measure, theFracss plural

vectors are now close enough to the target plural vectors to capture the plural word

correctly as the �rst nearest neighbor in 1520 cases (13%).

Similar results are obtained when we use the Euclidean distance measure. The

median Euclidean distance to corpus-extracted plural vectors is shorter from pre-

dicted vectors forFracss at 2.28 in comparison with vectors forCosClassAvg

at 2.64 (Wilcoxon signed-rank testW = 1530725, p � 0:0001 one-tailed). In-

versely, the median Euclidean distance between singular vectors and predicted

vectors is 1.67 forFracss and 1.04 for CosClassAvg (Wilcoxon signed-rank

test W = 68556852,p � 0:0001 one-tailed).

3For almost all predicted plural and singular vector pairs, the epsilons were normally distributed
with an average mean of -0.001 and an average standard deviation of 0.08 (D'Agostino'sK 2

departure from normality hypothesis test; p > 0:001 for 99.8% of 11749 tests).
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Thus far, we have based our evaluation on the angle and distance between vectors.

We have seen thatFracss vectors have smaller angles and shorter distances to

plural vectors than CosClassAvg vectors. What about the Euclidean length of

the predicted plural vectors? Fig.4.11 plots the length of predicted plural vec-

tors against the length of singular vectors, forCosClassAvg (left) and Fracss

(right). For both methods, the length of predicted plural vectors increases with

the length of singular vectors, similar to the trend observed in Fig.4.5 for the

length of corpus-extracted plural and singular vectors. However, there is a strik-

ing di�erence. Most plural vectors predicted byCosClassAvg are longer than

their singular vector (74%). By contrast, as anticipated above on the basisof

an analysis of theB matrix, all plural vectors predicted by Fracss are shorter

than their corresponding singular vectors.4 However, for the corpus-based actual

word2vec vectors, 66% of the plural vectors are longer than the corresponding

singular vectors.

4.4.2 Discussion

We have seen thatFracss outperformsCosClassAvg when evaluation is based

on the angle or distance between vectors, butCosClassAvg outperformsFracss

when we consider vector lengths. In section4.5 we propose another measure for

evaluating the relative merits of the two methods. , we �rst re�ect on some tech-

nical and conceptual problems that come with theFracss approach.

One conceptual problem concerns the interpretation of theB matrix. Our t-

SNE analysis of shift vectors revealed clustering by semantic class. However,B

is calculated by evaluating all singulars and plurals simultaneously. It is an em-

pirical question whether this is advantageous for understanding human lexical

processing, an issue we pursue in more detail in section4.5. If we assume, for the

sake of argument, thatFracss is a more precise version ofCosClassAvg , then

CosClassAvg provides us with insight into what Fracss is actually achieving:

semantic-cluster driven local generalization. In other words, theFracss matrix

4The signed di�erence between the length of the target plural vectorsand the length of the
predicted plural vectors is lower for CosClassAvg compared to Fracss (Wilcoxon signed-
rank test W = 69025375;p � 0:0001;MD CosClassAvg = 0 :09;MD FRACSS = 0 :89;N = 11749).
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There are also some technical issues worth mentioning. First, updatingFracss

matrices is more costly than updating theCosClassAvg model. Introducing

new word pairs, or even a single pair, to the training dataset necessitates re-

computation of the wholeFracss network. For CosClassAvg , a new word pair

merely requires re-calibration of the average shift vector for the semanticclass of

the pertinent lexeme.

Second,Fracss requires large numbers of parameters: given vectors of dimension

n, it requires a mapping with n2 parameters (which can be conceptualized as

the beta weights of a multivariate multiple regression model). For the present

word2vec vectors, we have no less than 300� 300 = 90000 parameters. As

our current dataset has more than 11000 datapoints, we have more data than

parameters, andFracss works just �ne. However, when the number of datapoints

is substantially less than the number of parameters, theFracss approach will

over�t the data, and not generalize well. For example, in the study ofLazaridou

et al. (2013), 12 out of 18 a�xes have fewer than 350 words (training samples),

whereas the semantic vectors used had a dimensionality equal to 350. Likewise,

27 out of 34 a�xes studied by Marelli and Baroni (2015) are trained on fewer

observations than their vectors' dimensionality.

To avoid the problem of over�tting, one could model the complete set of deriva-

tional a�xes of English with one Fracss mapping. Under the assumption that the

number of derived words is substantially larger than the dimensionality squared of

the embeddings, the model should show good generalization performance. How-

ever, even though data sparsity would no longer be a problem, the model would

not be very informative about the semantics of the di�erent a�xes.

In the light of these considerations, we consider how well the two models for con-

ceptualizing plurals,Fracss and CosClassAvg , perform when integrated into a

model of morphology that addresses the mappings between form and meaning, the

Linear Discriminative Learning (ldl ) model proposed by (Baayen et al., 2019).
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4.5 Conceptualization and the mapping from

form to meaning

Up till now, we have considered how the meanings of singulars and plurals are

related to each other, and we have considered two alternative mathematical for-

malizations of how to conceptualize a plural given a singular. Both formalizations

provide an account of the semantic productivity of pluralization. However, for

understanding or producing actual words, we need to consider mappings between

form and meaning. In the ensuing paragraphs, we focus on comprehension, and in-

vestigate which of the two formalizations provides semantic vectors that arebetter

aligned with words' forms.

An initial question is whether words' form representations make systematic contact

with the semantic vectors ofCosClassAvg and Fracss . If there exists system-

aticity between the form space and these semantic spaces, it should be possibleto

�nd accurate mappings from forms to meanings, not only for training data, but

also for held-out test data.

4.5.1 Comprehension with FRACSS and CosClassAvg

We model comprehension with the discriminative lexicon model ofBaayen et al.

(2019). This model makes use of linear mappings from numeric representations

of words' forms to numeric representations of words' meanings. Theldl model

is well-suited for our purposes as it has been shown to be successful in modeling

comprehension of morphologically complex words for various languages (Chuang

et al., 2020; Denistia & Baayen, 2022; Heitmeier & Baayen, 2020; Heitmeier et

al., 2021) and, importantly, because it is �exible in terms of which semantic space

is selected to represent words' meanings. Keeping form representations and the

representations for singular meanings the same, meaning representations for plurals

can be created according toCosClassAvg , or alternatively, according toFracss .

For our modeling experiments, we extracted all singular and plural tokens from the

vocabulary dataset introduced in Section4.2. This subset comprises 9541 English

singular and plural tokens of 8762 unique orthographic word form types. There
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are more tokens than types because 728 words have two or more pronunciations

in the NewsScape English Corpus. We constructed training data and test data

in such a way that plurals in the test data always had the corresponding singular

in the training data. The training data also included plural forms that do not

have a corresponding singular in the dataset. Of all plurals with corresponding

singulars, 70% were assigned to the training data, and 30% to the testing data.

This resulted in training data comprising 8507 tokens of 7886 types, and test data

comprising 1034 tokens of 1002 types. Table4.2 provides further information on

the composition of the training and test sets.

Dataset #Types #Tokens

Training set
Singular 5073 5511
Plural with seen stem 2253 2412
Plural with unseen stem 560 584

Test set
Plural with seen stem 1002 1034

Table 4.2: Number of word form types and word form tokens in the datasets used
for the ldl simulations.

Heitmeier et al.(2021) discuss several methods with which numeric representations

for word forms can be constructed. In the present study, we make use of numeric

form vectors that are based on triphones, i.e., context-sensitive phone units that

include information about neighboring segments. For the wordcities, the triphone

cues are#sI, sIt , Iti , tiz , and iz# , where the# symbol is used to denote word

boundaries. For our dataset, there are 6375 unique triphones. A word's form

vector is de�ned as a vector with a length of 6375 that has values that are either

zero or one, depending on whether a triphone is present in a word (1) or not (0).

Words' form vectors can be brought together in a matrixC with words on rows

and triphones on columns (For form vectors derived from the audio signal, see

Shafaei-Bajestan et al., 2021). As a result, the matrix with word form vectors

C used for deriving mappings from form to meaning had 8507 rows and 6375

columns.

The form vectors for words are based on the phone transcriptions in the NewsScape
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English Corpus, which are obtained from the Gentle forced aligner. Gentle's ASR

backend isKaldi (Povey et al., 2011), which is set up to run with a version of

the CMUDict machine-readable pronunciation dictionary (https://github.com/

cmusphinx/cmudict ), but with information on stress removed. For various words,

the dictionary o�ers pronunciation variants, such asd_B ae_I t_I ah_E and d_B

ey_I t_I ah_E for data. Here, CMUDict combines ARPABET phone represen-

tations with additional information on whether a segment is at the beginning of a

word, at an intermediate position, or at the end of a word (B, I , and Erespectively).

We note here that the list of pronunciation variants provided by CMUDict is far

from complete. For instance, forideology, it provides the transcription /aIdiAl2dZi/

but not the alternative /idi Al2dZi/. Various reduced forms of function words as

typically found in spoken language are not represented in the dictionary. For in-

stance, the conjunctionand is listed with two variants, /ænd/ and / 2nd/, but

forms such as /2n/ or even /n/ are not included. As a consequence, the represen-

tations we used for words' forms may not correspond to the exact way in which

these words were actually spoken.

For evaluating the advantages and disadvantages of semantic vectors basedon

CosClassAvg and Fracss , we set up two semantic matrices,SCosClassAvg and

SFRACSS that were based onword2vec . The vectors for singulars were straight-

forwardly taken from word2vec , but the vectors for plurals were calculated either

according toCosClassAvg or according toFracss . The two semantic matrices

had 8507 rows and 300 columns. We then calculated two 6375� 300 mappings,

FCosClassAvg and FFRACSS , by solving the equations

SCosClassAvg = CF CosClassAvg

SFRACSS = CF FRACSS :

With these two mappings, we obtained two sets of predicted semantic vectors for

the training data:

ŜCosClassAvg = CF CosClassAvg

ŜFRACSS = CF FRACSS :
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Given the form vectors of the held-out plurals, which we collect as the row vectors

of a form matrix C test , we also obtain two matrices with predicted plurals:

ŜCosClassAvg ;test = C test FCosClassAvg

ŜFRACSS ;test = C test FFRACSS :

Prediction accuracy was evaluated by inspecting which gold-standard row vector

is closest to the corresponding predicted semantic vector in terms of Pearson's

correlation coe�cient. If these vectors belong to the same word (i.e., theyhave the

same row index), prediction is taken to be accurate. In the same way, we can check

whether the gold-standard vector is among the topn nearest semantic neighbors.

Making a prediction for a given test token always involves choosing among 7886

+ 1 di�erent semantic vectors�the semantic vectors for the word types in the

training set plus the semantic vector for the current test word. Henceforth, wewill

refer to the ldl model with Fracss vectors asLdl-Fracss and the model with

CosClassAvg embeddings asLdl-CosClassAvg .

Fig. 4.12presents the top 1 to top 5 accuracies of word recognition evaluated on the

training set in dark bars and on the test set in light bars. Recognition accuracy on

the training set by both models is 96% for models' top 1 predictions and increases

to almost 100% as we consider the top 2 to top 5 predicted words. With respectto

the test data, Ldl-CosClassAvg outperforms DL-FRACCS by a wide margin in

terms of accuracy (top 1)5, whereasLdl-Fracss has slightly better performance

when the top 2 or top 3 candidates are considered.

Recall that our dataset contains words with multiple pronunciations. The random

selection for inclusion in the held-out dataset of seen-stem plural words may result

in either having no instances of the plural word in the training set (e.g., both

pronunciations recorded forreports occur in the test set), or having one pronunci-

ation in the training data and another pronunciation in the test set (e.g.,results

is trained on /ôIz2lts/ and tested on /ôiz2lts/). Ldl-CosClassAvg recognizes at

5The median correlation between the predicted semantic vectors and the target semantic vector
is larger for the Ldl-CosClassAvg model compared to Ldl-Fracss (W = 214575, p <
0:0001, MDLDL-CosClassAvg = 0 :78, MDLDL-FRACSS = 0 :77, N = 1034).

147







Chapter 4 Plural Semantics

set of target triphonest and the set of predicted triphonesp as follows:

recall (t;p) =
jt \ pj

jpj
;

overlap (t;p) =
jt \ pj

min(jtj; jpj)
:

For example, the wordbribesis recognized astribes by both models. The predicted

and the target word share many form features with a recall and an overlapindex of

0.6. We classi�ed words as �similar sounding� when the overlap index was greater

than 0.3 and the recall index was greater than 0.2. The remaining words were

assigned to the �other� class. The set of words for which a similar-sounding error

was made byLdl-Fracss is a subset of that ofLdl-CosClassAvg . The two

models are in error for the same 33 words assigned to the �other� category.

4.5.2 Discussion

Both CosClassAvg and Fracss generate high-quality plural vectors.Fracss

plurals are somewhat better aligned with respect to angle, whereasCosClassAvg

plurals are better positioned in terms of length. We used the DL model to assess

whether Fracss or CosClassAvg vectors are closely aligned with words' forms.

On training data, both models have very similar performance. On held-out test

data, CosClassAvg is more accurate. We take this as evidence that plural vectors

generated byCosClassAvg are better aligned with the corresponding plural

forms.

4.6 General Discussion

Using distributional semantics, visualization with t-SNE, and WordNet, we have

documented for nearly 15000 pairs of English singulars and their corresponding

plurals that how plural semantics is realized in semantic space varies with the

semantic class of the base word. Instead of there being one universal shift from
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singulars to plurals in distributional space, the direction and length of shift vectors

depend on a lexeme's own semantics. As a consequence, shift vectors for fruitsare

substantially di�erent from shift vectors for instruments.

We proposed theCosClassAvg model to account for the conceptualization of a

plural given the singular. This model proposes that an empirical plural vector is

the sum of four vectors: the vector of the lexeme, the shift vector appropriate for

its semantic class, a lexeme-speci�c vector representing the lexeme's own lexical

properties, and an error vector representing measurement noise. We showed that

CosClassAvg provides more precise approximations of plural vectors than a

model based on a general average shift vector (3CosAvg ).

We compared theCosClassAvg model with the Fracss model (Marelli & Ba-

roni, 2015). The Fracss model also takes the semantic vector of the singular as

input, but makes use of matrix multiplication instead of vector addition to calcu-

late the semantic vector of the plural. TheFracss model generates plural vectors

that are closer to the target plural vectors. However, the plural vectorsproduced

by Fracss are shorter than the target plural vectors.

To better understand the merits of the two models, we also considered how well

the Fracss plural vectors and theCosClassAvg vectors are aligned with words'

form vectors. We evaluated the quality of the alignment with the Discriminative

Lexicon model (Baayen et al., 2019), focusing on its comprehension network. We

created form vectors by �rst collecting all possible triphones and then speci�ed,

for a given word, in a high-dimensional binary vector, which triphones are present

(1) in that word and which are absent (0). We created two mappings from form

vectors to semantic vectors, one for semantic vectors that useFracss to generate

plural vectors, and a second mapping for semantic vectors that useCosClas-

sAvg to produce plural vectors. For training data, both types of vectors allowed

highly accurate mappings to be set up. However, for the held-out test data, plural

vectors could be predicted with substantially higher accuracy when plural vec-

tors were created usingCosClassAvg . This suggests that plural vectors created

with CosClassAvg are better aligned with plurals' forms compared to vectors

generated withFracss .
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CosClassAvg o�ers two advantages compared toFracss . First, Fracss models

run the risk of overparameterization, especially for small datasets with numbers

of observations that are substantially smaller than the square of the dimension

of the semantic vectors. Second, theFracss matrix operation seems to suggest

that pluralization is a unitary operation, represented by one transformation ma-

trix. However, what this model is actually doing is capturing, within one highly-

parameterized mapping operation, a wide range of di�erent ways in which plurals

are realized, depending on the semantic class of their lexemes. For comparison,

one can set up a singleFracss model for all bi-morphemic su�xed derived words

of English, with high accuracy on both training and test data (see the supplemen-

tary materials for further details). However, the di�erent derivational su�xes of

English serve di�erent semantic goals, which emerge immediately from a t-SNE

visualization. Thus, being able to obtain a high-quality mapping between singu-

lars and plurals does not guarantee that the same semantic operation is governing

all transitions from singulars to their plurals in semantic space.

This conclusion has important consequences for the principle of semantic compo-

sitionality ( Pelletier, 2001) as applied to morphology. According to this principle,

the meaning of a plural is determined by the meaning of the singular and the

meaning of the plural su�x, or the meaning that is realized by the rule that cre-

ates plurals from singulars. As we have seen, a general shift vector that is the same

for all lexemes (as formalized by the3CosAvg method) has some value, but fails

to have the required precision.Fracss does not provide a uniform pluralization

operation either, as, thanks to its large numbers of parameters, it can wrap itself

around the many individual clusters of shift vectors that are characteristic of a

large number of speci�c semantic classes. It is, of course, possible to adjust the

CosClassAvg model

vpl = vsg+ vpl jsemantic class+ � lexeme+ �

by subtracting the average plural vector�v from all class-speci�c vectors:

vpl = vsg+ �v + [ vpl jsemantic class� �v ] + � lexeme+ � :
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This formulation of CosClassAvg isolates what is common to all plurals. Unfor-

tunately, this common core is a shift vector that is located far outside the cluster

of actual shift vectors (see Fig.4.4), and hence it remains unclear what is gained

by incorporating it into the CosClassAvg model. As a consequence, it is also

unclear in what sense English plurals are �compositional� in the sense of, e.g.,

Pelletier (1994). At the same time, the present �ndings dovetail well with the

insight from usage-based grammar and corpus linguistics that individual words,

including in�ected words, often have their own highly speci�c usage pro�les (see,

e.g.,Sinclair, 1991).

Noun pluralization has been characterized as being rather close to derivation:Booij

(1996) characterizes it as inherent in�ection, rather than contextual in�ection. It

remains an issue for further research to clarify whether the present conclusionsfor

nominal pluralization generalize to contextual in�ection. Agreement marking on

English simple present verbs makes for an interesting case to pursue in parallel

with the present results on nominal plurals.

We conclude this study of the semantics of English noun pluralization by placing

English in a broader cross-linguistic perspective. Many languages have rules that

are sensitive to semantic subsets of nouns. Some languages split nouns into a

group for which plurality marking is relevant, and a group for which it is irrelevant.

Typically, such splits are made along an animacy hierarchy, from kinship nouns

at the highest rank, to human nouns, to (higher and lower) animate nouns, to

inanimate nouns at the lowest rank (Corbett, 2000).

In Slave, an Athabaskan language in Northwest Territories, Canada, plural mark-

ing occurs optionally only for human nouns and dogs (Rice, 1989). The World

Atlas of Language Structures documents 60 other languages that have an optional

or obligatory plural marking for human nouns and lack a plural for nouns further

down the animacy hierarchy (Haspelmath, 2013).

In Persian, subject-verb agreement in person and number coded on the verb is

obligatory for animate plural nouns but optional for inanimate ones (Mahootian,

1997, p. 145). Smith-Stark (1974) reports a similar rule in Georgian. Maori

provides a case where number marking is obligatory only for kinship nouns such
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as m̀atua' (`parent') and `teina' (`younger sibling') (Bauer, 1993).

Kiowa, an endangered Tanoan language spoken in Oklahoma, exhibits a strong

relationship between semantically coherent noun classes and number agreement

behavior. Table4.3 summarizes the nine classes distinguished byHarbour (2008,

2011), on the basis of which he argues for amorphosemantic theoryof number.

Bantu languages are known for their large numbers of semantically motivatednoun

classes (see, e.g.,Polomé, 1967, for Swahili).

Class Semantic characteristics Example

1 First person only `I'
2 Animates `boy', `bird'

and independently mobile inanimates `leg', `moon'
3 Default for vegetation `grass'

and implements `pencil'
4 Vegetation forming natural collections `tree'

and implements that act collectively `ember'
5 Hair types `eyelash'

and midsize fruit growing in clusters `tomato'
6 Individuable objects `river'
7 Non-granular mass nouns `water'
8 Pluralia tantum nouns, `trousers'

composite nouns `necklace'
and granular mass nouns `rice'

9 Default `shoe'

Table 4.3: Kiowa noun classes based onHarbour (2008, 2011)

English has in few instances grammaticalized the diverse ways in which our minds

perceive and structure the objects and ideas in the world with which we interact.

For English nouns, the distinction between mass and count nouns comes to mind.

Additionally, a major part of present-day English count nouns that never or oc-

casionally take the su�x -s in their plural form are animal nouns that are hunted

(e.g.,duck, woodcock, and elk) or �shed (salmonand crab) (seeQuirk, Greenbaum,

Leech, & Svartvik, 1985, for lexemes other than animal names) (seeToupin, 2015,

for an extended list of 85 animal nouns).
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We kept the stimuli in the present study simple and consistent by focusing on

regular singular and plural forms. Further research is required that investigates

varieties of plurals including irregular plurals (e.g.,man � men), zero plurals (�sh

� �sh ), pluralia tantum ( scissors with no singular variant), singularia tantum

(wealth with no plural variant), or sense-speci�c plural formations (mouse� mice

for rodents andmouse� mousesfor computer input devices;Acquaviva, 2008).

Many other languages re�ect in their grammars a variety of ways in which nouns

are perceived to cluster semantically. Whereas semantic di�erentiation in the

nominal system is explicitly grammaticalized in these languages, semantic noun

classes also play a role in the grammar of English, albeit mainly implicitly. By

combining distributional semantics, WordNet, and t-SNE visualization, we have

been able to detect that semantic noun clusters also structure English language

use.

Declarations

Funding

This research was funded by the European Research Council under the ERC grant

number 742545, Project WIDE, awarded to the last author. The data processing

of the NewsScape corpus was funded by the Competence Network for Scienti�c

High Performance Computing in Bavaria to the third author.

Con�ict of interest/Competing interests

No potential con�ict of interest was reported by the authors.

Authors' contributions

ESB was responsible for data collection, analysis, interpretation, and wrote the

�rst draft of the manuscript. MMT contributed to the data collection, analyses,

and interpretation. PU assembled the auditory resources, and contributed todata

155



Chapter 4 Plural Semantics

collection, interpretation, and writing. RHB contributed to the research planning,

data analysis, interpretation, and writing.

156



Chapter 5

Spoken Plurals

Abstract

Distributional semantics o�ers new ways to study the semantics of morphology.

This study focuses on the semantics of noun singulars and their plural in�ectional

variants in English. Our goal is to compare two models for the conceptualization

of plurality. One model (Fracss ) proposes that all singular-plural pairs should be

taken into account when predicting plural semantics from singular semantics. The

other model (CosClassAvg ; henceforth CCA) argues that conceptualization for

plurality depends primarily on the semantic class of the base word. We compare

the two models on the basis of how well the speech signal of plural tokens in a

large corpus of spoken American English aligns with the semantic vectors predicted

by the two models. Two measures are employed: the performance of a form-

to-meaning mapping and the correlations between form distances and meaning

distances. Results converge on a superior alignment for CCA. Our results suggest

that usage-based approaches to pluralization in which a given word's own semantic

neighborhood is given priority outperform theories according to which pluralization

is conceptualized as a process building on high-level abstraction. We see that what

has often been conceived of as a highly abstract concept, [+plural ], is better

captured via a family of mid-level partial generalizations.

keywords:plural semantics, distributional semantics,Fracss , cosine class average,

sound-meaning mapping, spoken word recognition
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5.1 Introduction

Distributional semantics (Boleda, 2020; Firth , 1968; Günther, Rinaldi, & Marelli ,

2019; Harris, 1954; Landauer & Dumais, 1997; Mikolov, Chen, et al., 2013; B. Wang

et al., 2019) o�ers new opportunities for understanding the semantics of word for-

mation (see, e.g.Kisselew, Padó, Palmer, & ’najder, 2015; Marelli & Baroni ,

2015) and in�ection (see, e.g.,Baayen & Moscoso del Prado Martín, 2005). Given

corpus-based semantic vectors (known as embeddings in computational linguistics

and natural language processing) for pairs of base words and corresponding com-

plex words, several methods have been proposed that take as input the semantic

vector of the base word, and that produce as output the vector of the complex

word.

One such method is illustrated in Figure5.1. Given the semantic vectors for two

pairs of singulars and plurals (table, tablesand pen, pens), and given the semantic

vector for banana but no semantic vector for its plural, the semantic vector for

bananasis obtained by �rst calculating the vectors that start at a singular and

point to the corresponding plural (represented by blue vectors), and averaging

these, resulting in an average shift vector (in red). This shift vector can then be

applied to the vector ofbanana, resulting in the semantic vector forbananas(lower

panel).

Kisselew et al.(2015) calculated the average shift vector for each of a large set of

German derivational a�xes, and showed that this results in high-quality estimates

of the meanings of derived complex words. Another method for modeling word

formation processes is o�ered byMarelli and Baroni (2015). They used matrix

multiplication to obtain predicted semantic vectors for derived words, and showed

that this method generated quantitative predictors that help explain variance in

measures of lexical processing such as reaction times in visual lexical decision.

The abovementioned studies associate each derivational exponent with one concep-

tualization function that predicts the complex word from its base word. However,

recent research on plural in�ection has shown that the semantics of plurality can

be too complex semantically to be adequately represented by a single shift vector.

Chuang et al.(2022) observed that for Russian, a fusional language, the shift vec-
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to other semantic classes.Shafaei-Bajestan et al.(2022) broke down the set of

nouns into some 400 semantic classes, derived from WordNet (Miller , 1995). In

this way, overlap between clusters is reduced, and plural vectors constructed by

adding a class-speci�c shift vector to the vector of the singular are more similar to

the empirical vectors. Following their approach, class-speci�c average vectors are

visualized with arrows in Figure5.2 for the three example clusters.

We note here that in a t-SNE plane constructed for singular and plural embeddings,

plurals tend to occur very close to their singulars, and semantically similar words

tend to be relatively close together. What the t-SNE analysis of the shift vectors

shows is that how plural vectors are positioned with respect to their singular

vectors varies considerably and systematically by semantic class.

In English, words belonging to a semantic class are not overtly marked by a spe-

ci�c exponent. However, there are languages that have grammaticalized class-

conditional plural semantics. Swahili, a Bantu language, makes use of a large

number of noun classes, many of which are semantically motivated (Polomé, 1967).

For instance, the m-wa class is used for persons, the ma-ji class comprises words

for objects that occur in clusters such as fruits, and the ki-vi class covers arti-

facts and tools. The Kiowa language from the Tanoan language family, has nine

semantically motivated noun classes (Harbour, 2008, 2011). In contrast to En-

glish, Swahili and Kiowa have grammaticalized interactions of semantic class and

plurality, indicating that speakers of these languages have made explicit in their

grammars some perceived di�erences in what it means to be a plural.

Further evidence for the grammaticalization of number by semantic class is pro-

vided by languages with classi�ers such as Mandarin Chinese (see, e.g.Yip &

Rimmington, 2006). Constructions with numerals such as `two snakes' require a

classi�er before the noun, as inèr tíao shé, `two classifier snake', andèr zh	�

ni�ao , `two birds'. The classi�er tiao is often found preceding long and �exible ob-

jects, such as snakes and rivers. By contrast,zh	� is described as the classi�er �or

birds and certain animals, one of a pair, some utensils, vessels, etc.�1 Mandarin

classi�ers thus group multiples of objects together by their shape, size, or classes

1https://chinese.yabla.com/chinese-english-pinyin-dictionary.php?define=zhi .
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English. Given a semantic vectorvsg for the singular of a given lexeme, we can ask

what kind of conceptualization operation � is needed to map this singular onto

the corresponding pluralvpl :

�( vsg) = vpl : (5.1)

Shafaei-Bajestan et al.(2022) investigated two alternative implementations of �.

The �rst implementation straightforwardly builds on the observed clustering in

the original high-dimensional shift vector space.

�( vsg) = vsg+ vshift jsemantic class: (5.2)

For plurals that are `known' to the algorithm, i.e. for which semantic vectors are

available, a plural vector is semantically decomposed in the following way:

vpl = vsg+ vshift jsemantic class+ � : (5.3)

In other words, known plurals are composed of the singular semantic vector, a

shift vector appropriate to the semantic class of their base words, and a residual

error vector that speci�es the semantics that are speci�c to a given plural form. As

�rst pointed out by Sinclair (1991), regular in�ected words often have their own

collocational pro�les, which are part of native speakers' knowledge of the lexisof

their language (see alsoMilin, Filipovi¢ Ðurževi¢, & Moscoso del Prado Martín,

2009; Moscoso del Prado Martín, Kosti¢, & Baayen, 2004). In (5.3), this word

speci�c knowledge that is not predictable from the semantic class is represented

by the error vector � .

For `out-of-vocabulary' plurals, i.e., plurals on which the conceptualization func-

tion � has not been trained on, the semantic vector predicted for these plurals

simpli�es to:

vpl = vsg+ vshift jsemantic class: (5.4)

This approach, which applies the approach to derivation ofKisselew et al.(2015)

and extends it to the English plural, was laid out inShafaei-Bajestan et al.(2022).

Following their terminology, we henceforth refer to this method as Cosine Class

Average (CCA).
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An alternative approach to plural conceptualization builds on theFracss model

of Marelli and Baroni (2015), which was originally developed for derivational mor-

phology. When all singular semantic vectors are brought together as the row

vectors of a matrix S, and all corresponding plural vectors are bundled together

as the row vectors of a matrixP , a linear mappingM can be obtained by solving

SM = P :

Given M , the conceptualization function � is given by

�( vsg) = vsgM ; (5.5)

the embedding of a plural is decomposed as

vpl = vsgM + � ; (5.6)

and for plurals for which an embedding is not available, the plural vector is esti-

mated by

vpl = vsgM : (5.7)

The conceptualization functions �cca and � fracss implement two di�erent ways

of thinking about the conceptualization of plural nouns. The perspective taken by

� fracss is global in nature: to predict a plural meaning, one needs to take into

account the systematicities that govern all singular and plural pairs. In contrast,

the perspective taken by �cca is local in nature, the hypothesis being that it is

only the systematicities between singulars and plurals within the semantic class to

which the lexeme belongs that are relevant.

However, although � cca straightforwardly implements the structure that is re-

vealed by the t-SNE analysis to be present in the high-dimensional space of em-

beddings, precisely because it builds on semantic classes, it is actually a complex

theory: semantic classes are not straightforward to de�ne, and we therefore built

on previous work done within the WordNet project (Miller , 1995). Fracss , by

contrast, is a theory that takes as its point of departure that there is a single
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plural operation. Because linear transformations are quite powerful, it is possible

that the linear transformation of Fracss will actually capture in its stride the

semantic conditioning that is revealed by the t-SNE analysis.

Shafaei-Bajestan et al.(2022) observed that the plural vectors predicted by �fracss

and � cca are in general very similar. The former plural vectors were somewhat

more similar to theword2vec gold standard plural vectors in terms of angle, the

latter vectors were somewhat more similar in terms of vector length. In orderto as-

sess the relative merits of the two conceptualization functions,Shafaei-Bajestan et

al. therefore investigated the relation between plurals' semantics and their forms.

Di�erent approaches to exploring this relation have been proposed in the litera-

ture. For example,Shillcock, Kirby, McDonald, and Brew(2001), Tamariz (2008),

and Monaghan, Shillcock, Christiansen, and Kirby(2014) compared distances in

the form space to distances in a distributional semantic space.Levy et al. (2021)

employed methods from network science to build a multi-layer network that con-

nects a phonological network to a semantic network. Lexical measures such as

orthography-semantics consistency (Marelli, Amenta, & Crepaldi, 2015; Siegelman

et al., 2022) and phonology-semantics consistency (Amenta, Marelli, & Sulpizio,

2017) are now available for capturing the e�ects of form-meaning associations on

lexical processing.Shafaei-Bajestan et al.used a di�erent method, described in

the following paragraph.

Shafaei-Bajestan et al.(2022) addressed the systematicities between form and

meaning of English plural nouns using the Discriminative Lexicon Model (DLM)

proposed byBaayen et al.(2019). This computational model approximates com-

prehension with a linear mapping from numeric form representations to semantic

vectors. A core assumption of the DLM is that the form space and the semantic

space are so similar and well calibrated to each other that simple linear mappings

are su�cient for obtaining high-quality (albeit not perfect) predictions for mean-

ings given forms (in comprehension), and for forms given meanings (in production).

Given that according to this model the mappings between form and meaning are

extremely simple, the quality of the model's predictions is critically dependent on

the representations of form and of meaning. Within this modeling framework, it

is therefore essential to clarify whether the semantic vectors of plurals are better
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aligned with words forms when generated withFracss , or when generated with

CCA. Using form representations that encode which triphones are present in a

word's form, Shafaei-Bajestan et al.found that plural vectors obtained with � cca

could be predicted more precisely from their forms than plural vectors obtained

with � fracss , especially when the model was tested on held-out data. However,

form vectors derived exclusively from (tri)phones do not do justice to either the

richness or the enormous variability of spoken words.

The goal of the present study is not to provide improved semantic representations

for plurals, but rather to address the shortcoming ofShafaei-Bajestan et al.(2022),

where phone-based form representations were used. In the present study, we will

replace phones with less abstract measurements to explore how well �cca and

� fracss are aligned with the audio signal itself. In what follows, we report two

experiments addressing this goal. The �rst experiment followsShafaei-Bajestan

et al. (2021) and makes use of a version of the Discriminative Lexicon Model

that was developed speci�cally for auditory comprehension: theldl-auris model.

As this model derives form vectors for word tokens from the audio �les of these

tokens, it is well-suited to addressing the relation between words' speech audio

and their meanings. The second experiment follows in the footsteps ofShillcock et

al. (2001), Tamariz (2008), and Monaghan et al.(2014). These studies make use

of distance measures, which for words' forms are based on orthographic or phone-

based representations. In contrast, the present study uses distances between form

vectors extracted from the audio �les of word tokens, and compares these with the

distances between semantic vectors for the corresponding word types. Our question

of interest is whether distances in `audio space' are more similar to distances in

semantic space when plural meanings are estimated with �fracss or with � cca .

In what follows, we �rst introduce the dataset on which our analysis is based. We

then report the study usingldl-auris (Section5.3), followed by the study using

distances (Section5.4). We conclude with a discussion in Section5.5.
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5.2 Data

Our data are taken from the NewsScape English Corpus 2016 (Uhrig, 2018a, in

press). This corpus is based on the US-American English-language recordings

in the UCLA Library Broadcast NewsScape. The corpus contains TV news, in-

cluding traditional newscasts and political talk shows as well as late-night shows

and daytime talk shows. The vast majority of the language recorded can thus be

assumed to be Standard English with a Network English accent. Overall, male

speakers contribute much more than half of the words. In a sample of shows from

broadcaster CNN for which transcripts were available online, about 80% of the

words were uttered by male speakers (Uhrig, in press). In terms of age distribu-

tion, younger speakers, especially children and teenagers, are underrepresented.

The initial audio quality is usually quite good because much of the audio comes

from recording studios, but the corpus also includes footage from outside reporters.

There are also programs with audiences, who cheer and applaud, all reducing the

quality of the audio signal.

For the year 2016, these recordings amount to more than 35000 hours with around

269 million tokens of subtitles. Directly after subtitle extraction, the recordingsare

compressed to 240 MB/hour, using H.264 for the video stream and the Fraunhofer

FDK library to produce an AAC audio stream at 96 kbit/sec. The subtitles

are processed with Stanford CoreNLP (Manning et al., 2014) version 3.7.0, i.e.

annotated for part of speech with the Penn Treebank tagset using CoreNLP's

caseless model.

Subtitles are not intended to be accurate transcripts of the words spoken. For

the sake of readability, they usually omit false starts, often leave out words and

phrases � in particular in fast dialogue � and are not designed to cope with

overlaps. Commercials often do not have subtitles at all. We thus expect a certain

error in the forced alignment, which is designed to align a transcript with the cor-

responding audio recording. Due to the transcript quality and the length of the

recordings, most forced alignment systems are not suitable for this use case. The

phonemic transcriptions that are provided in the NewsScape English Corpus 2016

were obtained with a slightly modi�ed version of Gentle (Ochshorn & Hawkins,
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2015), which markets itself as a �robust yet lenient forced aligner built on Kaldi�.2.

Gentle runs an automatic speech recognition process with a bigram language model

created from the transcript in the background. It is based on Kaldi ASR (Povey

et al., 2011), which uses a purpose-built version of the CMUDict machine-readable

pronunciation dictionary (https://github.com/cmusphinx/cmudict ) that comes

without stress information. Note that our dataset inherits the pronunciation vari-

ants o�ered by CMUDict, i.e. the word either will be represented either as [aIð@r]

or as [i:ð@r], depending on the pronunciation of the speaker. However, not all

pronunciation variants typically found in American English are listed in the ver-

sion of CMUDict used here. Thusdon't is transcribed as [doUnt] or as [doUn], but

vowel reductions that are typical of fast speech in combinations such asdon't know,

often rendered orthographically asdunno, are not covered. Thus we have to be

aware that while our dataset o�ers some variation in pronunciation, which makes

it more ecologically valid than purely dictionary-based approaches without speech

recognition, it will contain instances where the transcript does not correspond to

the spoken form because the transcription of the spoken form was not available in

CMUDict.

Although the forced alignment of the corpus is reported to have a success rate of

somewhere between 90% and 95% on average, we were able to select for inclusion

only those �les where Gentle's self-reported success rate was at least 97% because

we only needed a much smaller dataset than the entire corpus. From this well-

aligned part of the corpus, we selected the �rst 500 hours of programs in order

of broadcast time and extracted a total of 750816 audio word tokens of 2062

orthographic word form types that are either singular or plural nouns. A word

form type was selected with the constraints that its token frequency was at least

70 in the 500-hour corpus and that aword2vec semantic vector was available

for it. Proper names, plurals endings with anything other than an-s, and named

entities were excluded from the dataset.

2https://lowerquality.com/gentle/
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5.3 Study 1: assessing the isomorphy of form

and meaning with LDL-AURIS

5.3.1 Representations

For our investigations into the relation between spoken noun singulars and plurals

and their semantics, we set up three sets of 300-dimensional semantic vectors.

The �rst set of vectors based on pre-trainedword2vec (Mikolov, Chen, et al.,

2013) embeddings (for both singulars and plurals) was retrieved fromMikolov

(2013, Jul 30).3 For the compilation of the other two sets, the vectors for singular

words are identical to those of the �rst set. For set 2, the plural vectors were

calculated using �cca , and for set 3, using �fracss . The semantic classes for the

� cca conceptualization function are taken from WordNet (Ciaramita & Johnson,

2003; Fellbaum, 1998; Miller , 1995). For further details on the granularity of the

conceptual classes used, seeShafaei-Bajestan et al.(2022).

To represent the speech signal of singular and plural nouns, we made use of the

Continuous Frequency Band Summary Features (C-FBSF) developed byShafaei-

Bajestan et al. (2021). Figure 5.4 illustrates, for one example audio token which

can be accessed through the QR link in the upper right of the �gure, how these

features are calculated. The algorithm takes the digital signal of a word as input

(top panel) and divides it into temporal chunks delimited by the maxima of the

periodic parts of the signal. The MEL spectrogram (middle panel) for each chunk

is divided into 21 frequency bands, mirroring the frequency bands of the cochlea.

For each frequency band of each temporal chunk, an order-preserving random

sample of length 20 is taken from the list of log mel energy values and included

in the C-FBSF vector (lower panel). Within each temporal chunk, correlation

coe�cients of the log mel energy values at the current frequency band with those

of the following bands are calculated and appended. These numeric vectors are

concatenated �rst within chunks and then between chunks.

3In this study, we accept the embeddings ofword2vec as ground truth. A question we leave
to further research is whether multi-modal embeddings (see, e.g., Kiela, Bulat, & Clark ,
2015; Kiela & Clark , 2017; Shahmohammadi et al., 2021, for olfactory, auditory, and visual
grounding of embeddings) will help enhance the modeling of the conceptualization of plurality
in English.
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The dimensionality of the auditory space is determined by the number of chunks

in the longest word in the dataset, which is 13 for the present data. The algorithm

stores 651 numbers per chunk. As a consequence, the auditory space is 8463-

dimensional. All C-FBSF vectors are zero-padded to match the 8463 dimensions.

For the audio token apple portrayed in Figure 5.4, which has a duration of 0.32

seconds, an initial 1953-dimensional vector is thus padded with 6510 trailing zeros.

5.3.2 Mapping audio vectors onto semantic vectors

The form vectors derived from the audio �les were brought together as the row

vectors of a form matrix C . The corresponding semantic vectors were bundled

as the row vectors of three semantic matricesS: one with the word2vec gold

standard vectors, one replacingword2vec plural vectors with Fracss vectors,

and one replacingword2vec plural vectors with CCA plural vectors.

ldl-auris calculates a mappingF from the form matrix C to a semantic matrix

S by solving

CF = S:

We used the normal equations (Faraway, 2005) for the multivariate multiple re-

gression model to estimateF , using the Moore-Penrose algorithm (E.H. Moore,

1920) for matrix inversion. Once F has been estimated, we obtain the predicted

semantic matrix Ŝ as follows:

Ŝ = CF : (5.8)

We write Ŝ rather than S because, just as in regression one cannot draw a straight

line through all the data points in an ellipsoid cluster, the predicted row vectors

ŝ of Ŝ cannot be identical to the gold standard row vectorss of S. A speci�c

predicted semantic vectorŝi is judged to be accurate when it is closer to the

corresponding gold-standard vectorsi than to any other semantic vectorsj ; j 6= i .

As a measure of semantic proximity,ldl-auris uses the Pearson correlation.
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5.3.3 Training data and test data

To evaluate the quality of a mappingF , we split the data described in Section5.2

into training and test sets using a strati�ed 10-fold cross-validation design with re-

spect to the word form types. Cross-validation is a standard procedure in machine

learning for model evaluation. In 10-fold cross-validation, the dataset is split into

10 parts (henceforth folds). Ten models are �tted on nine of the folds, each witha

di�erent fold held out, and are tested on the remaining fold. Strati�cation ensures

that each fold is appropriately representative of the whole dataset. We made sure

that all word form types appear in every training and test set and that the relative

frequencies of audio tokens for each word form type are preserved across training

and testing. Note that the plural form of a singular word or the singular form of

a plural word might be absent from the data. Table5.1 reports the number of

word form types and the number of audio tokens averaged over the 10 folds for

singular and plural words, broken down by whether the corresponding plural or

the corresponding singular appears in the training set.

Dataset #types Average #tokens (SD)

Train 2062 675734 (1.26)
singular with plural 475 273893 (6.26)
singular without plural 979 243630 (9.10)
plural with singular 499 141214 (7.95)
plural without singular 109 16996 (4.81)

Test 2062 75082 (1.26)
singular with plural 475 30433 (6.26)
singular without plural 979 27070 (9.10)
plural with singular 499 15690 (7.95)
plural without singular 109 1888 (4.81)

Table 5.1: The number of word form types and the average number of audio tokens
(and standard deviation) across 10 strati�ed folds.
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5.3.4 Procedure

To evaluate the three kinds of predicted plural semantic vectors, we constructed the

gold standard semantic matricesSCCA , SFRACSS , andSword2vec , each of which contains

row vectors for both singulars and plurals. The CCA andFracss vectors for

plurals were estimated with Equations (5.4) and (5.7) respectively. Using the form

matrix C , we calculated three mappingsFCCA , FFRACSS , and Fword2vec . Applying

(5.8), we then obtained the estimated vectorŝSCCA , ŜFRACSS , and Ŝword2vec .

It is worth keeping in mind that the rows of the form matrix C are all distinct, and

that the total number of rows in the C matrix equals the number of audio tokens

in our dataset. In contrast, many rows of the semantic matrixS are duplicated,

with as many duplicates for a given noun type as there are tokens for that noun

type. As the estimated semantic vectors areestimates, the row vectors ofŜ are

again all unique. However, if the mappings are of good quality, the estimated

semantic vectors for the audio vectors of the same word type are expected to be

highly similar.

We also note that because mappings are estimated for singulars and plurals jointly,

changing the semantic vectors of plurals will a�ect the value ofF in Equation

(5.8) and will therefore a�ect the semantic vectors predicted for singulars. In

other words, even though the form and meaning vectors of singulars are identical

across the three datasets, the estimated singular vectors will be somewhat di�erent,

depending on the quantitative properties of the plural semantic vectors.

We evaluated the quality of the estimated semantic vectors in two ways. First,

we calculated accuracy on both the training data and the test data. The top-N

accuracy of the model is de�ned as the percentage of the test items for which the

predicted vector is among the top-N vectors in terms of strength of correlation

with the targeted output vector.

Since the word types have highly unequal frequencies with a Zipf-like probability

distribution, we also used theF1 score (the harmonic mean of precision and recall)

to gauge the quality of the mappingsF and the di�erent semantic vectors for

plurals that these mappings predict.
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Second, the audio tokens used in the present study have all been cut from the

corpus automatically based on the word boundaries identi�ed during the forced

alignment process (see Section5.2). There are many instances in which these cut-

points do not coincide with the exact word boundaries, even if the identi�cation

of such boundaries was possible at all.

Third, the models are trained and tested on auditory data spoken by numerous

speakers, with no prior speaker normalization. The speakers come from di�erent

age groups and genders in diverse environments, some of which have background

noise.

For the purposes of the present study, the relative performance for plural semantic

vectors of the � fracss and � cca is at the center of interest. A comparison of the

left and right panels of Figure5.5 shows that � cca outperforms � fracss for both

training and test data.

Figure 5.6 spotlights the top 1 accuracy measure across 10 cross-validation folds

evaluated on the training sets and on the test sets for the three mappingsFCCA ,

FFRACSS , and Fword2vec , using box and whiskers plots. The mapping using CCA

reaches a median accuracy of 14.91% on the training sets and 12.95% on the

test sets, very close to the mapping that uses the semantic vectors provided by

word2vec for plurals (15.05% and 12.95% for training and test respectively).

The mapping usingFracss plural vectors falls behind the CCA plural vectors by

a 4.34 and a 3.83 percentage-point di�erence in median accuracy on the training

and the test sets, respectively.

As shown in Figure5.7, when the performance of the mappings is evaluated with

weighted averageF1 scores,5 the mapping using CCA outperforms the mapping

using word2vec , which in turn outperforms mappings based onFracss on the

training and the test sets of all folds.

We also compared the accuracy of these mappings with mappings that were set

NewsScape 2016 corpus,Shafaei-Bajestan et al.(2021) found that pre-trained Kaldi and
pre-trained DeepSpeech2 performed at 22% and 20%, respectively, whileldl-auris trained
on far fewer data performed at 12%.

5A weighted averagedF1 score is the average of theF1 scores for all word types weighted by
the number of true instances for each word type.
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However, when a lexeme is not recovered correctly, the two models make remark-

ably di�erent kinds of errors. For plural vectors generated with CCA, the predicted

and targeted word types tend to match in terms of number. In contrast, when

plural vectors are generated usingFracss , the model mostly predicts plural forms

irrespective of the target word's number.

Overall, 81% of the predictions of the mapping using CCA match the target in

terms of number. This percentage reduces to only 50% for models with plurals

generated byFracss .7 Apparently, Fracss introduces a bias for plural seman-

tics. From a methodological perspective, these �ndings point to the importance of

considering predicted plural vectors not just in isolation, but within the full noun

system that in addition to plurals also contains singulars.

Apparently, plural vectors generated by �cca are better aligned with information

about number in the audio signal than is the case for plural vectors generated

by � fracss . This suggests that the global perspective ofFracss , which takes all

singular-plural pairs into account, rather than just those singular-plural pairs that

belong to a conceptual class and that share a shift vector, is suboptimal.

It is surprising that the Fracss method, which is quite powerful as the underlying

linear algebra allows for various geometric modi�cations such as scaling (stretching

or shrinking) and rotation, performs somewhat less well than CCA, a method that

from a geometric perspective only implements shifts between vectors. On the other

hand, CCA needs to be informed about semantic classes and assumes that these

are given, but setting up these classes is not trivial.

5.3.6 An alternative approach

The models so far were built on the assumption that error vectors� in Equations

(5.3) and (5.6) are all measurement noise and reducible. Thus, audio-to-semantic

mappings were trainedand evaluated using plurals predicted by the CCA or the

Fracss conceptualization methods, which build plural vectors without the error

term.
7The estimated di�erence in proportions between groups at 0.308 is supported by a proportions

test (95% con�dence interval of 0.306 and 0.309,� 2(1) = 140897, p � :0001).
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Alternatively, one might assume that the error vectors in Equations (5.3) and (5.6)

are entirely word-speci�c semantic information and irreducible.8 In this case, it

would be appropriate to train the audio-to-semantic mappings using the plurals

predicted by CCA or Fracss but to evaluate the mappings using the corpus-

extracted word2vec vectors, which include the error term. Accordingly, we eval-

uated the mappings by employing the corpus-extractedword2vec embeddings as

gold standard, and comparing the gold standard with semantic vectors predicted

by the previously obtained form-to-meaning mappingsFCCA and FFRACSS . For this

evaluation, we used the data of Section5.3.3. The word2vec vectors are brought

together as the rows of a matrixSword2vec . We estimated plural vectors for the test

set for each of the ten models described in Section5.3.3, and de�ned a plural vector

to be accurate if it was most correlated with the corresponding vector ofSword2vec .

Accuracies obtained from the second evaluation approach are reported in Fig-

ure 5.10. They are slightly higher for Fracss for Top 1 evaluation, and slightly

higher for CCA for Top 2�5 evaluation. Both of the trained mappings get approx-

imately equally close to the empiricalword2vec plural vectors. This suggests

that neither CCA nor Fracss plural vectors are very di�erent from word2vec

plural vectors. The results provide further evidence for the observation byShafaei-

Bajestan et al. (2022) that CCA and Fracss vectors are generally similar to

word2vec vectors. In their study, plural vectors predicted by CCA andFracss

were compared with corpus-extracted plurals using cosine similarity as the measure

(a median cosine similarity of 0.71 for CCA and 0.75 forFracss ).

These accuracies are within the range of accuracies observed in Figure5.5, which

were obtained with CCA and Fracss vectors as gold standard for evaluation.

From this analysis, we conclude that the CCA,Fracss , and empirical vectors are

all of very similar, and probably high quality. The low word recognition accuracy

is not due to a lack of quality of these vectors, but to the enormous variability

in the speech signal and the noise in our data, which, as mentioned above, also

challenges state-of-the-art deep learning systems.

8We actually believe that the error term comprises both measurement noise and word-speci�c
knowledge.
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5.4 Study 2: assessing the isomorphy of form and meaning with distance measures

We calculated, for all pairs of words, both phone-based and audio-based measures

of their form similarity. In parallel, we calculated the semantic similarity for

these pairs of words, using both the originalword2vec vectors for plural nouns,

as well as plural vectors generated withFracss and generated with CCA. For

the calculations, the words from the test set of the �rst fold of the data (see

Section5.3.3) for which phonemic information was also available were used (N =

60206,V = 2057). Phone-based form similarities and semantic similarities were

calculated for pairs of word form types while audio-based form similarities were

calculated for pairs of audio tokens.

First, we calculated the Damerau�Levenshtein phone-based edit distance for all

pairs of word form types in our dataset, which unlike the dataset ofMonaghan

et al. (2014), is restricted to singular and plural nouns. Thus,
�

2057
2

�
= 2114596

phone-based edit distance values were obtained. Second, the cosine distances9

between the semantic vectors of these pairs of word form types were computed

using three di�erent semantic vectors for plurals: theword2vec plural vectors,

the plural vectors obtained with Fracss , and the plural vectors obtained with

CCA. We then calculated the Pearson correlations between these phone-based

edit distances on the one hand, and the cosine distances on the other hand.

The upper part of Table5.3presents the correlationr between the form and mean-

ing distances for all pairs of word form types. These correlations are smallest for

Fracss , intermediate for word2vec , and greatest for CCA (allp < :0001). The

correlations observed for vectors are of the same order of magnitude as the cor-

relations reported byMonaghan et al.(2014). For a random permutation of the

word2vec vectors, the correlation was reduced by a factor of 10 to 0.004. Our

replication study shows, �rst, that there is indeed some isomorphism between the

form space and the semantic space; and second, that the observations ofMonaghan

et al., which were based on unin�ected words, generalize to plural in�ection. Im-

portantly, this analysis shows that, consistent with the results reported inthe pre-

vious section, CCA-based semantic vectors provide stronger correlations between

form distances and semantic distances thanFracss -based semantic vectors.

9The cosine distance zooms in on the angle between two vectors, ignoringdi�erences in length.
The greater the angle between two vectors, the greater their cosine distance is.
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Form distances statistic CCA word2vec Fracss

phone-based r 0.061 0.041 0.038

audio-based �r 0.019 0.015 0.007
SD 0.003 0.003 0.005
N 1000 1000 908

Table 5.3: Correlations between phone-based and audio-based form distances and
semantic distances for three di�erent semantic spaces: CCA,word2vec , and
Fracss . For the audio-based analysis correlations averaged over many samples
of audio tokens are reported, withSD and the number of trials N in which the
correlation was signi�cant at � = 0:05.

To assess the isomorphy between the form space and the semantic space using the

speech signal instead of phone-based representations, we again compared allpairs

of words, assessing their semantic distance with the cosine distance, and evalu-

ated the dissimilarity of their speech signals by means of the Euclidean distance

between their C-FBSF form vectors, which were calculated from the speech signal

as described above in Section5.3.1.10 As can be seen in Figure5.11, audio-based

distance increases with phone-based edit distance. As expected, the variability in

the audio-based distance as a function of phone-based distance is huge.

To avoid comparing audio tokens of the same word form type, which is likely to

in�ate similarity compared to a phone-based analysis in which types do not have

non-identical replicates, we randomly sampled for each word type one audio token

and then calculated the form distance for each pair of the selected tokens. Subse-

quently, the correlation between the form distances and the semantic distances of

all 2114596pairs of word types was computed. This procedure was repeated 1000

times. The lower part of Table5.3presents summary statistics for the audio-based

comparisons of form and meaning. The average correlations across trials�r , the

standard deviationsSD, and the number of trialsN , out of 1000 trials, for which

10By way of example, the list of the top 10 nearest neighbors of an audio token ofthe word po-
sitions includes two other audio renditions of the same word formpositions, one audio token
of the singular form position, four tokens with similar word-initial phones ( protester, pro-
cess, procedures, and perspective), and three tokens with similar sounding word-�nal syllables
(information and conditions).
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Importantly, our audio-based evaluation of the isomorphism between form and

meaning provides further support for the possibility that plural semantic vectors

conceptualized with � cca provide a better match with plural forms compared to

� fracss . Above, we showed that �cca also does better than �fracss at predicting

meaning from form, using a linear mapping within the framework of the DLM.

The present observations show that this result is unlikely to be an artifact of this

linear mapping. Plural vectors created with �cca better mirror similarities that

exist in the form space.

5.5 General Discussion

Shafaei-Bajestan et al.(2022) showed that shift vectors, which represent the change

in meaning when going from a noun's singular to its plural, cluster by the semantic

class of the base word. Apparently, modeling the semantics of plurality in English

with a single shift vector in semantic space, does not do justice to the intricaciesof

the English noun plural. Likewise, formal accounts of plurality based on abstract

features such as [+plural ] lack precision. From a typological perspective, lan-

guages such as Swahili and Kiowa have grammaticalized semantic-class-based dif-

ferences in their noun classes, and languages such as Mandarin Chinese, Japanese

and Korean make use of classi�ers that are often linked to semantic classes,whereas

in English, systematic di�erences between words' referents are present only in the

semantics as `soft constraints' (see alsoCorbett, 2000).

The observations in the previous paragraph raise the question of how to account

for the conceptualization of plurals. Do we have to construct di�erent plural shift

vectors for each semantic class (CCA)? Or is it possible to predict a noun's plural

meaning from a general rule that is informed by all singular and plural nouns in

the language (Fracss )?

Shafaei-Bajestan et al.(2022) addressed this question using the Discriminative

Lexicon Model, and observed that semantic vectors for plurals generated with CCA

were better aligned with triphone-based form vectors than plural vectors generated

using Fracss . The present study investigated whether this result generalizes to
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spoken language. In Section5.3, using the form vectors calculated from the speech

signal of a large number of audio tokens extracted from the NewsScape resource,

we observed that the semantic vectors generated by CCA can be predictedwith

greater precision from their audio than is possible for plural vectors generated by

Fracss . This holds both for training data and test data. Furthermore, random

pairing of form and meaning vectors degrades accuracy more for CCA than for

Fracss .

The superior alignment of the CCA vectors with the form space, compared to

Fracss , received further support in Section5.4 from a series of analyses that

do not depend on the linear mappings of the Discriminative Lexicon model, and

instead follow up on a study byMonaghan et al.(2014). For each possible pairing

of singular and plural nouns in our dataset, we calculated their distance from

one another in semantic space as well as their distance from one another in form

space (using both phone-based and audio-based distance measures). Correlations

of the distances in form and meaning were stronger for plural vectors obtained with

CCA compared to plural vectors obtained withFracss . We can conclude that

approximating the conceptualization of noun plurals in English with CCA likely

o�ers a more precise window on the processing of English noun singulars and

plurals in the mental lexicon, the reason being that a better alignment of form

and meaning implies greater regularity and hence facilitation of lexical processing.

It is surprising that Fracss does not perform as well as CCA, as the linear map-

ping that Fracss makes use of is more powerful than the simple vector addition

that CCA employs. In fact, given the common assumption that pluralization is

a unitary operation, a linear mapping as proposed byFracss makes sense: A

global singular-meaning-to-plural-meaning mapping is informed by all the singu-

lar and plural nouns experienced by the language user, and can be expected to

make optimal use of the shared semantic similarities that are supposed to exist

between all singular nouns and between all plural nouns. However, careful in-

spection of the distributional semantics of English noun plurals shows that in this

language, the semantics of pluralization is not as uniform as previously supposed.

Conceptualization of English plurals is much more locally determined. It appears

that, taking into account how nouns in distant semantic classes are pluralized is
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therefore detrimental to prediction accuracy.

When comparingFracss with CCA, however, it should be noted that CCA takes

for granted that information is available about which semantic class a lexeme be-

longs to. As semantic classes are not straightforward to induce in a bottom-up

manner � we made use of WordNet � CCA is given much more re�ned infor-

mation to work with compared to Fracss . In terms of model complexity, CCA

is therefore likely to be the more complex model. But this increased complexity

appears to be justi�ed by greater prediction accuracy.

We conclude by placing the present study in the wider context of research on spo-

ken morphology. The data considered in our study are restricted to lexemes that

take {S} as the exponent for plurality. Recent studies on English word-�nal /s/

have shown that the acoustic duration of /s/ varies systematically with the se-

mantics realized with the /s/ (Plag et al., 2017; Tomaschek et al., 2019). In other

words, an exponent that in standard theories is assumed to be realized in exactly

the same way, independent of its function, is now known to be articulated in ways

that re�ect its function. One of the functions of /s/ considered in these investiga-

tions is the realization of plurality on nouns. The present study provides evidence

that pluralization for English nouns is not a monolithic and general semantic op-

eration, but varies with the semantic class of the base word. Importantly, we have

shown that these di�erentiated plural semantics are aligned with words' audio sig-

nal. The way in which plurals are articulated therefore depends on the semantics

of their base words. All that we have accomplished in the present study is demon-

strate this fact. In what way these di�erent class-speci�c semantics arerealized

in the speech signal is at present unknown, and is a topic for further research.

A better understanding of the phonetic realization of English plurals may further

our understanding of why deep learning models in natural language processing and

arti�cial intelligence, which are superbly tuned to the distributional statistics of

language use, are so successful. This, in turn, may contribute to enhancing models

of lexical processing in the mental lexicon.
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Chapter 6

Conclusion

In this last chapter, �rst, an overview of the results obtained from the four studies is

presented. Next, implications of the results for the development of SWR models are

discussed, limitations of the work are reviewed, and directions for future research

are presented. Questions that regularly arise at presentations of this work are

addressed in the �nal section.

6.1 Overview of the results

The present thesis worked withacoustic ndl (Arnold et al., 2017) and pro-

posedldl-auris , two computational models of SWR for isolated words within

the error-driven learning framework. These models are very simple in terms of

network architecture. No hidden or sublexical layer acts as an intermediary in the

link between form and meaning. This simple and cognitively-inspired model had

been previously employed in language learning and language processing in general

(Baayen et al., 2011; Olejarczuk et al., 2018; Ramscar, Dye, & Klein, 2013; Ram-

scar, Dye, & McCauley, 2013; Ramscar & Yarlett, 2007) and SWR in particular

(Arnold et al., 2017; Baayen, Shaoul, et al., 2016). Despite their simple network

architecture, simplifying assumptions common in the SWR literature regarding

the representation of the input are relaxed in our models, speci�callyldl-auris .

First, the input is the speech signal itself rather than the phonemic transcription

of the audio. Second, the speech signal is sampled from a spoken language corpus
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of American television broadcasts, which is immensely variable, often noisy, and

spontaneous (as opposed to read or prepared speech). No other model has gone

beyond clean laboratory speech data.

Study 1 The �rst model, acoustic ndl , adopted the method employed by

Arnold et al. (2017) but tackled the challenging American English TV material.

An iteratively-trained NDL network predicted words' identi�ers when it was given

the FBS features of words, one at a time, extracted from their speech signals.

Average model accuracy was around 24% on training and around 12% on test data.

Performance increased with the size of training data and decreased slightly with

noise. In addition, the proposal bySering, Milin, and Baayen(2018) for enhancing

the performance of models that represent meaning with one-hot encoding was

replicated.

Study 2 The second model,ldl-auris , re�ned the earlier acoustic ndl model

in many respects. First, binary FBS features were replaced by real-valued C-FBS

features for the representation of the speech signal. The implementation of the

chunking algorithm was also upgraded for the C-FBS features. Thus, information

in the speech signal is aggregated over �ner periods of time, closer to durations

suggested by neural studies of STG. The new features enabled a more accurate

neighborhood structure of the auditory space and mitigated the degree of over�t-

ting to training data.

Second, word embeddings replaced one-hot encoding of words' meanings inacous-

tic ndl . The obvious advantage of this modi�cation is that semantic neighbor-

hood structure can now in�uence model performance. On the �ip side, discrimi-

nating between semantic vectors is more challenging than between one-hot vectors.

The latter are orthogonal and hence easier to discriminate between. Adding small

levels of jitter strikes a balance between the discriminability of vectors and the

extent to which they re�ect semantic similarities.

Taken together,ldl-auris recognized 25% of training data and 16% of test data.

Recognition by ldl-auris is a�ected by known predictors of SWR, such as word
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frequency and duration. The improved temporal granularity of input features

made it possible to model in more detail the time course of SWR. The target word

gains further semantic support from the incoming speech signal as it unfolds over

time. Model performance is markedly higher when the set of competing lexical

items is a priori restricted from the whole vocabulary to the target word's cohort

competitors.

Further simulations demonstrated that 1) the Rescorla-Wagner learning rule and

the Widrow-Ho� rule, when applied to binary-valued inputs and outputs, produce

identical results; 2) the multivariate multiple regression method approximates the

end state of gradient descent training (e.g., Rescorla-Wagner and WF) with large

experience, irrespective of the output representation (one-hot encoding or semantic

vectors); 3) the �early stopping� technique used in machine learning is irrelevant

for incremental training of wide networks; and 4) wide networks that encode their

output with one-hot vectors are superior in performance compared to those with

empirical word embeddings, the reason being that by using orthogonal semantic

representations, the latter method is given a simpler classi�cation task.

Study 3 Models presented in the �rst two studies, similar to all previous SWR

models, were applied to a lexicon with mainly morphologically simple words. The

third study capitalized on the distributed representation of the mental lexicon

in ldl-auris to include the in�ected variants of lexemes in the model's lexicon.

While the focus of the study was nominal pluralization, the method is straight-

forwardly applicable to other in�ectional relations. We observed that the concep-

tualization of English pluralization is far richer than a �xed, abstract description

as found in either morphology (i.e., +plural ) or computational morphology (i.e.,

the average of all di�erence vectors between singular and plural word embed-

dings). The semantic class of the lexeme governs the meaning shift in pluraliza-

tion. CosClassAvg (cca ) pluralizes embeddings of singular words by addinglocal,

class-speci�c average plural vectors.

Two alternative methods for modeling in�ection in the representation of the mental

lexicon in ldl-auris with triphone cues were explored: the decompositionalcca

and the compositionalfracss . fracss pluralizes singular embeddings by mul-
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tiplying them with a global matrix of a linear map. Testing the model on plural

words that were absent from training but with singular forms that were encoun-

tered during training, ldl-auris shows morphological productivity and recognizes

many novel plural test words correctly.ldl-auris was more productive withcca

vectors than with fracss vectors.

Study 4 Converging results were obtained when triphone cues in the previous

study were exchanged with C-FBS features extracted from audio signals in the

last study. Modeling the conceptualizing of plurality usingcca results in semantic

vectors that are predictable with more precision from words' spoken formsthan

plural vectors generated withfracss . A possible explanation forcca 's better

performance is thatcca vectors are better aligned and more correlated with the

form space thanfracss vectors.

6.2 Implications for SWR models

In this section, I consider the question of how the �ndings of the present disser-

tation broaden our understanding of the process and the modeling of SWR. The

success of the simulations for modeling isolated word recognition is informative for

other theories and models of SWR and the way these theories and models represent

form and meaning, the architectures that they use, information �ow in networks,

and to what extent empirical results are informative about cognitive architectures.

6.2.1 The auditory space

For long, psycholinguists assumed that strings of phonemes (or similar units) rep-

resent the input to the SWR process, the assumption being that phonemes are

essential for coming to grips with a highly variable speech signal. Although re-

cent developments in SWR modeling mainly process the speech signal itself (see

Table 1.3), re-implementations of earlier models such asjTrace (Strauss, Harris,

& Magnuson, 2007) and tisk (Hannagan, Magnuson, & Grainger, 2013; You &

Magnuson, 2018), which re-implement trace , still use pseudo-acoustic input. I

194



6.2 Implications for SWR models

have shown that it is possible to make considerable headway with a computational

model that is given highly variable real speech as input, and that achieves word

recognition without requiring phones or phone-like cell assemblies in hidden layers.

A lot more is now known about cochlear and auditory cortical processing compared

to the early 1970s when the �rst SWR models emerged. Many of these �ndings

are mirrored in physiologically and psycho-acoustically motivated auditory feature

extraction algorithms such as the C-FBS features used inldl-auris and the log

�lter-bank feature vectors. While log �lter-bank vectors are an excellent choice for

recurrent models, the C-FBS features are �t for the representation of the input

in non-recurrent models as they make it possible to aggregate over syllable-like

stretches of speech in the auditory signal, before mapping to semantics.

Through several simulations, we have shown that it is possible to model the pro-

cess of SWR from the speech signal itself using a new, well-documented, and

open-source feature extraction algorithm. This suggests that it is not only possi-

ble to approximate human SWR using deep learning technology, but also with a

regression-based architecture that has no phonemes, and no hidden layers where

analysts could look for phoneme-like cell assemblies. Of course, our results do not

rule out that phonemes do play an essential role in human SWR. But the challenge

for models that build on phonemes is to demonstrate how such units are recovered

from highly variable real speech, and why phonemes rather than demi-syllables,

diphones, or syllables are the appropriate unit in the human cognitive system.

Our studies made determined e�orts to deal with noisy spontaneous speech that is

merely automatically aligned with loose closed captions. While the model yields

sublime performance with clean read speech in laboratory settings,1 performance

drops substantially with noisy data, unsurprisingly. I have shown that it is possible

to make considerable headway with highly variable speech. It will be important

to obtain further insight into whether other cognitive models of human SWR

are su�ciently �exible to scale up to realistic volumes of natural spontaneous

speech. Here, the NewsScape corpus is a valuable resource for research in SWR,

1The accuracy of ldl-auris on the singular and plural nouns in the MALD database (Tucker
et al., 2019) was 89% for top1 and 95% for top5 candidates (N = 11417). More details follow
in the upcoming section.
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especially for multimodal approaches taking facial, gestural, and contextual cues

into account.

6.2.2 The mental lexicon

As mentioned in Chapter1, in most models of SWR, the mental lexicon is con-

ceived of simply as a list of wordforms that are independent of one another. This is

essentially a straightforward localist approach. Only three models, from the twelve

models discussed in Chapter1, take a distributed approach and aim to relate sound

to meaning. Nevertheless, behavioral studies show that the organization of lexical

knowledge is co-determining lexical access. A general �nding from the visual word

recognition literature indicates that denser semantic neighborhoods facilitate per-

ception (Pexman, 2012): Written words, on both lexical decision and word naming

tasks, are recognized faster by readers when they reside in denser semantic neigh-

borhoods (Buchanan, Westbury, & Burgess, 2001). Results are similar in auditory

lexical decision and semantic categorization tasks when concreteness, valence, and

the number of features are used as semantic richness variables (Goh, Yap, Lau,

Ng, & Tan, 2016; Tucker et al., 2019).

As a consequence of mapping the input onto a distributed semantic space, SWR

in ldl-auris is in�uenced by the structure of the meaning space as well as the

auditory space. We have observed that words with similar or related meanings, as

well as words with similar auditory characteristics, are among the contenders for

recognition. For further veri�cation of this observation, a semantic measure derived

from ldl-auris was used to predict participants' response latencies.ldl-auris

was trained on the singular and plural nouns from the Massive Auditory Lexical

Decision (MALD; Tucker et al., 2019) resource, which o�ers response latencies

to clean, laboratory-recorded English spoken words from various native Canadian

English listeners. There is one audio recording per word type in this data. The C-

FBS features and thecca vectors represented the auditory space and the semantic

space, respectively. As already mentioned above, accuracy was 89% for the top 1

and 95% for the top 5 candidates (N = 11417).

A generalized additive regression model (GAM) predicted mean reaction times
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(RT), computed from stimulus o�set averaged over participants' responses to the

same word, from three predictors: phonological neighborhood density (PhonND),

frequency, and target correlation. Target correlation is a semantic measure derived

from ldl-auris and is equal to the strength of correlation between the predicted

semantic vector and the target semantic vector. A larger target correlation in-

dicates that ldl-auris predicts stronger support for the target word's meaning

based on the bottom-up auditory information. We used the PhonND and COCA

frequency values provided in the MALD dataset. The right skewness of the RT

and frequency distributions were reduced using thelog(x +1) transformation. For

the PhonND distribution, a square root transformation was used. 34 data points

were removed as they had log RT values larger than 4 times the standard de-

viation above the mean of log RT. We excluded word duration from the set of

predictors in this model due to its strong correlation with the model-based mea-

sure (r (11383) = 0:7;p < 0:0001) and with PhonND (r (11383) = � 0:6;p < 0:0001).

Independently, a second GAM predicted word duration.

The summary of the �rst model is shown in Table6.1. All measures are signi�-

cantly predictive for reaction times from word o�set. Figure6.1 visualizes partial

e�ects from the smooth terms. Recognition is facilitated, as evidenced by smaller

RTs, when words occur in sparser phonological neighborhoods, when words are

used more frequently, and whenldl-auris predicts larger correlations with the

targets. Auditory recognition is inhibited for spoken words with denser phono-

logical neighborhoods (see, e.g.,Luce & Pisoni, 1998; Vitevitch & Luce , 1998,

2016, for similar �ndings). Restricting the data to correct recognitions did not

change the pattern of the results. Removal of target correlation as a predictor

substantially decreases model �t (AIC = 3101).

Is the model-based variable also useful in predicting spoken word duration, which

was completely removed from the earlier model? The second GAM predicted

spoken word duration, as provided in the MALD data. The model's summary

and partial e�ects are given in Table 6.2 and Figure 6.2, respectively. There

is statistically signi�cant evidence for target correlation as a predictor of word

duration. Longer words provide more bottom-up evidence and bring the predicted

semantics closer to the target meaning. Durations shorten with larger PhonND,
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A. parametric coe�cients Estimate Std. Error t-value p-value
(Intercept) 6.2784 0.0025 2474.9408< 0.0001
B. smooth terms edf Ref.df F-value p-value
s(sqrt PhonND) 2.9116 3.3601 287.9452< 0.0001
s(target correlation) 2.7774 3.3117 171.6520< 0.0001
s(log frequency) 3.0001 3.5147 164.3360< 0.0001

Table 6.1: Summary of GAM results �tted to log RTs. s: smooth term, with the
dimension of the basisk set to 5. AIC = 2561, GCV = 0:07.
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Figure 6.1: Partial e�ects of smooth terms on reaction times.

matching the �ndings of earlier studies such asGahl, Yao, and Johnson(2012).

The e�ect of frequency is linear and positive but substantially small. Removal of

target correlation as a predictor greatly hurts model �t (AIC = � 12850), while

removal of frequency from the predictors has a much smaller negative e�ect onthe

model �t (AIC = � 15995).

Target correlation in ldl-auris is a semantic measure that predicts auditory re-

sponse times and spoken word duration. This observation is in line with what the

experimental results suggest, namely, that spoken word recognition, evenfor iso-

lated words, is in�uenced by the structures of both the auditory and the semantic

space. This should come as no surprise, for humans learn to listen for mean-

ing discrimination. As ldl-auris is an autonomous model of SWR, our results

demonstrate that feedback for learningsu�ces to elicit semantic e�ects, rendering
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6.2 Implications for SWR models

A. parametric coe�cients Estimate Std. Error t-value p-value
(Intercept) 6.5954 0.0011 5877.7052< 0.0001
B. smooth terms edf Ref.df F-value p-value
s(sqrt PhonND) 3.0524 3.4873 986.6873< 0.0001
s(target correlation) 3.5514 3.8873 957.5877< 0.0001
s(log frequency) 1.0000 1.0000 16.0178 0.0001

Table 6.2: Summary of GAM results �tted to log durations. s: smooth term, with
the dimension of the basisk set to 5. AIC = � 16009, GCV = 0:01.
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Figure 6.2: Partial e�ects of smooth terms on word durations.

activation feedbackemployed in interactive activation models non-essential.

Although there are still some concerns about word embeddings (see the section

below), I see them as a powerful starting point for the representation of word

meaning in SWR models. Thanks to word embeddings trained on gigantic natu-

ral language corpora, it is now possible to demonstrate that the plural in English

realizes semantics that varies with semantic class, as shown in Chapter4. Morpho-

logical relations between lexical items are captured, and morphological processes

within the lexicon are modeled with word embeddings. They elevate the lexicon

from a full listing of words to a morphologically and semantically interconnected

network. Word embeddings capture the structure that semantic network models

(e.g. Vitevitch , 2008) make explicit in an implicit way, and measures derived from

embeddings are predictive of human behavior (e.g.Westbury & Wurm , 2022).
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Chapter 6 Conclusion

ldl-auris opens up an entirely new avenue of research in the �eld of SWR by pre-

dicting a morphologically-informed meaning space directly from the audio signal.

For the conceptualization of plurals, CCA is favorable. Further research will have

to clarify whether audio-to-semantic mappings are successful with embeddings

that model other morphological categories and other languages (seeNikolaev et

al., 2022; Stupak & Baayen, 2022, for Finnish and German embeddings obtained

taking a similar approach to CCA).

6.2.3 The model

Models developed within the discriminative learning framework, namelyacoustic

ndl and ldl-auris , are the only two-layer linear models of SWR. All other models

employ at least three layers.ldl-auris stretches simplicity to the limit and maps

the audio linearly to words' semantic representations. There are no hidden layers

and no discrete units anywhere in the model's representations. A recurrent layer

is made redundant as the model works with features summarized over syllable-like

temporal chunks, whose time granularity links up to �ndings in the neuroscience

literature. The simulation results presented in this dissertation show that linear

models are remarkably powerful in modeling the comprehension of spoken words

in isolation as well as being theoretically transparent. Thus, we do not need the

phoneme, which has long been known to be problematic (seePort & Leary, 2005),

as a theoretical construct in the model.

Given these results, exceptionally complex architectures mainly explored with deep

learning techniques are not easily justi�ed for SWR modeling with isolated words.

More complex architectures give rise to more model parameters to tune, more

electricity to consume, and less transparency to explain the model's behavior.

While a non-linear feed-forward layer may improve model performance for isolated

SWR, the functional role of this layer is not agreed upon. SWR theories envisage

the prelexical units in vastly di�erent ways. Nevertheless, some propose no speci�c

mechanisms as to how these units may be derived from the speech signal. However,

the need for more complex architectures in which phoneme-like units naturally

emerge cannot be ruled out for word recognition in context, where deep learning
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6.2 Implications for SWR models

models perform impressively.

This implies that isolated SWR need not happen in a modular, two-step way.

Alternatively, a satisfactory performance can be achieved when auditory andse-

mantic information has an unmediated link. In this case, the phonemic e�ects

observed in the speech perception literature are to be modeled post-lexically as in

merge (Norris et al., 2000); using a network that takes in the incoming auditory

information and the accessed lexical information.

Our results are compatible withNorris et al. (2016) in that feedback, in the sense

that interactive-activation models posit, from semantics to form is redundant for

spontaneous SWR. Feedback of prediction error, on the other hand, is vital for

learning to discriminate meaning from auditory information in SWR. Error feed-

back is su�cient for a model to recognize words e�ectively and for the auditory

and semantic e�ects to in�uence the model's performance. The lexical competition

that arises in an error-driven learning SWR model is a product of the auditory

and semantic characteristics of lexical items.

In our model, the recognition of spoken words over time is conceptualized as a

path in semantic space. As the incoming speech signal progressively arrives, sev-

eral paths are initiated at the center of the space. Some move closer to the target

meaning, while others drift away on the basis of the form support they receive.

At any particular point in time, their similarity (one minus distance) to the target

meaning is interpreted as their �activation�. Lexical access is, therefore,not de-

�ned as abruptly arriving at the meaning after and through word form matching

but rather as accumulating evidence from the form space guiding the listener to

the appropriate location in semantic space. When there is enough evidence for

meaning, it is accepted as the intended message, while other contenders are faint

but alive. However, as information is withheld when the word is presented in iso-

lation, the model, without context, often cannot get close enough to the target

meaning. The model can also be improved further by introducing a network for

selection. Currently, the model essentially performs an exhaustive search through

the semantic space across all meanings to which the prediction is closest.

However, further development is required in two directions. First, it is unclear
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whether and to what extent wide learning models can recognize words in context.

The focus of this dissertation is isolated word recognition where word boundaries

are speci�ed in advance, and co-articulation information is missing. Second, the

model runs into deep trouble in understanding novel in�ected words, e.g., plurals

of nouns for which it has never encountered a plural variant, from the speech sig-

nal. Nevertheless, it recognizes novel in�ected words from phonemic input vectors

straightforwardly. This suggests that the variation in the audio signal is too vast

for this to work, even if the best semantic vectors that can construct beconstructed

are used.

6.3 Concluding remarks

In this �nal section, I address a range of questions that regularly arise at presen-

tations of this research.

Does the LDL formula implement discriminative learning? In this dis-

sertation, we relied on cognitively plausible rules within the discriminative learning

framework for the training of the models. None of the algorithms went beyond

simple gradient descent training. The Rescorla-Wagner rule and its mathemat-

ical generalization (and historically its predecessor), the Widrow-Ho� rule, gen-

erate discriminative learning histories for discrete-to-discrete and continuous-to-

continuous mappings, respectively. On the other hand, the Danks equations (for

the Rescorla-Wagner equilibrium state) and the multivariate multiple regression

equations (for the Widrow-Ho� and the Rescorla-Wagner equilibrium state) esti-

mate the mappings that are optimal under in�nite experience with the training

data. The simulation studies reported in Chapter3 support these conclusions (Ev-

ert & Arppe, 2015, see also). The simulations presented there only corroborated

the mathematics.

How is LDL a discriminative model while being bidirectional? Ramscar

et al. (2010) suggested that discriminative learning is a directed process of �ab-

straction� from richer to more sparse information. They studied the e�ects of the

202



6.3 Concluding remarks

sequencing of objects and labels on word learning and suggested that label-object

pairings can only be e�ectively learned if objects predict labels (the FLO condition)

and not vice versa (the LFO condition). In their study, objects are 3-dimensional

animal-like visual stimuli, known as �fribbles� (Barry, Gri�th, De Rossi, & Her-

mans, 2014), that are distinguished with discrete features such as color and shape

of their body parts. Labels are represented with a localist approach: an object is

either a �wug� or not. It is argued that the number of unique cues (i.e., visual

features) is greater than the number of unique outcomes (i.e., object labels) inthe

FLO condition. Thus, cue competition and discriminative learning are facilitated.

On the contrary, there are fewer cues than outcomes in the LFO condition. As

a result, the competition among cues for the discrimination of outcomes does not

take place, and the model learns the relative frequency of outcomes. The observed

asymmetry in learning in this study follows straightforwardly from their speci�c

choice of representations for a symbolic learning task: discrete cues and one-hot

encoded outcomes.

However, the application of a discriminative learning rule (one that learns from

positive and negative evidence) to non-discrete representations breaks the asym-

metry in the cardinality of the cues and outcomes sets. When both representations

are continuous and dense, the process is no longer a classi�er or an �abstraction�

from dense to sparse spaces, but amapping. Mappings are, in general, pseudo-

invertible and, therefore, bidirectional (see Figure1.7).

The fact that a mapping is invertible doesn't mean that learning in the opposite

direction is conceptually the same thing, or even would make sense.ldl-auris

conceptualizes language comprehension as a mapping from the continuous cue (i.e.,

C-FBS features) to continuous outcome (word embeddings) that is set up using

discriminative learning rules. But a mapping from embeddings to C-FBS features

for production does not make any sense, as human speech production is done with

the vocal tract. In the Ramscar et al.(2010)'s setting, going from word symbols

to visual features of objects implies moving from a categorization task to the task

of learning the prevalence of visual features.

Then, it is worth noting that in their set-up, even in FLO learning, it is not
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necessary to have symbols, as Widrow-Ho� learning of embeddings instead of

symbols will work just as well (evaluation is a bit more complex because you

have to calculate correlations).Ramscar et al.(2010) makes a lot out ofsymbolic

learning, but his results can just as well be done with embeddings, which are not

symbolic in the traditional sense.

Are LDL and NDL the same? As shown in Chapter3, as long as the Rescorla-

Wagner, Widrow-Ho�, or the ldl formula are applied to the same representations,

they all yield similar results. The two characteristic properties of discriminative

learning, namely learning from positive evidence and unlearning from negative evi-

dence, are implemented by all of these learning rules and estimation methods. The

di�erence between the earlier discriminative models (i.e.,ndl ) and later models

(ldl ) is not the training rule, but it is the choice of input and output representa-

tions: all discrete inndl and all continuous in ldl .

When localist representations are selected for the representation of the output,

the outcomes are independent. Localist representations, encoded using one-hot

vectors or randomly generated word embeddings, are perfectly discriminable from

one another. Therefore, learning from a present cue to an active outcomei and

unlearning from the cue to an inactive outcomej simultaneously pushes the cue

closer toi and further away from j .

With embeddings, however, the outcomes are not completely orthogonal to all

other outcomes, and the more similar two words are in meaning, the more confus-

able they become. Simulations reported in Chapter3 showed that discrimination

between one-hot vectors is much easier than discrimination between empirical word

embeddings.

Discrimination becomes more daunting with embeddings because the learning is

less explicit with imperfect empirically-obtained word embeddings. Learning from

positive evidence and unlearning from negative evidence is implemented through

the alteration of connection strengths between cue and outcome dimensions, not

cues and outcomes themselves.

Two solutions have been proposed to compensate for the increased complexity

204



6.3 Concluding remarks

of the task with embeddings. First, a proposition by Konstantin Sering was to

introduce the vector correlation computations, which are currently used only in

the evaluation step, into the learning step as another source of error. Therefore,

the training algorithm updates the weights such that the correlation between pre-

dicted and target meaning increases (positive evidence is strengthened) and the

correlation between predicted and irrelevant meaning decreases (negative evidence

is weakened). His initial investigations of the correlation computation do not show

increased performance with respect to accuracy, and therefore the original training

regime seems to be su�cient for training. Keeping track of the variance-covariance

matrix together with the weight matrix is pursued in the Kalman �lter algorithm

(Kalman, 1960), which is extremely computationally intensive for ecologically large

volumes of language data.

Second, one could evaluate the model predictions on the basis of the cross-

correlational structure of the vectors. Currently, during evaluation, the recognized

word (vector) is selected only on the basis of maximizing similarity to the gold

standard semantic vector. Konstantin Sering, together with Paul Schmidt-Barbo,

modi�ed the evaluation such that the recognized word corresponds to a vector that

maximizes similarity to the predicted semantic vectorand minimizes similarity to

all other gold vectors. Altering the evaluation step yields superior accuracies. The

application of their approach toldl-auris remains for future research.

Are word embeddings the ground truth? �Word embeddings are crutches�,

Harald Baayen once said in a meeting with me. Although I have based some of

the conclusions in this research on word embeddings obtained from textual cor-

pora, I completely share his opinion. While textual embeddings are an excellent

starting point, there remain many shortcomings and considerable room for im-

provement. An empirical limitation is the handling of antonyms in distributional

semantics models (DSM).Shahmohammadi et al.(2021) reports, for instance, that

semantically related antonyms such assmart and dumbare typically found in close

proximity to one another within semantic spaces. However, research in natural lan-

guage processing continues to improve the quality of embeddings as gauged by their

performance on downstream tasks such as named entity recognition.Hollenstein,
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De La Torre, Langer, and Zhang(2019) suggest that embeddings' performance on

downstream tasks positively correlates with their �t to cognitive data.

To me, the conceptual limitation of DSMs is more signi�cant. As with any other

purely symbolic model of the mind, the conceptualization of word embeddings suf-

fers from the �symbol grounding problem� (Harnad, 1990). That is, every symbol

gets its meaning from other symbols. Unless the symbols are reliably connected to

their external referents through a sensorimotor system, internal look-upswithin the

symbolic system will lead to an in�nite regress. To address this problem, grounding

distributional meaning representations in sensory information has recently gained

increasing attention. Textual embeddings have been enriched with visual (e.g.

Shahmohammadi, Heitmeier, Shafaei-Bajestan, Lensch, & Baayen, 2022), olfac-

tory ( Kiela et al., 2015), and auditory (Kiela & Clark , 2017) information. It has

been shown that the visual grounding of textual embeddings also improves their

performance on various NLP tasks and how antonyms are handled. I hypothe-

size that the semantic dissociation of morphological processes will be enhanced in

multi-modal semantic spaces based on improved textual embeddings.

Can LDL-AURIS explain pseudoword processing? Pseudowords are

phonologically valid word forms absent from the lexicon of a given language, e.g.,

[klI¥]. They are extensively used as stimuli in experimental tasks such as the au-

ditory lexical decision paradigm to investigate the process of SWR, among other

topics. However, the majority of SWR models neither list pseudowords in their

lexicons nor provide alternative ways to study the meanings of pseudowords. In

Chuang et al.(2021), my co-authors and I investigated the processing of auditory

nonwords using an earlier version ofldl-auris in which discrete FBS vectors

were used as features. The meaning of pseudowords was estimated dynamically

rather than fetched from memory using a network trained on words. Model-driven

measures quantifying the semantic structure of pseudowords successfully predicted

reaction times from listeners and the acoustic durations of pseudowords.
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1 Lemmas

Lemma 1.1. Let the function Et be de�ned according to equation3.1. Then
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@ŷtj

@ŷtj
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= � (ytj � ŷtj )f 0(atj )
@(xti wtij )

@wtij
zero for all k 6= i

= � (ytj � ŷtj )f 0(atj )xti : partial derivative

Lemma 1.2. Using the variables de�ned in Section3.2.2, let x t 2 f 0;1gm , y t 2

f 0;1gn . Let f be the identity function for all oj . Let � = �� . Then, the learning

rule of Rescorla-Wagner can be written as the following

� wtij = � (ytj � ŷtj )f 0(ati )xti Equation 3.2

= � (ytj � ŷtj )
@ati
@ati

xti identity function

= � (ytj �
X

i
xti wtij )xti : de�ntion of ŷtj

=

8
><

>:

� (ytj �
P

i xti wtij ); if xti = 1;

0; if xti = 0:
xti is binary

=

8
>>>><

>>>>:

� (1 �
P

i xti wtij ); if xti = 1 and ytj = 1;

� (0 �
P

i xti wtij ); if xti = 1 and ytj = 0;

0; if xti = 0:

ytj is binary

Lemma 1.3. Let X , Y , and W be three matrices such thatXW = Y , and let

X be anm-by-m invertible matrix. Then W = X � 1Y

XW = Y

X � 1XW = X � 1Y left multiply both sides withX � 1

I mW = X � 1Y X � 1X = I m

W = X � 1Y I mW = W
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2 Data

Figure 1: Waveform and Hilbert envelope (in orange) for four misaligned words
that are too short.

2 Data

Some of the imperfect alignments by the forced aligner are visualized in Figure1

and Figure 2.

3 Auditory features

3.1 Summary of algorithms

Figure 3 and Figure 4 illustrate the auditory processing by the FBS and the C-

FBS procedures, respectively, for one acoustic rendition of the wordbetween. The

observed improvement in the granularity of C-FBS features arise from using 1)
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Figure 2: Waveform and Hilbert envelope (in orange) for four words with imperfect
alignments. There is a piece of silence or breathing sound present at the beginning
of the signal for each word.
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4 Semantic vectors

di�erent windowing functions in envelope smoothing, 2) di�erent methods for the

convolution of the envelope and the windowing function for smoothing, and 3)

di�erent choice of the extrema � minima in FBS versus maxima in C-FBS al-

gorithm. The average number of chunks (N = 131371) is signi�cantly greater

in C-FBS chunks split according to maxima (M = 2:23, SD = 1:07) compared

to C-FBS chunks split based on minima (M = 1:98, SD = 1:05) of the envelope

(W = 1726912218:5, p < 0:0001).

3.2 C-FBS neighborhood

As an initial step in investigating the neighborhood structure of the features, we

looked at the top 9 nearest C-FBS feature vectors for some example words.Here

we present the plots for the target wordspresident, price, capital, and soccer in

Figure 5. Similarly-sounding words to the target words appear in the list of the

top 9 nearest neighbors of the target words' C-FBS vectors. For example, it can

be observed from the lowest subpanel of the top right panel that, for a particular

audio rendition of the target wordprice, two other audio tokens of the same word

and similarly-sounding words such asplaceappear among the top 9 neighbors.

4 Semantic vectors

Addition of a small amount of Gaussian noise brought about better statistical

properties for theTasa2 vectors, making them less dependent on outliers. Figure9

illustrates that the distribution of vector values is closer to the normal distribution

after adding noise. The �rst panel, as an example, shows the histogram for the

values in the semantic vector of the wordaway before and after the addition of

noise. The remaining panels show the distribution of di�erent statistical properties

for all of the 23561 vectors in theTasa2 space. The addition of noise decreases

the skewness of vectors from an average of 12:19 to 0:61 (third panel) and kurtosis

from an average of 322:89 to 18:27 (fourth panel) while keeping the mean of vectors

exactly at an average of� 2� 10� 6 (second panel).
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Figure 3: Auditory processing by the FBS algorithm for one auditory rendition of
the word between. The �rst panel depicts the waveform, along with the Hilbert
envelope and the chunk boundary found by the FBS chunking procedure. The
panel in the middle, which is aligned with the top panel in time, shows the nor-
malized discretized log MEL energies at di�erent frequency bands. Possible values
are integer numbers between 0 and 5. Below that, an FBS feature is presented
as an example in magenta that summarizes the energy values in the seventeenth
frequency band of the �rst chunk. Conceptually, this feature represents one dimen-
sion of the FBS feature vectors. The value of the feature vector at this dimension
is toggled from 0 to 1, indicating that the mentioned feature is present in the
current audio token. For our dataset, the FBS vectors have a dimensionality of
40578.Click here or scan QR code to listen.
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Figure 4: Auditory processing by the C-FBS algorithm for the same auditory ren-
dition of the word betweenin Figure 3. The �rst panel depicts the waveform, the
Hilbert envelope, and the chunk boundary found by the C-FBS chunking proce-
dure. The panel in the middle, which is aligned with the top panel in time, shows
the log MEL energies at di�erent frequency bands. Possible values are real num-
bers less than 0. Take the seventeenth band of the �rst chunk, framed in magenta,
as an example. From the list of energy values, an order-preserving random sample
of length 20 is taken and added to the C-FBS vector. In addition to the selected
values, the frequency band number and the correlation of this band with the fol-
lowing bands in the chunk are also appended to the vector. For our dataset, the
C-FBS vectors have a dimensionality of 6510.
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Figure 5: Neighborhood structure of C-FBS features for the target word,president.
Each of the four panels belongs to a di�erent audio rendition of the target word.
The x-axis represents the Euclidean distance between the feature vectors of the
target audio token and the audio token of words listed on the y-axis. In all subplots,
the �rst nearest neighbor belongs to the target audio token itself (with a distance of
zero) and is, therefore, not shown. The second nearest neighbor (with the smallest
distance) to the ninth nearest neighbor (with the largest distance) are ordered
from bottom to top on the y-axis.
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(continuation of Figure 5) Neighborhood structure of C-FBS features for the target
word, price.
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(continuation of Figure 5) Neighborhood structure of C-FBS features for the target
word, capital.
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(continuation of Figure 5) Neighborhood structure of C-FBS features for the target
word, soccer.
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Appendix

Figure 9: Histograms visualizing the distribution of di�erent statistical properties
for the Tasa2 vectors before and after adding a small amount of Gaussian noise.
Top left panel: distribution of values in the semantic vector for the wordaway is
closer to the normal distribution after the addition of noise. The remaining panels
belong to the distribution of mean, skewness, and kurtosis of allTasa2 vectors
(N = 23561).
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