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Abstract

Objective measurement methods of subjective stimulus intensity have
occupied scientists for over 100 years. The latest generation of these so-
called psychophysical scaling methods combines experimental tasks in
which subjects compare the similarity of stimuli with ordinal embed-
ding algorithms developed in machine learning to obtain robust and
multidimensional point representations of stimulus perception. How-
ever, even for experts, the correct application of ordinal embedding
based scaling methods is technically and methodologically challeng-
ing.

In this dissertation, | describe a pipeline to make psychophysical
scaling with ordinal comparisons more accessible using machine learn-
ing techniques. First, | introduce an open-source Python toolbox. This
toolbox provides the most important algorithms and methods as user-
friendly and efficient implementations, making ordinal embedding
methods more accessible to psychophysicists. | then develop a pro-
cedure to simplify the essential choice of scale dimensionality based
on statistical considerations and propose analysis methods to estimate
the quality and variability of a scale to draw scientific conclusions. At
last, | present a novel application of comparison-based scaling meth-
ods in a virtual reality experiment to measure distortions of varifocal
glasses that lead to serious side effects such as dizziness.

The pipeline | present in this thesis empowers researchers to an-
swer their perceptual questions by computing the scales themselves,
choosing the dimensionality, and interpreting them with uncertainty
in mind. They can reconsider questions previously investigated us-
ing cumbersome experimental paradigms or limited, for example one-
dimensional, analysis methods and use ordinal embedding methods
to view these questions from a new perspective.






Zusammenfassung

Die objektive Bestimmung der subjektiven Reizintensitat beschéftigt
die Wissenschaft seit mehr als 100 Jahren. Die neueste Generation die-
ser sogenannten psychophysischen Skalierungsverfahren kombiniert
experimentelle Aufgaben, in denen Versuchspersonen die Ahnlichkeit
von Reizen vergleichen, mit ordinalen Einbettungsalgorithmen, wie
sie im Bereich des maschinellen Lernens entwickelt wurden, um ei-
ne robuste und mehrdimensionale Koordinatendarstellung der Reiz-
wahrnehmung zu erhalten. Die korrekte Anwendung dieser Skalie-
rungsverfahren erweist sich selbst fir Expertinnen und Experten als
schwierig, da viele Liicken in der Anwendung der Algorithmen und
der Interpretation der Ergebnisse bestehen.

In dieser Dissertation beschreibe ich eine Pipeline, um psychophy-
sische Skalierung mittels ordinaler Vergleiche und maschineller Lern-
verfahren zuganglich zu machen. Dazu stelle ich zunéchst eine Open
Source Python Toolbox vor, die die wichtigsten Algorithmen und Me-
thoden in einfach zu bedienenden und ef zienten Implementierun-
gen zur Verfligung stellt. Dann schlage ich ein Verfahren vor, um die
wichtige Wahl der Dimensionalitat der Skala auf der Grundlage statis-
tischer Uberlegungen zu vereinfachen, sowie Analysemethoden, um
die Stabilitdt einer Skala zu schatzen und wissenschaftliche Schluss-
folgerungen daraus zu ziehen. Ich schliel3e die Arbeit mit einer neu-
artigen Anwendung der vergleichsbasierten Skalierungsmethoden in
einem Virtual-Reality-Experiment ab. Dabei messen wir die wahrge-
nommene Starke der optischen Verzerrung von Gleitsichtbrillen, die
zu schwerwiegenden Nebenwirkungen wie Schwindel fihren kann.

Die Pipeline, die ich in dieser Thesis vorstelle, ermdglicht es For-
scherinnen und Forschern, ihre eigenen Wahrnehmungsfragen zu be-
antworten, indem sie selbst Skalen berechnen, die Dimensionalitat aus-
wahlen und unter Beriicksichtigung von Unsicherheit interpretieren.
Fragen, die bisher mit aufwandigeren experimentellen Paradigmen
oder eingeschrankten, z.B. eindimensionalen Analysemethoden unter-
sucht wurden, kdnnen nun in einem neuen, umfassenderen Licht be-
trachtet werden.
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1 Introduction

1.1 Objective measurements of the subjective perception

People have been measuring their world since ancient times; there
appears to be an incredible fascination with assigning numerical val-
ues to size, weight, and distance. Today, people quantify their lives
thoroughly with smartphones that constantly count steps or smart-
watches tracking their heart rate. In addition to these measurements
of physical activity and physiology, many people like to quantify their
sensations and emotions as part of personal health tracking or to share
their inner world with others:

Rate your sleep quality 90% ]
Did you like the wine? +++. +
How was the video quality of the meeting? | m

The subjective component of this “feeling data” is evident, in
contrast to the physical measurement of physiology, which is limited
mainly by the quality of the measuring equipment. From a scien-
ti ¢ perspective, however, even the subjective impressions ought to
be objectively quanti ed. Psychophysical methods 1 combine strictly
controlled behavioral experiments with data analyses and statistical

models (Fechner,1860. The model in our case, the psychophysical scale

numerically describes the perceived intensity and thus not only tells
us that the Pinot Grigio tasted better than the Chardonnay but how
much better.

In fact , psychophysical scales affect our daily lives, even without
us noticing them. For example, if we double the volume of our mu-
sic player, the music should sound twice as loud. This scale of per-
ceived loudness is logarithmically related to the physical sound pres-
sure (Goldstein, 2007. Similar internal color and brightness scales
calibrate the color space of computers such that images are displayed
realistically (Fairchild, 2013.

On the other hand, there are many applications where psychophys-
ical scales would be helpful but are not yet used, such that improve-

One accurate measurement is worth a
thousand expert opinions.
— Grace Hopper

1 Despite the name psychophysics there
are also many examples in which there is
no physical counterpart to the perceived

intensity—aesthetics, taste, and artistic
qualities can also be measured with psy-
chophysical methods (e.g., Ribe, 2022
Schroeder, 1984 Wijntjes et al., 2020.
The interested reader can nd a compre-
hensive introduction to psychophysical

methods in Wichmann and Jékel (2018.
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ments in psychophysical methods have an enormous scienti ¢ and
economic potential for quantifying real-world multidimensional per-
ception. For example, when a new movie is shot, the colors of the raw
material must be mapped to standard metrics of display devices (e.g.,
cinema or TV) while preserving the artistic intent. Because computa-
tional color models cannot predict observer preferences, this mapping
of perceived colors is still a manual task of human experts on “a shot-
by-shot, object-by-object basis” (Zamir et al., 2021). Similarly, the qual-
ity of optical devices such as microscopes, binoculars, and eyeglasses
is still determined either by physical properties or by subjective “feel-
ing” after unsystematic use by designers and managers—even though
the objective perceptual properties ultimately matter.

Psychophysical methods quantify perception through behavioral
experiments and data analysis routines (Wichmann & Jakel, 2018.
Different aspects of perception can be studied. The most traditional
methods investigate the discriminative ability of observers via inten-
sity thresholdsor just-noticeable differences (JND; Fechner, 1860 that
typically indicate the minimum intensity difference at which two stim-

uli can be discriminated reliably, i.e. with 75% accuracy. This sta-
tistical perspective on discrimination is grounded in Signal Detection
Theory (SDT; Green & Swets, 1966. Psychophysical scales, however,
measure the appearancef a stimulus and the perceptual magnitude
of suprathresholdstimulus differences, i.e., of stimuli that can be eas-
ily discriminated because their perceived dissimilarity is larger than
the discrimination threshold (Gescheider, 1988 Maloney & Knoblauch,
2020. In many applications, scales are much more interesting than
thresholds. Because they not only tell us that Pinot Grigio tastes dif-
ferent from Chardonnay but also quantify how much better it tastes,
they make it possible to relate taste improvement to other parameters
such as price difference.

The experimental task largely determines the scienti ¢ insights

that can be gained. Recently, tasks that compare the order of stimulus
similarity have become very popular (e.g., Aguilar et al., 2017 Brown
et al., 2011 Charrier et al., 2007 Demiralp et al., 2014 Devinck &
Knoblauch, 2012 Fleming et al., 2011, Hebart et al., 2020 Knoblauch
et al., 202Q Lagunas et al., 2019 Maloney & Yang, 2003 Obein et al.,
2004 Roads & Love, 2021 Roads & Mozer, 2019 Rogers et al., 2016
Sauer et al., 2024 Waraich & Victor, 2024 Wills et al., 2009. These
so-called ordinal comparisons include, for example, the triad or triplet

guestion “Is stimulus i more similar to j or k?” (Torgerson, 1952,
the quadruplet comparison “Which pair is more (dis)similar” (e.g.,

Maloney & Yang, 2003, or the odd-one-out question (e.g., Hebart et



al., 2020. Unlike other tasks, observers do not have to learn to rate
the similarity of the stimulus set consistently. Observers have reported
that ordering similarities is intuitive, resulting in less training time and
more consistent responses (Aguilar et al., 2017 Demiralp et al., 2014
Li et al., 2016 Roads & Mozer, 2019 Wichmann et al., 2017).
Traditionally, triplets are asked repeatedly to infer pairwise simi-

larities based on the response rate and to compute scales from these

similarities (Torgerson, 1952. Maximum Likelihood Difference Scaling
requires only a selection of triplets to estimate the perceived stimulus
intensities (Maloney & Yang, 2003. However, due to technical limi-
tations, these intensities must have a monotonic progression. Haghiri
et al. (2020 pointed out that exible algorithms for determining scales
with arbitrary geometry can be found in machine learning as so-called
ordinal embedding methods. These algorithms can estimate even mul-
tidimensional scales from a subset of triplet responses and thus open
up new paths, but also new questions, for psychophysical scaling.

1.2 Pushing the envelope of psychophysical scaling

Psychophysical scaling has a long tradition in psychological re-
search. This section will look at a number of different scaling proce-
dures to understand their shortcomings and the advantages of method-
ological developments. We do not proceed in strict chronological or-
der, and we do not claim to provide an exhaustive overview. Still,
we group examples of scaling methods according to the experimen-
tal task and the possible interpretation, i.e., what the scale can tell us
about perception?.

1.2.1 Measuring perceived intensity

In everyday applications, perception is often queried directly via
scores, such as “rate the audio quality from 1to 5". This so-called mag-
nitude estimationStevens,1957 1960 and other direct scaling methods
make it possible to read the perceived intensity directly from the ob-
server's response. As an alternative to ratings, direct methods can ask
to adjusta stimulus attribute (Merkel, 1888 Stevens,1959 or to parti-
tion the attribute into equally perceived sections (Gescheider, 2013).
While these tasks seem intuitive, they are scienti cally controversial: It
has been shown that observer responses are biased easily by training,
instructions, or stimuli selection (Beck & Shaw, 1965 Poulton, 1968
Robinson, 1976. In addition, Shepard ( 1981 questioned the observer's
ability to report a psychological magnitude directly. Instead, it was ar-
gued that they would instead report learned labels. In addition, there
are known biases in observers' responses that might be caused by the

introduction 3

2“What the scale can tell us” is a fun-
damental question being investigated by
the research eld of measurement theory
(Krantz et al., 2006 Suppes & Krantz,
2007, which speci es theorems and ax-
iom systems. These axioms can be used
in practical applications: For example,
Knoblauch and Maloney (2012, ch. 7,
pp. 223228 developed diagnostic tests
for their scaling method to determine
whether the desired interpretation is rea-
sonable from the available data.
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instructions, the preceding trials, or the stimulus frequency (Geschei-
der, 1988.

Indirect scaling  methods avoid these problems by comparing only
a few stimuli shown per trial to calculate the scale from all responses
(Gescheider,2013). For example, Fechner's JND scales (Fechned, 860
are based on the idea that the unit distance of the scale corresponds
to an intensity difference that can be reliably discriminated; the con-
catenation of repeated JND measurements at adjacent intensities re-
sults in the scale®. Another method that uses discriminability to infer
the perceived distance is Thurstonian scalingor paired comparison scal-
ing (Thurstone, 1927). Thurstonian scaling models the similarity of
two stimuli with a normal distribution, tted to the frequency with
which the observers could discriminate between them; the psycholog-
ical unit distance is not the JND but the z-score of the normal dis-
tribution. Thurstone's approach does not require active manipulation
of stimulus intensity and thus can measure abstract concepts such as
aesthetics or immutable stimuli such as works of art (e.g., Wijntjes et
al., 2020. However, constructing these discrimination scaledy Fech-
ner or Thurstone requires by design that stimulus pairs are dif cult
to distinguish so that the observer confuses them. This near-threshold
similarity of stimuli makes the task demanding for the observer and
limits the choice of stimuli. For example, scaling of clearly distinguish-
able intensities or discrete stimuli such as object images or words may
not be possible.

1.2.2 Representing multidimensional perceptual spaces

It is typically inadequate to characterize the appearance of stimuli
like material samples, colored patches, or photographed things with a
single value. For example, patches of textured materials like leather,
orange skins, or reptile scales could be compared based on their glossi-
ness and bumpiness. A comprehensive representation of their per-
ceived similarity might be characterized by multiple values, so-called
dimensionsof the perceptual space. Ho et al. (2008 suggests using
a conjoint measurement approach (Luce & Tukey, 1964 to determine
these dimensions and their interaction, called Maximum Likelihood Con-
joined Measurement (MLCM)In two experiments, they ask observers to
discriminate two surfaces that differ by their specularity or 3D struc-
ture. MLCM infers perceived glossiness and bumpiness as the param-
eters of a model, predicting the respective discriminations. Besides the
simple addition of those parameters, including interactions between
perceived dimensions with multiplication is straightforward. Like all
discrimination scales, MLCM is relatively restrictive in terms of stim-

30ne of the big open questions in psy-
chophysics is to what extent thresholds
can be derived from scales and vice
versa. The state of research shows mixed
evidence in this case (e.g., Aguilar et al.,
2017 Devinck & Knoblauch, 2012 Ross,
1997.



ulus selection—the stimuli must be similar enough to be confusable
and speci ed by (physical) properties that can be manipulated inde-
pendently.

Similarity  between stimuli can be used to study perception consider-
ably more exibly and detached from the physical properties. Multidi-
mensional scalingMDS) assigns coordinates to each stimulus in the pu-
tative perceptual space such that similarly perceived stimuli are close
to each other, i.e. have a small Euclidean distancé. For example, Fig-
ure 1.1 illustrates hue perception like a 2D “city map” with arbitrary
axes, where similar perceived colors are close together (compare pink
and red with blue and green). It is important to note that this scale
is an interval scale (Stevens,1946. No natural origin or scaling exists,
such that the identical similarities are represented by shifted, rotated,
ipped, or scaled coordinates.

Most scaling methods discussed so far estimate perceived similarity
from a non-zero error rate in discrimination or detection experiments.
With MDS, however, this error rate no longer matters, allowing experi-
ments to use stimuli with suprathreshold differences where the stimuli
are clearly distinguishable. There are several behavioral experiments
to obtain values for perceived stimulus similarity. Most commonly,
similarity is obtained by repeatedly rating pairs of stimuli (e.g. Ek-
man, 1954 Shepard et al., 1975. Alternative methods include obtain-
ing similarity from confusion rates between presented and intended
stimuli (e.g., Miller & Nicely, 1955 or from a spatial arrangement of
a set of stimuli (Goldstone, 1994.

Algorithmically, Torgerson scalindor Principal Coordinates Analy-
sis; Torgerson, 1952 is one of many solutions for estimating coordi-
nates from a matrix of pairwise stimulus dissimilarities. The coor-
dinates are derived by eigenvalue decomposition of the dissimilarity
matrix. As with other direct methods, it can be assumed that simi-
larity or dissimilarity ratings are only a distorted view of perception

(cf. subsection1.2.1). For these data, it is suggested to use non-metric

MDS methods (Kruskal, 1964a, 1964; Shepard, 1962, which trans-
form the dissimilarities with a monotonic function. The nal scale is
determined by alternating between the tting of the coordinates and
the transformation.

1.2.3 Comparing similarities

Instead of asking for similarity ratings, combined with the biases of

direct methods described above, ordinal comparisons between pairs of
stimuli are becoming increasingly popular (Aguilar et al., 2017 Hebart
et al.,, 2020 Lagunas et al., 2019 Maloney & Yang, 2003 Roads &

introduction 5

4“The geometric representation of per-
ception is undoubtedly controversial.
For some stimuli, perceived similarities
may not satisfy the conditions for a met-
ric. For example, the triangle inequality
states that the direct distance between
two points d(A, B) is never longer than
the distance via a third point d(A,C) +
d(C, B). Measuring d(A,B) and d(A,C)
on different object properties might vi-
olate the triangle inequality (Tversky &
Gati, 1982. The interested reader can
nd a more comprehensive review of
psychological space representations in
Roads and Love (2024.

Figure 1.1: A 2D scale of hue
perception (simulated). Each
point represents a stimulus such
that the Euclidean distance be-
tween points corresponds to the
perceived dissimilarity.
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Mozer, 2019 Suresh et al.,2023 Waraich & Victor, 2022 Wills et al.,
2009 e.g., ). Themethod of triad®r triplet tasks as introduced by Torg-
erson (1952, asks the observer whether “stimulus i is more similar
to stimulus j than to stimulus k*. Triplet experiments are intuitive
and thus typically preferred by trained and untrained observers over
threshold approaches (Aguilar et al.,, 2017 Wichmann et al., 2017;
scales can be estimated robustly even with a fraction of the possible
triplet questions (Demiralp et al., 2014 Haghiri et al., 2020 Maloney
& Yang, 2003.

Some studies use alternative ordinal comparison tasks, like the one
in Figure 1.2, to make the task even more intuitive or faster than the
triplets (Roads & Mozer, 2019. However, most comparative data can
be converted to triplets for analysis purposes. For example, “stimulus
i is the odd-one-out of i,j,k” corresponds to the triplets “ j is more
similar to k than i” and “ k is more similar to j than i”.

While Torgerson (1952 showed triplets repeatedly to estimate sim-
ilarity from response ratios, modern scaling algorithms can estimate
scale from a (random) sample of triplet responses. These modern algo-
rithms optimize the coordinates to satisfy as many triplets as possible,
i.e., stimulus i is represented closer to j than k.

In vision science, comparison-based scaling approaches are well
established. Most notably, the Maximum Likelihood Difference Scaling
(MLDS; Knoblauch & Maloney, 2008 2012; Maloney & Yang, 2003
algorithm has been used to investigate topics ranging from image qual-
ity metrics to attributes of materials or colors (e.g., Aguilaretal., 2017
Brown et al., 2011, Charrier et al., 2007 Devinck & Knoblauch, 2012
Fleming et al., 20121, Knoblauch et al., 2020 Obein et al., 2004 Rogers
et al., 2019. MLDS obtains a monotonic 1D scale using linear regres-
sion on restricted triplet data, limited to trials where the perceived
stimulus intensities x are ordered such that x; < X < X.

Many questions in perceptual research require a multidimensional
representation, however—or the ability to obtain one when needed. It
is therefore not surprising that a large number of MDS-like methods
have been developed that learn from similarity comparisons (Agarwal
et al., 2007 Bimler et al., 200Q Hebart et al., 2020 Roads & Mozer,
2019 Takane, 1978 Waraich & Victor, 2022. These methods enable the
study of materials in multidimensional space (Schmid & Anderson,
2017 Wills et al., 2009, but also the measurement of object (Demiralp
et al., 2014 Hebart et al., 202Q Roads & Love, 2021 or concept spaces
(Huber et al., 2024 Waraich & Victor, 2024. More recently, large-scale
online studies have been conducted that collectively analyze the trials
of many observers to scale thousands of object images or rendered

Quadruplet Odd-one-out

Triplet Show 8, rank 2

Figure 1.2: Variations on ordinal
comparison tasks. The quadru-
plet task compares the similar-
ity of stimulus pairs (blue vs.
green). The odd-one-outtask
identi es the stimulus most dis-
similar to all others. The triplet
and show8, rank2 tasks compare
a reference (red) to the other
stimuli (blue).



materials (Hebart et al., 202Q Lagunas et al., 2019 Roads & Love,
2021 Schmid & Anderson, 2017. Some of these large-scale studies use
adaptive trial selection (or active learning) to minimize the number of
trials (Jamieson et al.,2015 Roads & Love, 2021; S. Sievert,2021;, Tamuz
et al., 2017).

1.3 Machine learning for ordinal comparison data

Methods to estimate similarity purely from their ordinal compar-
isons are not unique to perceptual science but are an active eld of
machine learning research.

Comparison -based methods were developed for most machine learn-
ing applications such as metric learning (Liu et al., 2012 Shi et al.,
2014, clustering (Ghoshdastidar et al., 2019 Haghiri et al., 2017, Per-
rot et al., 2020, classi cation, or regression (Haghiri et al., 2018. Con-
trastive learning methods estimate a mapping from features to repre-
sentation based on triplets and are popular for training deep-learning-
based image classi ers (Chen, Kornblith, Norouzi, & Hinton, 202Q
Chen, Kornblith, Swersky, et al., 2020.

Haghiri et al. (2020 point out that a particular class of comparison-
based learning methods, the ordinal embeddinglgorithms, can be used
to estimate psychophysical scales from ordinal comparisons. Ordinal
embedding algorithms (e.g., Agarwal et al., 2007 Tamuz et al., 2011
Terada & von Luxburg, 2014 van der Maaten & Weinberger, 2012
estimate Euclidean coordinates from triplets and quadruplets, much
like the comparison-based MDS methods—for this reason, we will use
embedding and (multidimensional) scale interchangeably in the fol-
lowing.

1.3.1 Ordinal embedding algorithms

Ordinal embedding algorithms aim to nd D-dimensional points
X1,...,.Xn 2 RP that are consistent with as many collected compar-
isons as possible. When encoding a triplet comparison “stimulus i is
more similar to stimulus | than k” by the order of the stimulus indices

(i,j, k), the representation is “consistent” if the order of distances d
conforms to the reported order of similarity °:

d(xi, xj) < d(xi, xk)

Given a set of triplets T, we can count the inconsistent triplets to
determine the triplet error ( 1 is 1 if the comparison is true, O other-
wise).

introduction 7

5In this work, the distance dis Euclidean
to simplify downstream applications on
the nal embedding, such as visualiza-
tion or clustering.
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1A ) < 0]
(i,j,k) 2T

An alternative notation for triplet comparisons explicitly states the
observer's judgment asr = 1 (consistent with the triplet) or r = 0. This
way, we can hypothetically reformulate the ordinal embedding prob-
lem as a binary classi cation problem, predicting r from (i,j,k). The
embedding—or “model parameter’— x can be found by numerically
minimizing the classi cation loss L.

Fo= 1[d(x;, %) < d(x;, X)]

argmin  § L(r,?)
X1.-XN2RP (ij k) r2T

In practice , this discrete loss function cannot be numerically opti-
mized ef ciently. Instead, the discrete loss is replaced by convex relax-
ations (Agarwal et al., 2007 Terada & von Luxburg, 2014 or smooth,
probabilistically motivated loss functions (Tamuz et al., 2011, van der
Maaten & Weinberger, 2012. Jain et al. 016 showed formally that,
in general, convex optimization can estimate ordinal embeddings.

The loss functions of ordinal embedding algorithms encode some
assumptions about the response distribution. For example, these are
the loss functions (sometimes called the noise modélof Crowd Kernel
Learning (CKL, Tamuz et al., 2017), Stochastic Triplet Embedding (STE,
van der Maaten & Weinberger, 2012, and Soft Ordinal Embedding
(SOE, Terada & von Luxburg, 2014. A comprehensive collection of
algorithm descriptions can be found in Vankadara et al. ( 2021).

d(Xi,Xj)2+ m
d(x;, xj)2 + d(xi, xx)2+ 2m

e d(xi vxj)2

CKL:

STE:

e dxix)? 4 g d(xix)2
SOE: maxf 0, (d(xi,x;)  d(xj,Xy) + Mg

In psychophysical scaling , we usually also make assumptions
about the observer's noise distribution in perception and response. For
example, a common assumption is that errors occur when both stimu-
lus pairs are (almost) equally similar (cf. the noise model in the MLDS

literature, Maloney & Yang, 2003. This assumption ts all loss func-
tions but via the difference in distances in SOE and the distance ratio
in STE/CKL. For some stimuli, however, it is a common assumption

that the variation increases with the stimulus intensity (e.g., Poisson



noise; Egan, 1975 Kaernbach, 1991), which corresponds to the noise
model of CKL and STE.

1.3.2 Theoretical insights

In addition to new algorithms, the machine learning literature con-
tributes to the theoretical investigation of comparison-based learning
methods. These insights can be transferred into practice to make state-
ments about the reliability or the correct application of ordinal embed-
ding methods.

It is not trivial that ordinal comparisons are suf cient to reconstruct
an embedding. Shepard (1964 already observed that with an increas-
ing number of points (and thus, comparisons), a ranking of the dis-
tances suf ciently narrows down the “wiggle” room to such an extent
that they x the points. With triplets, we can intuitively think of the
“wiggle” room as follows: Every triplet bisects the embedding space
RP, such that one side is closer to Xj, shown in red in Figure 1.3 and
contains the target x; (Jamieson & Nowak, 2011). Further triplets will
continue to trim the putative space of x; until its point is determined.

Formal proofs of this intuition were provided by recent works. In
the limit, ordinal embedding algorithms can reconstruct a unique set
of points from comparisons alone up to the similarity transformations,
i.e., translation, rotation, scaling, and mirroring of the embedding
(Arias-Castro, 2017 Kleindessner & von Luxburg, 2014

However, the number of comparisons, and thus the number of trials
in the experiment, required for this reconstruction is also crucial for an
application in psychophysical scaling. If an embedding of N stimuli
would require all 3 ('g') triplets, there are half a million possible trials
for 100stimuli. Jamieson and Nowak ( 2011) have observed and conjec-
tured that the required number of triplets for D-dimensional embed-
dings is much smaller and does not grow any faster than O(DN log N),
visualized in Figure 1.4. Jain et al. 016 formally proved that this
growth rate indeed bounds the prediction error of the embedding for
noisy triplets. Therefore, ordinal embedding experiments typically re-
quire far fewer trials than MDS experiments since only a fraction of all
possible pairs or triplets of stimuli have to be queried.

Additional theoretical works investigated the triplet sampling. For
example, Terada and von Luxburg (2014 could show that local infor-
mation, i.e., nearest neighbor comparisons, are suf cient to recover the
embedding globally. Careful sampling schemes can decrease the total
number of trials: Landmark-based approaches require O(DN log M)
(M N) triplets to approximate the embedding (Anderton & Aslam,
2019. Alternatively, active sampling algorithms collect only the most

introduction 9

Figure 1.3: A triplet is bisect-
ing the space of a 2D embed-
ding. The red area shows the
half-space closer to the “near”
point, containing the “anchor”.



10 machine learning for psychophysical scaling with ordinal comparisons

informative triplets (e.g., Tamuz et al., 2011).

1.4 A pipeline for comparison-based scaling

Overall , ordinal embedding algorithms are a powerful tool for esti-
mating psychophysical scales from ordinal comparisons, which can es-
timate multidimensional representations even from random subsets of
the possible comparisons. However, with their great exibility comes
insecurity about how to use them correctly. Whether it is the choice
of implementation, dimensionality, validation method, or experimen-
tal design, there are many open questions, little evidence, and no
guidance—and thus the risk for practitioners to make mistakes. Haghiri
et al. (2020 conclude their work with recommendations and open
guestions about the practical application of ordinal embedding meth-
ods in psychophysical scaling, which | take up, develop further, or
even correct in this thesis.

Figure 1.4 The number of
triplets and pairs grows fast
with the number of stimuli
N. However, a subsample of
O(DN log N) triplets is suf-
cient to estimate the embedding

. i (Jain et al.,20186.
Based on the theoretical results on error bounds described above,

they suggest choosing the number of stimuli according to DN log N.
The only implementation they can recommend for estimating the scale
is an undocumented MATLAB script collection due to a lack of al-
ternatives. Since this makes it dif cult for new users to get started
with the methodology, | am correcting the recommendation in this
paper by presenting a comprehensively documented and tested tool-
box. The recommendation of Haghiri et al. (2020 for determining
the dimensionality and quality of the scale is based on observing the
cross-validated triplet error. This recommendation is also examined
in more detail in the following chapters and is partly extended and
partly corrected. The open issues regarding the application of ordinal
embedding methods refer primarily to the estimation of con dence
intervals, approaches to interpretation, and conjoint measurement. |
address the former in a separate chapter of this thesis, while the others
are covered in the discussion.

Since such recommendations for the use of ordinal embedding meth-
ods have been available for four years, why do many researchers pre-
fer other methods like MLDS (Maloney & Yang, 2003, which lim-
its the stimulus selection (vary only one property), the experimental
task (only certain triplets and quadruplets), and especially the analy-
sis (only 1D scales)?

What MLDS offers is not just an algorithm, but a scaling pipeline
consisting of an open source R implementation (Knoblauch & Maloney,
2008 and various procedures for data and model analysis (Knoblauch
& Maloney, 2012a), comprehended by numerous successful research



applications (e.g., Charrier et al., 2007 Devinck & Knoblauch, 2012
Fleming et al., 2011, Knoblauch et al., 202Q Obein et al., 2004 Rogers
et al., 2016. This comprehensive approach of software, methods, and
applications that complement each other makes it easier for new users
to get started and gain con dence. The machine learning community
might consider this approach of lowering the entry threshold as “de-
mocratization of Al use” (Ahmed et al., 202Q Seger et al.,2023. The
Al democratization movement aims to make Al tools more accessible
and usable. For Al in scienti ¢ applications, this could be achieved
through free and easy-to-use software (Seger et al.,2023 Sundberg &
Holmstrom, 2023, automated algorithm con guration (AutoML; Hut-
ter et al., 2019 Imrie et al., 2023, or improved interpretability and
explainability of the model (Ahmed et al., 202Q Roscher et al.,2020.
For psychophysical scaling with ordinal embedding methods, | am
convinced that democratization can be created through a pipeline of
software and methods along with applications.

This thesis describes a pipeline for psychological scaling using or-
dinal comparisons with ordinal embedding algorithms. This pipeline
consists of four parts: a software toolbox, methods for estimating the
scaling dimension and its stability, and the application of procedures
in a new domain of psychophysical scaling.

In chapter 2 | present the cblearn toolbox, which implements the
most relevant ordinal embedding algorithms and utilities for generat-
ing, loading, and transforming ordinal comparison datasets °. Through
code examples and a simple API that follows conventions of the Python
machine learning ecosystem, | aim to signi cantly lower the barrier to
testing the methods. The most critical con guration of ordinal em-
bedding algorithms is the choice of the dimensionality of the embed-
ding, for which | present our data-driven procedure in chapter 3’. The
embedding obtained from the algorithm can be misinterpreted easily.
To ensure that it can be trusted, i.e., that it does not contain random
patterns but only those from the data, in chapter 4, we consider the
stability of ordinal embeddings and present approaches to quantify it.
Finally, in chapter 5, | demonstrate the robustness and exibility of
the method by presenting our study on scaling perceived lens distor-
tions based on sequentially presented triplets in a Virtual Reality en-
vironment 8. All results, including their limitations and potential, are
discussed in chapter 6. | conclude the discussion with potential appli-
cations of this work beyond psychophysics and the necessary further
development of this machine learning framework for psychophysical
scaling.
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6Kunstle, D.-E., & von Luxburg, U.
(20249. Cblearn: Comparison-based ma-
chine learning in python. Journal of Open
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perceived dimension of psychophysical
stimuli using triplet accuracy and hy-
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2 Toolbox for comparison-based learning

The loftier the building, the deeper
must the foundation be laid.
— Thomas a Kempis

When | rst started working on ordinal embedding methods, we
found implementations of ordinal embedding methods primarily as
collections of scripts in different programming languages.

This, of course, makes it dif cult to compare and improve methods.
Even worse, it makes it dif cult to get started with ordinal embedding
and to apply it to the analysis of psychophysical data. That's why |
started to develop a Python library that provides a standardized rep-
resentation of comparison data installed with “batteries included”, i.e.
access to data sets and implementations of the most important algo-

rithms.

We have described this software package in a published article 1, li- !Kiinstle, D.-E., & von Luxburg, U.

censed under CC BY 4.0, the form and content of which is largely (2024. Cblearn: Comparison-based ma-
. . . . chine learning in python. Journal of Open

reproduced in this chapter. In addition, | have integrated the supple- Source Softwared(98), 6139

mentary material of this article as new sections of this chapter and
added a concluding paragraph at the end.

Both the package and the paper are largely my work. | did the de-
sign, implementation, documentation, execution, and analysis of the
simulation studies, as well as the majority of writing. Ulrike von
Luxburg contributed to the scienti c idea, data interpretation, and
writing of the paper.

In addition, several former research group members advised me
on the conceptual design, and several researchers made smaller code
contributions to the library. Details about these code contributors can
be found in the article acknowledgments and the GitHub contributors

page.

2.1 Introduction

Comparison-based machine learning algorithms are used when only
comparisons of similarity between data points are available but no

explicit similarity scores or features. For example, humans struggle to

assign numericsimilarities to apples, pears, and bananas. Still, they can
easily comparahe similarity of pears and apples with the similarity of
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apples and bananas—pears and apples usually appear more similar.
There exist comparison-based algorithms for most machine learning
tasks, like clustering, regression, or classi cation (e.g., Balcan et al.,
2016 Heikinheimo & Ukkonen, 2013 Perrot et al., 2020; The most
frequently applied algorithms, however, are the so-called ordinal em-
bedding algorithms (e.g., Agarwal et al., 2007 Amid & Ukkonen, 2015
Anderton & Aslam, 2019 Ghosh et al.,2019 Tamuz et al., 2011, Terada
& von Luxburg, 2014 van der Maaten & Weinberger, 2012. Ordi-
nal embedding algorithms estimate a metric representation, such that
the distances between embedded objects re ect the similarity compar-
isons. These embedding algorithms have recently come into fashion in
psychology and cognitive science to quantify the perceived similarity
of various stimuli objectively (e.g., Haghiri et al., 202Q Roads & Mozer,
2019 Wills et al., 2009.

2.2 The toolbox

This section presents chlearn , an open-source Python package for
comparison-based learning (Figure 2.1). Unlike related packages, cblearn
goes beyond speci ¢ algorithm implementations to provide an ecosys-

tem for comparison-based data with access to several real-world datasets

and a collection of algorithm implementations. cblearn is fast and
user-friendly for applications but exible for research on new algo-
rithms and methods. The package integrates well into the scientic
Python ecosystem; for example, third-party functions for cross-validation
or hyperparameter tuning of scikit-learn estimators can typically be
used with cblearn estimators. Although our package is relatively new,

it has already been used for algorithm development (Mandal et al.,
2023 and data analysis in several studies (Huber et al., 2024 Kinstle
et al., 2022a; Sauer et al.,2024 Schonmann et al., 2022 van Assen &
Pont, 2022 Zhao et al., 2023.

We designed chlearn as a modular package with functions for pro-
cessing and converting the comparison data in all its varieties ( cblearn-
.preprocessing , cblearn.utils , cblearn.metrics ), routines to gener-
ate arti cial or load real-world datasets ( cblearn.datasets ), and al-
gorithms for ordinal embedding and clustering ( cblearn.embedding
cblearn.cluster ).

2.2.1 Various data formats supported

The atomic datum in comparison-based learning is the quadruplet,
a comparison of the similarity d between two pairs (i,j) and (k,1),
for example, asserting that d(i,j) < d(k,1). Another popular compar-

Figure 2.1: Toolbox logo.
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ison query, the triplet, can be reduced to a quadruplet with i == |.
Comparison-based learning algorithms estimate classes, clusters, or
metrics to fulll as many quadruplets as possible. In ordinal em-
bedding, for example, the problem is to nd X, Xj, Xk, X 2 RY s.t.
Xi X, < kxe xky, d(i,j) < d(kl).

Besides triplets and quadruplets, there are many ways to ask for
comparisons. Some tasks ask for the “odd-one-out”, the “most-central”
object, or the two most similar objects to a reference. cblearn can load
these different queries and convert them to triplets, ready for subse-
guent embedding or clustering tasks.

Different data types  can store triplets and cblearn converts them
internally. A 2D array with three columns for the object indices (i, j, k)
stores a triplet per row. In some applications, it is comfortable to
separate the comparison “question” and “response”, which leads to
additional response labels that are 1, if d(i,j) d(i,k), and 1, if
d(i,j) > d(i, k). An alternative format stores triplets as a 3-dimensional
sparse array. These sparse arrays convert fast back and forth to dense
2D arrays while providing an intuitive comparison representation via
multidimensional indexing. For example, the identical triplet can be
represented as([[i, j, k] , ([0, kI, 1D or sparse _arrfi,
K =1

2.2.2 Interfaces to diverse datasets

There is no Iris, CIFAR, or ImageNet in comparison-based learning—
the community lacks accessible real-world datasets to evaluate new
algorithms. cblearn provides access to various real-world datasets,
summarized in Figure 2.2, with functions to download and load the
comparisons. These datasets—typically comparisons between images
or words—consist of human responses. Additionally, our package
provides preprocessing functions to convert different comparisons to
triplets or quadruplets, which many algorithms expect.

15

2.2.3 Algorithms implemented for CPU and GPU Figure 2.2 Real-world datasets

In the version 0.3.0 , chlearn implements an extensive palette of that can be accessed with
ordinal embedding algorithms and a clustering algorithm (Table  2.1); cblearn  cover a wide range
additional algorithms can be contributed easily to the modular design. of sizes. Please nd a detailed
Most algorithm implementations are built with the scienti ¢ ecosys- description and references to the
tem around scipy (Harris et al., 202Q Virtanen et al., 2020 to be fast dataset authors in our package

and lightweight. Inspired by the work of Vankadara et al. ( 2021 , we documentation.
added GPU implementations with torch (Ansel et al., 2024 that use

automatic differentiation and stochastic optimization routines known

from deep learning methods. These GPU implementations can be used
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with large datasets and rapidly adapted thanks to automated differen-
tiation.

2.2.4 User-friendly and compatible API

One of Python's greatest strengths is the scienti ¢ ecosystem into
which cblearn integrates. Our package does not only make use of this
ecosystem internally but adopts their APl conventions—every user of

scikit-learn (Buitinck et al., 2013 Pedregosa et al.,201]) is already
familiar with the APl of cblearn : Estimator objects use the well-known

scikit-learn methods fit(X, y) ,.transform(X) , and .predict(X)
This convention provides interfaces between cblearn 's estimator and
machine learning routines from the scikit-learn ecosystem. The

code snippet in Figure 2.3 demonstrates this interface: The script fetches
a real-world dataset, preprocesses the comparisons, evaluates the t
of an embedding model with cross-validation, and then plots an em-
bedding estimate. Additional examples are available in the package's
documentation.

2.3 Related work

M ost comparison-based learning algorithms were implemented inde-

pendently as part of a research paper (e.g., Ghoshdastidar et al.,2019
Hebart et al., 2020 Roads & Mozer, 2019 van der Maaten & Wein-
berger, 2012; Just a few of these implementations, for example loe

(Terada & von Luxburg, 2014 or psiz (Roads & Mozer, 2019 , come
in the form of software packages.

Table 2.1: Algorithm implemen-

Related packages with collections of comparison-based learning al- tations in cblearn . Most of
gorithms focus on metric learning (cf. the metric-learn package with these come in multiple vari-
a high compatibility to scikit-learn; de Vazelhes et al., 2020 and ants: Different backends for
crowd-sourced data collection, using active ordinal embedding algo- small datasets on CPU and large
rithms (e.g., NEXTor salmon Jamieson et al.,2015 Sievert et al., 2023. datasets on GPU as well as vari-

ations of objective functions.

Algorithm Reference

Crowd Kernel Learning Tamuz et al. ( 2011

Fast Ordinal Triplet Embedding Jain et al. (2016

Generalized Non-metric MDS Agarwal et al. ( 2007
Maximum-likelihood Difference Scaling Maloney and Yang ( 2003

Soft Ordinal Embedding Terada and von Luxburg ( 2014
Ordinal Embedding Neural Network Vankadara et al. ( 2021)

Stochastic Triplet Embedding van der Maaten and Weinberger ( 2012

ComparisonHC (clustering) Perrot et al. (2020
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from cblearn import datasets, preprocessing, embedding

from sklearn.model —selection import cross _val _score

import seaborn as sns ; sns.set  _theme("poster”, "whitegrid")

cars = datasets.fetch _car _similarity()
triplets = preprocessing.triplets
accuracy = cross —val _score(embedding.SOE(n
embedding = embedding.SOE(n

fg = sns.relplot(x=embedding[:, 0], y=embedding[:, 1],

—components=2).fit

hue=cars.class  _namej[cars.class  _id])

Our package cblearn , on the other hand, focuses on providing com-
parison data and interoperable estimator implementations of the re-
maining areas of comparison-based learning.

2.4 Empirical evaluation

In this section , we want to put the goals of fast and reliable im-
plementations to the test. We evaluate the accuracy and runtime of
various ordinal embedding algorithm algorithms in and com-
pare them with reference implementations by the algorithm develop-
ers, which have been recommended in the literature for practical ap-
plications (Haghiri et al., 202Q cf.). A more comprehensive evaluation
of various ordinal embedding algorithms per se focusing on large data
sets can be found in (Vankadara et al., 2021J).

cblearn

2.4.1 Methods

We generated embeddings of comparison-based datasets to mea-
sure runtime and triplet error as a small empirical evaluation of our
ordinal embedding implementations. We compared various CPU and
GPU implementations in cblearn with third-party implementations in
R (Terada & von Luxburg, 2014, and MATLAB (van der Maaten &
Weinberger, 20129. In contrast to synthetic benchmarks (e.g., compare
Vankadara et al., 2021), we used the real-world datasets that can be

_transform(triplets)
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_from _mostcentral(cars.triplet, cars.response)
—components=2), triplets, cv=5).mean()

Figure 2.3: Code example us-
ing data loading, preprocess-
ing and embedding methods
from cblearn in interaction with
other machine learning and
plotting libraries.



18 machine learning for psychophysical scaling with ordinal comparisons

accessed throughcblearn , converted to triplets. The embeddings were
arbitrarily chosen to be 2D. Every algorithm runs once per dataset on
a compute node (8 CPU cores; 96GB RAM; NVIDIA RTX 208Qi) with
a run-time limit of 24 hours. Some runs did fail by exceeding those
constraints: Our FORTE implementation was canceled by an out-of-
memory error on the imagenet-v2 dataset. The MATLAB implemen-
tation of tSTE timed out on things and imagenetv2 datasets. The
R implementation of SOE on the imagenet-v2 dataset by an “unsup-
ported long vector” error, caused by the large size of the requested
embedding.

The benchmarking scripts and results are publicly available in a
separate repository?.

2.4.2 s there a “best” estimator?

Comparing the ordinal embedding estimators in cblearn , SOE, CKL,
GNMDS, and tSTE were performing about equally well in both run-
time and accuracy (Figure 2.4). The GPU implementations are slower
on the tested datasets and for SOE and GNMDS noticeably less accu-
rate.

2.4.3 When should GPU implementations be preferred?

In terms of accuracy and runtime, our GPU implementations using
the torch backend could not outperform the CPU pendants using the
scipy backend on the tested datasets. However, Figure 2.4 shows the
GPU runtime grows slower with the number of triplets, such that they
potentially outperform CPU implementations with large datasets of
10’ triplets and more. In some cases, thetorch implementations show
the overall best accuracy.

There are various explanations for the speed disadvantage of our
torch -based implementations. On the one hand, it may be due to the

2 https://github.com/cblearn/
cblearn-benchmark

Figure 2.4: The triplet error
and runtime per estimator and
dataset, relative to the mean er-
ror or the fastest run. Thin
lines show runs on the different
datasets; the thick lines indicate
the respective median. Except
for STE, all CPU algorithms are
able to embed the triplets sim-
ilarly well. There are just mi-
nor differences in the runtime of
the CPU implementations. The
GPU implementations are usu-
ally signi cantly slower on the
data sets used.
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overhead of converting between numpy and torch and calculating the
gradient (AutoGrad). On the other hand, it can also be due to the
optimizer or the selected hyperparameters. To get a rstimpression of

these factors, we have built minimal examples of the CKL algorithm

(Tamuz et al., 2011 and estimated 2D embeddings of the Vogue Cover
dataset (Heikinheimo & Ukkonen, 2013.

Figure 2.6 shows the runtimes and triplet accuracies on a standard
laptop. The small markers show runs with different initialization and
the bold markers the respective median performance. The CKL imple-
mentation of cblearn is slightly slower than the minimal version, prob-
ably due to data validation and conversion overheads. If the gradient
is not provided directly but calculated automatically with  torch 's Au-
toGrad functions, the minimal example, run multiple times slower.
The most severe impact has to change the optimization algorithm to
stochastic optimization (Adam, Ir=10). However, following the results
in previous sections, it can be assumed that this overhead is compen-
sated for by increasing the dataset size.

An additional challenge
& Ba, 2015 is their sensitivity to hyperparameter choices. This sensi-
tivity is demonstrated in Figure 2.7, where the learning rate of Adam
is varied for the toy example. Likewise, the performance of torch or-
dinal embedding implementations could be improved by using more
sophisticated tuning of optimizer parameters.

Besides all discussions about runtime and accuracy, the torch the
backend provides bene ts for the maintenance and extension of the
library. It uses PyTorch's automatic differentiation (Paszke et al., 2019,
so that the loss gradient does not have to be explicitly de ned and new

of stochastic optimizers like Adam(Kingma
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Figure 2.5: The runtime in-
creases almost linearly with the
number of triplets. However,
GPU implementations have a
atter slope and thus can com-
pensate for the initial time over-
head on large datasets.

Figure 2.6: The runtime and
error for different optimization

methods in minimal CKL imple-

mentations. cblearn 's CKL im-
plementation is shown for refer-
ence.
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algorithms can be implemented very quickly.

244 How doesblearn compare to other implementations?

In a small comparison , our implementations run multiple times
faster with approximately the same accuracy as reference implemen-
tations (Figure 2.8). We compared our CPU implementations of SOE
the corresponding reference implementations in R, loe (Terada & von
Luxburg, 2014, and our implementation of CKL, GNMDS, STE, tSTE
with the MATLAB of van der Maaten and Weinberger (2012. This
comparison is not exhaustive, but it shows that our implementations
are competitive with the reference implementations in terms of accu-
racy and runtime. Of course, we cannot separate the factors of algo-
rithm implementation and runtime environment.

2.5 Conclusion

In the previous sections, we introduced cblearn , a Python library
that simpli es working with ordinal similarity comparison data by

Figure 2.7: The runtime and er-
ror for different learning rates of

the Adam optimizer in a mini-

mal example with CKL estimat-
ing a 2D embedding of 60 ob-
jects.

Figure 2.8: The triplet error

and runtime per estimator and

dataset, relative to the mean er-
ror and the fastest run. Thin

lines show runs on the differ-

ent datasets; the thick lines indi-
cate the respective median. The
triplet error is approximately

similar for all implementations

but STE. For all algorithms,
“cblearn” provides the fastest im-
plementation.
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providing rich interfaces to data sets, their processing, and modeling.
We were able to show in an example that cblearn 's implementations of
ordinal embedding algorithms integrate into Python's machine learn-

ing ecosystem, and in evaluations that the various implementations
can match and outperform previous libraries in both accuracy and
runtime.

Due to its modular structure and exibility, this library enables com-
puter scientists to explore new comparison-based methods and test
them on representative datasets. Users, for example, in the eld of
psychophysics can easily evaluate different embedding methods using
scikit-learn 's methods for hyperparameter search or model compar-
ison.

This double use of the package comes with two main challenges.
First, the terminology might differ in computer science and applica-
tions. For example, the term embeddingmight be better known as
(multi-dimensional) scalén psychophysics. Second, while algorithm
development might pro t from low-level API, practitioners often pre-
fer high-level functions for common tasks. In my opinion, future de-
velopment of chlearn should extend the API to multiple levels, add
application-speci ¢ modules, and extend the documentation further
by adding examples and how-to guides for common tasks.

Overall , cblearn successfully contributes to research on and with
comparison-based machine learning methods and has the potential to
accelerate these further—the methods and data analyses in the fol-
lowing chapters would not have been possible in this form without
cblearn

21






3 Dimensionality testing procedure
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A great value of ordinal embedding algorithms is that scales can be Quite SIMply, perception 1s abou
having kids, not seeing truth.

estimated in one or multiple dimensions. However, this also raises — Donald D. Hoffman
the essential question of how this dimensionality should be chosen in (D. D. Hoffman et al., 2015
practice. In this chapter, | present an iterative procedure for estimat-

ing the dimensionality for typically low-dimensional psychophysical

scales so that the observer responses are well represented by the em-

bedding.
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. . . L . . perceived dimension of psychophysical
ticle authors contributed to the scienti ¢ idea, the data interpretation, stimuli using triplet accuracy and hy-
and the paper writing. pothesis testing. Journal of Vision22(13),
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Abstract

Vision researchers are interested in mapping complex physical stimuli to perceptual dimensions. Such
a mapping can be constructed using multi-dimensional psychophysical scaling or ordinal embedding meth-
ods. Both methods infer coordinates that agree as much as possible with the observer's judgments so that
perceived similarity corresponds to the distance in the inferred space. However, one fundamental problem
of all methods that construct scalings in multiple dimensions is that the inferred representation can only
re ect perception if the scale has the correct dimension. Here we propose a statistical procedure to overcome
this limitation. The critical elements of our procedure are (i) measuring the scale's quality by the number of
correctly predicted triplets and (ii) performing a statistical test to assess if adding another dimension to the
scale improves triplet accuracy signi cantly. We validate our procedure through extensive simulations. In
addition, we study the properties and limitations of our procedure using “real” data from various behavioral
datasets from psychophysical experiments. We conclude that our procedure can reliably identify (a lower
bound on) the number of perceptual dimensions for a given dataset.

3.1 Introduction

Some things feel more similar than others: Violet is bluish and red-
dish but not greenish, trumpet and trombone do not sound the same
but are different from the violin, and platinum appears more similar
to silver than gold.
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One popular idea is that perceived similarities—for example, simi-
lar colors, sounds from musical instruments, or materials—correspond
to distances in a coordinate system in the perceiver's mind. Methods
allowing to infer the distances and the dimensionality of the internal
perceptual space may thus be helpful for scientists attempting to un-
derstand perception.

Studies about lightness perception nd, for example, that the corre-
sponding perceptual space is not necessarily one-dimensional (Schmid
& Anderson, 2017 Umbach, 2014; human observers are able to dis-
entangle dimensions for the surface color and the illumination (Logvi-
nenko & Maloney, 2006. Material perception research suggests that
the perceptual space of materials may be spanned by subjective ma-
terial properties like softness, viscosity, re ectance, or translucency
(Fleming, 2017. Perceived gloss has been found to not only depend on
the (physical) specular re ectance of the material but to also increase
with the bumpiness of the surface (Ho et al., 2008 Kim et al., 2011,
Marlow et al., 2011 2012. Recently attempts have even been made
to estimate the dimensions and the overall (high) dimensionality of
object perception from large-scale crowd-sourcing studies (Hebart et
al.,, 2020 Love & Roads, 2021 Roads & Love, 202)). In all these ex-
amples the dimensions of perceptual experience are of interest—the
psychophysical scale, as it is classically and frequently also referred to
(see Gescheider, 1988 2013, 2013, for an overview).

The oldest and most frequently used scaling algorithm for more
than one dimension is (non-metric) multi-dimensional scaling(MDS;
Kruskal, 1964, 1964; Shepard, 1962, which was recently accompa-
nied by ordinal embeddingnethods from machine learning (Haghiri
et al., 2020 Roads & Mozer, 2019. In contrast to other scaling ap-
proaches, such as the popular maximum-likelihood difference scaling
(MLDS; Knoblauch & Maloney, 2012), MDS and ordinal embedding
can estimate multiple perceived dimensions. An approach related
to MLDS but for multiple dimensions, maximum-likelihood conjoint
measurement (MLCM; Ho et al., 2008, tries to obtain interpretable di-
mensions by additional assumptions (e.g. monotonicity and indepen-
dence of perceived dimensions; Radonji¢ et al., 2019, whereas MDS
and ordinal embedding are more exploratory in trying to nd the scale
that best ts the data. MDS estimates the scale by minimizing a stress
term, measuring the agreement between the distances in the scale and
dissimilarity ratings collected for (all) stimulus pairs in a psychophys-
ical experiment.

In contrast to MDS, ordinal embedding methods use triplet com-
parison judgments of the form “is stimulus A more similar to B or C?”
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to estimate the scale (Haghiri et al., 2020. This triplet judgment task
is often more intuitive for observers than other scaling tasks (Aguilar
et al., 2017. Furthermore, it has to be performed on just a fraction of
all possible comparisons, making ordinal embedding methods feasible
with more stimuli than MDS (Haghiri et al., 2020.

However, one fundamental problem of psychophysical scaling in
multiple dimensions is choosing the “correct” number of dimensions
because both scaling methods, MDS and ordinal embedding, require
the user to specify the dimensionality as a method parameter. Unfor-
tunately, the scale's representation can only re ect perception if it has
the “correct” dimensionality. The problem is illustrated in Figure 3.1
using perceived color similarities. The very well-known color circle is
obtained only in a two-dimensional embedding. The distances in the
one-dimensional embedding are distorted, so conclusions about the
perceived similarities are misleading. While the distances are correct
in the three-dimensional embedding, the additional third dimension
carries no perceptually valid information and is thus also misleading.

Hence dimensionality is crucial in multi-dimensional perceptual
scaling. The standard approach to choosing the “correct” dimensional-
ity for MDS is visualizing the stress for different dimensions—ideally,
stress should decrease and show a knee at the intrinsic (correct) di-
mensionality (Borg & Groenen, 2009. Perceptual studies with ordinal
embedding algorithms used various approaches to determine the cor-
rect dimensionality. Some studies rst estimated a high-dimensional
scale with an ordinal embedding algorithm and subsequently dropped
dimensions until a measure of explained variance fell below a prede-
ned threshold (Toscani et al., 2020. Others selected the dimension
where the probability of hold-out judgments, i.e. judgments which
were not used to estimate the scale, is maximal (Roads & Love, 2021)
or where the judgement accuracy is beyond an (arbitrary) threshold
(Haghiri et al., 2020.

Figure 3.1: The same per-
ceived hue similarities are rep-
resented in a one-, a two-, and
a three-dimensional representa-
tion. The two-dimensional scale
accurately represents the simi-
larities in a circular structure.
However, the one-dimensional
scale violates some obvious sim-
ilarities (e.g. orange is distant to
red); the three-dimensional scale
is too complex as the vertical off-
sets carry little to no perceptual
information. The distances are
based on similarity ratings be-
tween stimuli of different wave-
lengths (Ekman, 1954, the col-
ors used for illustration are RGB
approximations and differ from
the original stimuli.
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However , none of the above attempts to infer the appropriate or cor-
rect dimensionality is entirely satisfactory. There is a highly subjective
component in inspecting a stress graph or choosing the variance or
accuracy threshold. In addition, these methods do not explicitly con-
sider the intrinsic stochasticity of the perceptual judgments (random
sampling, human factor) and the stochasticity of scaling algorithms
themselves (random initialization). Thus an appropriate dimension
estimation procedure should include the distribution or variation of
the scale's accuracy and provide an interpretable decision criterion—a
typical application of a statistical test. Such tests have already been
applied to scaling models; for example, Radoniji¢c et al. (2019 use a
t-test on the cross-validated model t of an MLCM-like scaling model
to decide between the Euclidean or City-Block distance metrics.

Here we propose a statistical procedure inspired by model selection
to choose the dimensionality: Tuning the dimensionality can prevent
under- and over tting. Too simple models do not t the data well
enough; conversely, too complex models can typically t the data but
are prone to over tting, i.e. tting noise instead of behavior. This view
transforms the dimensionality choosing problem into a model selec-
tion problem—and allows us to bene t from the extensive and time-
proven model selection literature and methods. The critical elements
of our suggested dimensionality estimation procedure are, rst, mea-
suring the scale's quality by the number of correctly predicted triplets
(cross-validated triplet accuracy). Second, performing a statistical test
to assess if adding another dimension improves triplet accuracy sig-
ni cantly. In order to validate this procedure, we simulated noisy and
sparse judgments and assessed reliability in identifying the ground-
truth dimensionality. Furthermore, we studied the properties and lim-
itations of our procedure using “real” data from various behavioral
datasets from psychophysical experiments.

We conclude that our procedure is a robust tool for exploring new
perceptual spaces and can help identify a lower bound on the number
of perceptual dimensions for a given dataset.

3.2 Scaling, procedure, and simulations

This section rst introduces the fundamental concepts of triplets,

ordinal embedding algorithms, and triplet accuracy; afterwards, it

describes our procedure for dimension estimation and shows results
from simulations for validation.
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3.2.1 Background: Triplets and ordinal embedding
Triplets re ect stimulus similarities

Psychophysical scaling  attempts to create a geometric, distance-
based representation of perceived (stimulus) similarity. Similarity can
be measured by many different experimental tasks of which the triplet
(or triad) task is reasonably common (Bonnardel et al., 2016 Devinck
& Knoblauch, 2012 Haghiri et al., 202Q Lagunas et al., 2019 Toscani
et al., 2020 Wills et al., 2009. In the triplet task observers are pre-
sented with three different stimuli, usually simultaneously, of which
one is called the anchor The observer chooses one of the other two
stimuli perceived as most similar (or dissimilar) to the anchor, result-
ing in the (anchor, near, farp triplet of stimulus indices. The triplet task
comes in different avours depending on the instructions, e.g. “Which

is the odd one out?” (Hebart et al., 2020; or the opposite question
“Which appears most central?” (Kleindessner & von Luxburg, 2017).
Sometimes observers are presented with more stimuli and are asked to
make multiple decisions, as, e.g., in Roads and Love (2021) and Roads
and Mozer (2019. From an ordinal embedding perspective, these dif-
ferences are irrelevant—the responses can be mapped to triplets (inter-
ested readers can nd details about the mappings in the Supplemen-
tary Material A. 1).

Collecting more data (triplets) will lead to more accurate results
corresponding to a more accurate psychophysical scale in the context
of scaling or ordinal embedding. Furthermore, the required number
of trials in a triplet experiment also depends on the number of stimuli
n—which is known—and the dimensionality d of the stimulus space—
which is unknown. As a rule of thumb Haghiri et al. ( 2020 recom-
mend to use at least 2dnlog, n triplets. This rule is based on a mathe-
matical proof about the number of triplets required to reconstruct the
scale up to a small error (Jain et al., 2016§. Because of the proof, we
know that often a fraction of the possible 3 (g) triplets is suf cient to
reconstruct the scale and that the number of trials must increase with
both the perceived dimension and the number of stimuli.

In practice , there are very different triplet-based experiments; whilst
their methodological and statistical choices are important, almost al-
ways, the choice of stimuli might be even more critical. Some lab-
based experiments present less than 100 stimuli in several hundred
or few thousand triplets (e.g. Aguilar et al.,, 2017 Toscani et al., 2020
while crowd-sourced online experiments present up to 50,000 stim-
uli in millions of trials (e.g. Hebart et al., 2020 Roads & Love, 2021).
Typically, these triplets show distinguishable stimuli, i.e. the differ-

27
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ences are supra-threshold but similar enough for “reasonable” com-
parisons: variations or changes of material properties or samples from
the same domain (e.g., images of landscapes). Otherwise, answering
the comparisons might become challenging, or the comparisons mea-
sure cognitive associations instead of perception: The question “what
is more similar to a tree, the sun or a neuron?” could be judged based
on concepts like photosynthesis or the tree-ish look of the neuron's
dendrites. Data from such experiments can be embedded into the sim-
ilarity space but are unlikely to yield insights into the workings of the
visual system.

Ordinal embedding methods estimate scales

Psychophysical scales represent the stimuli as coordinates in d di-
mensions, whose distances should correspond to the perceived stimu-
lus similarity. Ordinal embedding algorithms choose these coordinates
Y1.....¥n 2 RY9 by maximizing the agreemenbetween triplets (anchor,
near, far)and the corresponding distances in terms of Equation 3.1.
Similarly, we call triplets where the inequality does not apply disagree-
ing triplets.

dist(Y near, Y anchor)  dist(Y anchor: Y far)- 31

The coordinate estimation requires no stimulus attributes or neigh-
borhoods and, provided enough data, provably recovers metric in-
formation up to similarity transformations (translation, rotation, re-
ection, scaling), and a small error (Jain et al., 2016 Kleindessner &
von Luxburg, 2014—assuming appropriate dimension and distance
metrics. The appropriate distance metrics of psychological spaces are
actively discussed (for recent discussion, see, e.g. Logvinenko & Mal-
oney, 2006 Love & Roads, 2021), but the standard Euclidean distance
is perhaps the most intuitive and the most commonly used; thus we
use it here.

Algorithmically  , ordinal embedding methods optimize coordinates
that minimize a stressfunction on a set of triplets T = f (i, j1,k1),...,
(im, jm: km) @, where i, j, k are stimulus indices whose order correspond
to the trial response anchor near, far. The numerical properties of this
stress function (e.g. smoothness) are more desirable for optimization
than the agreement count (Equation 3.1). Different ordinal embedding
algorithms mainly differ in their stress-function (Agarwal et al., 2007,
Jain et al., 2016 Terada & von Luxburg, 2014 van der Maaten & Wein-
berger, 2012. The algorithm that we use in this work is called soft ordi-
nal embeddingSOE Terada & von Luxburg, 2014 and has been shown
to result in very accurate reconstruction in a large scale benchmarking
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study (Vankadara et al., 2027). SOE's stress function (Equation 3.2) is
“soft” in the sense that disagreeing triplets are included based on the
size of their squared error. Trivial solutions with all-zero coordinates
are prevented by enforcing a minimal distance difference (*... + 17).
Once a coordinate triplet agrees by this minimal distance it does not
increase the stress (“maxo, ...]").

& max 0,dist(y;,y;) dist(y;y)+ 17 3.2
(i,j,K2T

Equation 3.2is minimised for coordinates y by the Broyden-Fletcher-
Goldfarb-Shanno algorithm (BFGS, see Fletcher,1987). Unfortunately,
the optimization is non-convex and sometimes converges to sub-optimal
solutions. Thus, each optimization is restarted from ten random ini-
tializations, returning the scale with minimal stress.

Triplet accuracy measures the scale's t

While the stress is useful to maximize the scale's t on training
triplets, it is not a good indicator of the scale's t. The stress cannot
predict how well the scale matches the observer's responsesin general
A more direct measure of t is the proportion of triplets that agree

in terms of Equation 3.1 with the scale y, called the triplet accuracy
(Equation 3.3).

1 o,
acdy M= 08  Lasity,y) dsityiy] 33
(i.iK2T

The indicator function 1; ;returns 1 for agreement and O otherwise,
such that acdy,T) ranges between 0 (full disagreement) and 1 (full
agreement).

The triplet accuracy can be calculated either on the same triplets
used to t the scaling algorithm or on a separate set from the same
population to test the scale. Thus we can distinguish between training
triplet accuracy(train accuracy) and test triplet accuracytest accuracy).
In contrast to the training accuracy, the test accuracy helps distinguish
reasonable from noisy responses. Noise in the sensory system, lapses,
or other human imperfections, summarised as judgment noise might
cause erroneous triplets that disagree with the majority of responses.
However, the test triplets likely contain different erroneous triplets;
this results in a lower test accuracy that is a better estimate of the
general or “true” t than the (spuriously high) training accuracy.

29
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Cross-validating test accuracy

Triplet collection in a perceptual context is time-consuming. Thus
instead of collecting entirely disjunct training and test data, we advo-
cate using a resampling algorithm for a data-ef cient approximation

of the test accuracy. This resampling-algorithm, k-fold cross-validation
(compare Hastie et al., 2009, splits the dataset into k equal-sized parts
and estimates k scales to calculatek accuracies. For every iteration,
k 1 different parts are used for training, while the k-th part is used
for testing the accuracy. In order to sample more than k accuracies,r-
repeated cross-validatioapeats the k folds on r shuf ed versions of the
dataset. The mean of the resulting k r accuracies approximates the
test accuracy. Please note that these cross-validated scales are used for
accuracy estimation—the “ nal” scale for visualizing the observer's
perception is estimated from all triplets.

Trading off dimensions against accuracy

Psychophysical scales can be seen as parametric models whose
parameters are the stimulus coordinates in the perceptual space. Like
any parametric model, scales, too, are affected by under- and over-
tting if coordinates have too few or too many dimensions. We illus-
trate this by revisiting the example from the introduction, Figure 3.1.
One can imagine triplets encoding the distance relations in the two-
dimensional scale. The one-dimensional scale lacks suf cient freedom
to capture all triplets; the scale is undertting. For example, red is
perceived as more similar to yellow than blue; in the one-dimensional
t, red is farther from yellow than blue. The three-dimensional scale
might perfectly represent all triplets but also all the erroneous ones
(zero training accuracy)—the scale isover tting . The erroneous triplets,
caused by judgement noise, disagree with most triplets and thus with
the most accurate scale.

3.2.2 Our procedure: Testing for accuracy gains

Following the previous considerations of under- and over tting for
different scaling dimensions, a suitable procedure should choose the
dimension in which the test accuracy is maximal. However, given
the noise inherent in psychophysical data—and thus in scale estimates
and accuracies—a purely visual inspection will not do. We require a
statistical test for dimensionality based on the triplet accuracy.

Related dimension estimation methods

The statistics and machine learning literature proposes several di-
mension estimation methods, but they are unsuitable for analyzing
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psychophysical data.

The vast majority of methods in machine learning use metric data
(see Camastra & Staiano,2016 for an overview) , i.e. every data point
is described by a collection of numerical features. However, data from
perceptual scaling experiments like rankings or triplets only provide
the order of stimulus similarities.

Only a few dimension estimation methods use non-metric data. How-
ever, they all require more data than we typically can collect in psy-
chological experiments: The method of Kleindessner and von Luxburg
(2015 estimates the dimensionality from information about the k near-
est neighbours of each datapoint (e.g. the k most similar stimuli).
However, it is not straightforward to calculate the k nearest neighbours
from triplets. Additionally, the method's performance highly depends
on the number of objects, which are the stimuli in our setting; the au-
thors tested their method with 5 10* to 5 10’ objects, which is far
from a feasible stimulus size.

The other non-metric dimension estimation method that we are
aware of follows another approach but is similarly dif cult to apply in
a perceptual setting: Tabaghi et al. (2021) derive a so-called ordinal ca-
pacity metric that differs between metric spaces, e.g. one-dimensional
Euclidean, two-dimensional Euclidean, and four-dimensional hyper-
bolic space. Calculating this ordinal capacity requires sorting the dis-
tances between n stimuli which requires in the limit up to n times
more triplets than estimating a (low-dimensional) scale ( O n?logn
instead of O dnlogn with d n Haghiri et al., 2020. In an exem-
plary case with a 2D scale of 40 stimuli, one requires about 20 times
more triplets to determine the ordinal capacity than to estimate the
scale. This additional experimental effort—just for determining the
dimensionality—is unacceptable.

Test for a signi cant gain in accuracy

The elements of our procedure are statistical tests between scales
with increasing dimensionality d and d+ 1, testing if adding a di-
mension improves the mean test accuracy m with the null hypothesis
HY: my1  myand alternative HY : my.q > my.

In our procedure, accuracy samples acgy, acg, 1 2 R'€ are collected
using repeated cross-validation with r repetitions and k folds. By de-
fault, we use r = k= 10 based on empirical results in the model com-
parison literature (Bouckaert & Frank, 2004, leading to 100 samples
per dimension. The accuracy gain acgy+, acg, paired by repetition
and fold, is evaluated with a two-sample t-test whose test statistic is
modi ed for the use of cross validation.

31



32 machine learning for psychophysical scaling with ordinal comparisons

A standard t -test assumes normally distributed and independent
samples. While accuracy samples are binomial and thus approxi-
mately normally distributed (see Dietterich, 1998 for the argument
and see the Supplementary Material A.2 for simulations), their inde-
pendence is violated by the data overlap in cross-validation folds. For
t-tests with k-fold cross-validated datasets, Nadeau and Bengio (2003
proposed the correction factor k—ll in the test statistic:

(= g mean(acg+1 acg)

g
1y 1

. ) (3.4)
Tt 1 sd(acq+y  acy)

We use the test statistic to calculate the probability of obtaining the
observed accuracy gain under the null hypothesis that there is no gain,
the p-value. We accept the accuracy gain only if the p-value is lower
than an acceptance thresholda. Besides the modi ed test statistic, the
calculation is identical to a standard one-sided t-test: The p-value is the
probability density of a Student's t distribution with rk 1 degrees of
freedom at our t-value, calculated with Equation 3.4.

Sequential testing

The goal is to detect the lowest dimension without an accuracy gain
in a prede ned range—care has to be taken to apply appropriate multiple-
testing corrections to prevent the increased risk of false positives. The
tested dimension range is the parameter of interest and depends on
the perceptual question, i.e. the experimental task and stimulus.

In a range of dimensionalities, the procedure tests the neighbouring
dimensionalities for the alternative hypothesis “gain in accuracy”, then
returns the lowest gain-providing dimensionality. If no rejection oc-
curs, the intrinsic dimensionality is assumed beyond the tested range.
The more neighbouring dimensions are tested, the more likely an erro-
neous signi cance occurs (multiple testing problem). The acceptance
threshold a should be corrected to compensate for the total number of
tests, the best-known correction being the Bonferronimethod (Bonfer-
roni, 1939. However, despite its charm of simplicity, the Bonferroni
correction is known to over-correct a once the number of individual
tests increases, in other words, the method has low statistical power
(Holm, 1979. In practice, we assume that the corrected a of more than
three tests would be too small to detect a “gain in accuracy”.

Thus, our procedure uses an improved version of the Bonferroni
method with larger statistical power, called the Holm-Bonferroni method
(Holm's step-down procedure Holm, 1979, to correct the signi cance
threshold a of the neighbouring dimension tests. The Holm-Bonferroni
method is more powerful than basic Bonferroni (fewer false-negative
test results) and hardly more complicated, but otherwise shares Bon-
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ferroni's bene ts, such as a lack of distributional and dependence as-
sumptions. While the Bonferroni correction divides the signi cance
threshold a by the number of tests m (acorrected = =) the Holm-Bonferroni
correction considers the ascending ranking r of all test's p-values:
ar = =3;7. The strictest threshold & is just used for the smallest p-
value, such that fewer “gain in accuracy" tests are erroneously rejected
with the Holm-Bonferroni method, although the increase in accuracy

usually decreases with increasing dimension.

We became aware that in pharmaceutical studies, there exists a sta-
tistically similar problem, the so-called dose nding problem The ef-
fect of medicine typically increases with the dose until a certain point
where the effect stagnates or decreases—just as the test accuracy in our
dimension nding problem. The optimal dose is approached by statis-
tical testing procedures similar to ours (Bauer & Budde, 1994 Budde
& Bauer, 1989.

Put together: The dimension-testing procedure

Our procedure detects the dimensionality of triplet data by estimat-
ing psychophysical scales and looking for their accuracy peak with a
sequential testing scheme:

a) Estimate scales ford= 1tom+ 1:
1. Estimate and cross-validate k psychophysical scales in d
dimensions with SOE, repeat r times on shuf ed triplets.
2. Collect triplet accuracies accy 2 R'K from the r-repeated
k-fold cross-validation.

b) Test scales pairwise ford = 1to m:

3. Calculate the pgy-value of an accuracy gain Hy : accy 1
acg > 0 with the Student's t-distribution PDF ( df =
kr 1) at the t-value of Equation 3.4.

c) Combine the tests ford = 1 to m:

4. Accept Hy if pg < W,
R is the rank of pg.
5. If Hy rejected, return * d dimensions”.

d) Ifno Hy has been rejected,
return “at least m+ 1 dimensions”.
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3.2.3 Simulations: Validating our procedure

New methods should always be validated against ground truth, but
ground-truth dimensionalities do not exist in “real” psychophysical
data. Hence we simulated data from “synthetic” observers. By simu-
lating judgments, we have complete control over all aspects of the data
and thus can rigorously assess our statistical procedure.

Generated ground-truth scales

In order to cover a range of experiments with our simulations, we
require ground-truth scales where we can freely choose the number of
stimuli or dimensions and re-create comparable variants of the scale.
Thus, we sampled the scale's coordinates from normal distributions,
which provides us with an in nite amount of ground-truth scales,
called normal scales the following. In addition to these normal scales,
results of two ground-truth scales inspired by actual psychophysical
scales, namely, a circle-like hue (Ekman, 1954 and a helix-like pitch
scale (Shepard,1965 are available in the Supplementary Material A. 5.

The normal coordinate distribution yq,...,yn N (0,1) has zero
mean and an identity covariance matrix (maximum density at the ori-
gin). Reproducibility is assured by seeding the pseudo-random gener-
ator used to sample from the distribution. Different numbers of stimuli
n and dimensions d were chosen to simulate different psychophysical
stimuli: Small experiments of n= 20andd = f1, 2,33, medium exper-
iments of n = 60 andd = f1,2,3,8), and large experiments of n = 100
and d= f3,8.

For all these ground-truth scales and simulated triplets, our proce-
dure searched the true dimensionality from 1 to (d+ 2), as shown in
the following sections.

Simulated triplet judgments

As in a lab experiment, we created random triplets of stimulus in-
dices. However, instead of asking observers to judge, we calculated
judgments from distances in a ground-truth scale plus judgment noise.
For each ground-truth scale, we created multiple datasets with a dif-
ferent number of trials.

Comparing validation results from different ground-truth scales re-
quires “a common currency” of the evaluated metrics. However, the
quality of scale estimates and, thus, our dimension estimates depend
not on the absolute number of trials but on the ground-truth dimen-
sion d and stimulus number n. Therefore comparable trial numbers
were calculated with the scaling factor | and the | dnlog n- formula
(Haghiri et al., 2020, based on mathematical proofs in the computer



dimensionality testing procedure 35

science literature. We used the natural logarithm (an arbitrary deci-
sion) and varied | to de ne three different dataset sizes: The “mini-
mal” dataset (I = 2), the “moderate” dataset (I = 4), and the “gener-
ous” dataset (I = 8). In addition, a sample of 10, 000 triplets accompa-
nied every triplet dataset to approximate the noise ceilingthe best pos-
sible generalization accuracy considering the fraction of triplets that
became incompatible through the (simulated) judgment noise.

We created the dataset's triplets by random sampling of three dis-

tinct stimulus indices, i, j,k, that were judged from the Euclidean dis-
tances between ground-truth positions y,y,yk as
(i,j,K), if dist(y,yi)+ e dist(yi,y)

(i,k,j), otherwise.

At every judgment, the noise component e was sampled from a
normal distribution N (0,s2) to simulate judgment noise as in similar
simulation studies (Aguilar et al., 2017 Devinck & Knoblauch, 2012
Haghiri et al., 2020. The normal noise models observers that mis-
judge closely perceived similarities more frequently, i.e. visual sim-
ilarity judgments between three different red apples should be less
consistent than two red apples and one green pear. Three noise levels
s were de ned as low ( sy = 0.5, e.g. controlled lab experiments),
medium (Smeq = 1.0), or high judgment noise (spigh = 2.0, e.g. online
experiment); the interested reader can nd a visualization of these lev-

els in the Supplementary Material A. 3. We rescaled these noise levels

according to distance's spread to maintain comparable signal-to-noise
ratios across different simulation settings and approximately match
the triplet accuracy range in corresponding human datasets.

Accuracy peaks at the ground-truth dimension

The first results  we look at are accuracy-by-dimension graphs as
the underlying metric of our procedure, whose key idea is to identify a
test-accuracy peak at the ground-truth dimensionality. The following
representative results use datasets with the 3D-normal scale (n = 60).
Datasets with varied dimensionality and number of stimuli but com-
parable results are shown in the Supplementary Material A. 6.1.

The accuracy on training triplets in Figure 3.2 increases with the
embedding dimensionality as the scale ts more and more triplets.
However, the accuracy on test triplets peaks at 3D, the ground-truth
dimensionality indicated by the vertical line, and shows that the scale
is over tting to noisy triplets for higher dimensionalities.

The effect of dataset size on the test accuracy is negligible for scales
of ground-truth dimensionality but not for scales with higher dimen-

Figure 3.2: Comparison of train-
ing and test triplet accuracies
for different embedding dimen-
sionalities (#triplets = 2947 =
4,noise = med). The triplets
are simulated with medium
judgment noise from an arti-
cial 3D scale with 60 nor-
mally distributed points. The
training accuracy increases with
the dimensionality, but test ac-
curacy peaks at the ground-
truth dimensionality (vertical
line). The standard deviation be-
tween cross-validation folds (er-
ror bars) is higher for the test ac-
curacy.
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sionalities: Figure 3.3 (right) shows a pronounced accuracy peak for
the small dataset, but the accuracy for larger datasets converges to
the noise ceiling (horizontal line). The dataset size also in uences the
slope of the training accuracy, such that the training accuracy of a large
dataset just minorly increases beyond the ground-truth dimensional-
ity. This reduced slope of training and test accuracies reduces their
difference by increasing the dataset size.

In contrast to dataset size, noise severely reduces the noise ceiling
and thus the achievable accuracies (Figure 3.4). Additionally, noise
attens the accuracy graph, which thus shows less pronounced peaks,
which might reduce the precision of dimension estimates.

Estimated dimensionality is conservative

The following results are our procedure's dimensionality predic-
tions, based on statistical tests for a gain in accuracy.

The statistical test's p-values below a = .05 indicates a signi cant
gain in accuracy by adding another dimension to the scale. Figure 3.5
shows these p-values along with the predicted dimensionality at the
rst rejection of the gain hypothesis (red line) for multiple noise levels
and dataset sizes. The accuracy peaks were reliably detected at the
ground-truth dimensionality even for settings where the peak is barely
visible (compare high noise graph in Figure 3.4). Only for one small
dataset was dimensionality underestimated (left panel middle row in
Figure 3.5).

Across all 81 simulations of normally distributed ground-truth scales,
our procedure estimates the correct dimensionality 73% of the time.
All incorrect predictions underestimated the ground-truth dimension-
ality. These underestimates occurred more frequently for small datasets,
high noise, or large ground-truth dimensionality. The individual di-
mensionality predictions are summarized in the Supplementary Mate-
rials A. 6. Please note that 73% correct might appear low; however, this

Figure 3.3: Accuracies for differ-
ent dataset sizes and low sim-
ulated noise. Dataset sizes af-
fect the test accuracy peak only
mildly; it has a stronger in u-
ence on how much accuracy in-
creases (train; left panel) or de-
creases (test; right panel) after
the ground-truth dimensionality
(vertical line).

Figure 3.4: Test accuracies
for simulated noise with dif-
ferent signal-to-noise  ratios
(#triplets = 5895] = 8). The
noise reduces the best-possible
accuracy (noise ceiling, horizon-
tal lines) leads to at accuracy
graphs. The high noise accuracy
shows no peak at the ground-
truth dimensionality (vertical
line).
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Figure 3.5: p-values of statisti-
cal tests to detect accuracy gains
by adding a dimension to the
estimated scale from simulated
triplets of a 3D ground-truth
scale with 60 stimuli. Colors and
vertical order match the noise
levels of Figure 3.4. The pre-
dicted scale dimensionality (red
lines) matches the 3D ground-
truth in most settings; for more
than 3D, the accuracy gain was
always rejected (p > .05).

is only a re ection of the fact that we used very challenging simula-
tion conditions with (sometimes) just the minimal amount of data and
substantial noise. Our results clearly show the considerable in uence
of noise on correct dimensionality estimation. If we only consider low-
noise settings, 93% @5 of 27) dimensionalities were predicted correctly,
even including the small datasets. The incorrect predictions were with
datasets of few stimuli given the ground-truth dimensionality (3D and
n = 20;8D and n = 60). This result indicates that the stimulus num-
ber might be another factor affecting the robustness of dimensionality
estimation; this factor is common to all dimension estimators and is
addressed in the nal discussion.

Repeated simulations show reproducability

In the previous sections , we showed single runs of our method
on various datasets to investigate the relevant parameters. Here, we
repeat the procedure 100 times on the same dataset to evaluate the ro-
bustness of the procedure. This section shows results for triplets from
the 8D normal scale (n = 100), while comparable results on different
datasets are available in the Supplementary Material A. 6.1.

The procedure consists of statistical tests to detect if adding a di-
mension increases the accuracy (compare p-values in Figure3.5). We
expect signi cant increases until the dimensionality equals the ground-
truth scale's dimensionality. Figure 3.6 depicts how many of our pro-
cedure repetitions violate this expectation. The left plot shows that al-
most no incorrect accuracy gain was detected, which is expected from
the conservative multiple-testing correction and the robust decrease
of test accuracy after the ground-truth dimensionality in the previous
plots. The dark colors in the right plot indicate that the statistical
test rejected the accuracy gain hypothesis for some scaling dimensions
lower than the ground truth; the procedure underestimated the dimen-
sionality. These underestimates occur more frequently for high noise
settings (Figure 3.6, right) and for small datasets and high ground-
truth dimensionality (see Supplementary Materials A. 6). Overall, the
repeated runs of our method con rm the large in uence of the noise
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magnitude on scaling accuracy and dimensionality under-estimation.

Figure 3.6: Unexpected rejec-
tions and detections of our
neighboring-dimension tests for
repeated simulations of 8D nor-
mal scales i = 100) with
medium triplet size (I = 4).
With noisy triplets, the accuracy
gain is rejected even before the
ground-truth dimension leading
to lower-bound estimates of the
dimension.

Summary

Our procedure reliably identi es the ground-truth dimensionality

in the simulated datasets if enough trials were collected and the noise
is low. Collecting more trials can only partially offset the noise; thus,
the focus should be on controlling judgment noise through control
measures in the experiment. However, our procedure identies a
lower-bound dimension estimate even in the worst-case conditions
of high noise and few trials. This dimensionality-underestimation of
sparse and noisy data is—in our opinion—preferable behavior because
it provides the user with a more straightforward explanation. Such
worst-case conditions are easily identi ed by monitoring the train and
test accuracies. A large gap between training and test accuracy and the
considerable variation of accuracies within cross-validation folds indi-
cates that more trials should be collected, while low accuracy indicates
considerable noise.

3.3 Dimensionality of human data

Results of the previous section showed that our procedure could
predict the dimensionality of simulated trials However, the intended
application of our procedure is dimension estimation on behavioral tri-
als from psychophysical experiments. Thus we also investigated be-
havioral datasets. In contrast to simulations, behavioral data has no
ground truth but just more or less evidence about the “correct” di-
mensionality.

The section starts with hue-triplets as a sanity check, where we ex-
pect and nd a two-dimensional representation and continues with
two other datasets where the true dimensionality is less evident. Its
prediction is—perhaps—somewhat surprising.
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Hue: Veri ed expectations

Color is a natural testbed of multi-dimensional perceptual spaces.
One property of colors, the hue, might be represented with a color
wheel that requires two euclidean dimensions even though the corre-
sponding physical parameter is one-dimensional (wavelength of light).

The hue similarity is typically collected in rating experiments; how-

ever, we computed triplet trials from the ratings.

The ratings of 36 different hues were collected by (Bosten & Boehm,
2014 from 18 observers. Every hue was presented in three trials such
that every observer answered 108 trials. On each trial, a test patch was
presented, and the observer rated (from 0 to 9) the similarity of the
patch's hue to red, yellow, green, and blue; thus, the observer supplied
four numbers on each trial. For example, observers experience a violet
hue with red and blue but with little yellow and green. One might
think of these ratings as samples in a 4D space with a red, yellow,
green and blue axis that can be used to judge hue triplets. Per triplet,
we randomly selected a target and two other hues and calculated the
Euclidean distance of the corresponding 4D ratings to judge which
hues were more similar. This way, the triplets involve—to a certain
degree—the behavioral noise in contrast to the simulated noise in the
previous section.

Figure 3.7 shows our procedure's estimates for hue triplets of three
arbitrarily picked observers. For all of them, our procedure suggested
a two-dimensional scale that ts very well with the assumed color-
wheel representation of the hue. We note that neither data collection
nor triplet sampling involved a two-dimensional bias; instead, the data
were collected as4D ratings.

Slant-from-texture: Revealed in uences

Another common , but less apparent, percept of interest is the slant
of angled textured planes (Rosas et al.,2004 2005 2007). The common
assumption is that slant and angle are single-dimensional and relate
monotonically.

Figure 3.7 The clear esti-
mation of two perceived hue
dimensions matches the color
wheel representation even if the
original data were the four-
dimensional ratings of Bosten
and Boehm (2014).
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Here we used a triplet-dataset of slant-stimuli by Aguilar et al.
(2017, where observers compared three dot textured planes (“polka
dots” by Rosas et al., 2004 per trial, which varied in 8 angles. In total
840 triplets were collected, such that each triplet shows angles (left <
anchor < right). The ordering is a restriction of the MLDS algorithm
(Knoblauch & Maloney, 2012) that was used to estimate the scales
in the original publication (Aguilar et al., 2017%. Using MLDS, they
could only consider 1-dimensional, monotonic scales. Following up,
Haghiri et al. (2020 re-analyzed these triplet data with ordinal embed-
ding algorithms to relax the monotonicity assumption and observed a
surprising “dip” of slant.

Here, we even further question the assumption that the resulting
scale has to belD by applying our procedure. Perhaps surprisingly,
our procedure predicts multi-dimensional scales for some observers:
The one-dimensional scale was suggested for three out of eight ob-
servers (Figure 3.8); the other scales were estimated as two (four ob-
servers) or even three-dimensional (one observer).

Figure 3.8: The optimal scal-
ing dimension of slant varies be-
tween 8 observers (rows), ac-
cording to our procedure—just
three observer's scales were one-
dimensional as expected. p-
values below a = .05 indicate re-
jection of the Hg =“No accuracy
gain by adding a dimension”.

A 2D or 3D slant scale is contra-intuitive given that only the angle
varied in the experiment. As there is no ground-truth dimensionality,
this surprising result may question our procedure's reliability or indi-
cate that additional dimensions were observed. The reliability of our
procedure was thoroughly tested in simulation experiments, and in
no condition—not once—did our procedure overestimate the dimen-
sionality; even in deliberately poor datasets, the dimensionality was
underestimated, so there is no reason to believe that our procedure
failed for this slant-dataset.

The alternative explanation, additional perceived dimensions, could
be related to the stimulus design. Even though the independent slant
variable is one-dimensional, the stimulus is a high-dimensional im-
age of a dot pattern. Observers had no direct access to the slant an-
gle. However, they must have inferred it from one or several stimulus
properties, e.g. changes in the size, width, aspect ratio or density
of the texture elements. Perhaps some of the observers switched be-
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tween the cues they used or changed their cue-combination strategy as
a function of the angle. Clearly, without further experiments, this issue
cannot be settled. However, to us, it indicates that one should always
consider multi-dimensional scales if only to con rm that a presumed
1D relationship is indeed 1D.

Eidolon's distortions: Correlated parameters

The third dataset  uses high dimensional stimuli, as shown in Fig-
ure 3.9, distorted versions of landscape photography that differ in most
pixels. However, the distortions are de ned by three parameters reach,
grain, and coherencef the Eidolon Factory (Koenderink et al., 2017.
Triplets of 100 such distorted stimuli of the same landscape photog-
raphy were generated by Haghiri et al. ( 2019 for their laboratory ex-
periment. Their observers were asked 6,000 random triplet questions
and responded to almost all of them ( 1st observer, 6,000 responses;
2nd, 5, 996;3rd, 5, 999).

From the three parameters of the Eidolon Factory, one might ex-
pect three perceived dimensions, but previously Haghiri et al. ( 2020
observed a peak in mean-accuracy for two-dimensional scales. Our
procedure also predicts a 2D scale for two observers and a 3D scale
for one observer (Figure 3.10). Again, from our simulations, we be-
lieve we are unlikely to overestimate the perceptual dimensionality.
Furthermore, we observe relatively high accuracies and only a small
gap between train- and test accuracy, indicating that the noise in the
dataset is relatively low (and thus, our dimension estimates are very
likely correct).

Observing two perceptual dimensions given the three perturbation
parameters of Eidolon means that multiple image generation parame-
ters lead to similar percepts, i.e. at least two observers did not perceive
the (subtle) differences between all the perturbations.

Figure 3.9: Three distortions of
the same landscape image, cre-
ated with the Eidolon Factory
and used as stimuli in the lab ex-
periment of Haghiri et al. ( 2019.
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3.4 Discussion

We propose a procedure to estimate the appropriate dimensionality
in psychophysical scaling. Our procedure is based on model selec-
tion and statistical hypothesis testing to provide a more objective de-
cision than previous approaches. We show in simulation studies that
this procedure can recover the ground-truth dimension and produces
conservative estimates in noisy settings where “classical” dimension
estimators typically overestimate the dimensionalities.

Using three existing behavioral datasets, we showed the use of our
procedure in practice; in the case of color, we con rmed the expected
2D embedding: the hue or color circle. For the slant-from-texture
and eidolon experiments, however, our procedure uncovered higher
(slant-from-texture) or lower (eidolon) embedding dimensions than
one might have predicted based on the number of explicitly manip-
ulated variables in the experiments (one and three, respectively).

3.4.1 Robust perceptual dimensionality estimation

The robustness of our procedure's predictions was validated in mul-
tiple simulation experiments. These validations are essential because
one can not compare with ground truth, and errors in the procedure
would be taken for reality. However, the validity of simulation-based
validations is based on assumptions that link the simulations with the
behavioral studies to which our procedure should be applied. In psy-
chophysical scaling, we expect few observers to judge many trials in
a well-controlled lab environment. Observers are analyzed separately,
SO responses are consistent, low-dimensional, and of low perceptual
noise (Gaussian distributed).

If an experiment is of this type, we have shown the reliability of our
procedure and are con dent that it returns accurate scale and dimen-
sion estimates.

Figure 3.10: The optimal scale
for the eidolon triplets is two-
dimensional, which supports
the observations of Haghiri et
al. (2020. This result coun-
ters the rst intuition of a three-
dimensional scale because the
stimuli were created with a
three-dimensional distortion al-
gorithm.
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3.4.2 Lower-bound estimates from ill-de ned data

Typical psychophysical datasets are known for their high level
of control. Yet, circumstances—e.g. large-scale online experiments
with little to no control over the screen, room, attention, noise lev-
els etc.—can lead to too few trials or too much noise, i.e. too many
random responses. These data de cits reduce the scale's accuracy.
Ultimately low-quality data lack the information required to recon-
struct the original scale. Our simulations showed that large noise in
the data is the most detrimental factor: Doubling the noise cannot be
compensated for by doubling the amount of data. In low data quality
scenarios—Ilarge noise—our simulations show our procedure to err on
the conservative side, i.e. to propose a lower-dimensional scale than
ground truth. Again we believe this to be a feature rather than a bug
in the context of inferring perceptual dimensions.

Recognizing whether a dimension estimate is lower than expected
because the perceptual space is low dimensional or because the dataset
is too small and noisy is obviously essential. Two metrics need to be
inspected to decide between these two possibilities: First, the maxi-
mum test accuracy and second, the difference between training and
test accuracy. Low-noise settings show a maximum accuracy of about
.9; accuracies below .7 are critical and indicate high noise, thus an in-
creased risk of dimensionality underestimates. Estimates derived from
small datasets show low accuracies, too, but are easier to detect by
comparing the number of triplets with, e.g. the 2 dnlog n-rule (Haghiri
et al., 2020, for different hypothesized dimensionalities d. Addition-
ally, a large difference between train and test accuracy (  0.1) can also
indicate a lack of data.

The lack of data can be resolved by running additional lab sessions,
but reducing the noise might be more dif cult. Typical strategies to
reduce the noise involve a well-controlled lab environment (Haghiri
et al., 2019 Wichmann & Jékel, 2018, varying the task and extending
training sessions (e.g. triplets instead of Likert ratings; Demiralp et al.,
2014 or post-hoc data cleaning (e.g. dropping blocks where repeated
trials disagree; Lagunas et al.,2019.

3.4.3 Estimates of high-dimensional spaces

In recent years there is a trend to investigate perceptual space in
large scale online experiments using stimuli like object photographs (Hebart
et al., 2020 Roads & Love, 202]). In these studies, the data of very
many observers are pooled and then jointly embedded.

The perceptual spaces identi ed in the above studies tend to be
rather high-dimensional. However, this high dimensionality might not
necessarily re ect the “the internal human object perception space”

43
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but might instead be (partially) an overlapping super-spacéCarroll &
Chang, 1970, composed of the multiple observer's (cognitive) decision
criteria.

This possibility of obtaining “compositional super-sets” from such
experiments makes it dif cult to reconstruct individual perceptual spaces
from representational accuracy. It is thus not an intended application
of our procedure.

Furthermore , we would like to highlight the general dif culty of
estimating dimensions if their value is high. Intuitively, a space is d-
dimensional if its points “cover” a (small) cube of ddimensions. How-
ever, the number of points that is needed to "cover" a d-dimensional
cube grows exponentially with the dimension d. To see this, imag-
ine 10 data points that “cover” the 1-dimensional interval [0, 1], for
example the grid points 0.1,...,0.9,1. To cover a2-dimensional cube
similarly well, we would already need 10 10 = 100 data points. In
general, to “cover” a D-dimensional cube we would need on the or-
der 109 many points. This fact makes it very dif cult to estimate the
dimension from a sample of points when D is large. It is pretty much
impossible to have enough sample points to be able to distinguish be-
tween, say, a space of50 versus a space of51 dimensions: our sample
points will neither “cover” a cube of 50 nor of 51 dimensions, making
each such estimate (or corresponding test) utterly unreliable. A more
formal argument for the dif culty of estimating high dimensions can
be found in Block et al. (2021). Consequently, while it is well possible
in psychophysics to discriminate a 2D from a 3D space, it seems pretty
much impossible to discriminate between, say, 50D vs 51D or 50D vs
60D. Even in a setting with very low noise, the high-dimensional sce-
nario would require a prohibitively large number of data points (stim-
uli) and triplet trials for dimensionality estimation. In psychophysics,

it might often be better to avoid high-dimensional spaces from the
outset by using well-designed stimuli that observers judge by a few
criteria.



4 Quality and stability of ordinal embeddings

It is a fundamental principle of modeling that a tted model can only
be interpreted if the quality and variability of the parameters are val- _ Oliver Cromwell
idated. Ordinal embeddings as models of perceived similarity are no

different. This chapter explores how ordinal embedding methods be-

have under incomplete and noisy data and how the quality and stabil-

ity of the scale can be determined and their variability quanti ed. The

content of the chapter corresponds to an unpublished manuscript. It

is mainly my work with contributions to ideation, data analysis, and

writing by Felix Wichmann and Ulrike von Luxburg.

Abstract

Human perception of colors, materials, or even objects is often modeled as similarity in a perceptual
space. Multidimensional scaling methods represent this perceived similarity of stimuli as distances between
points. An intuitive task for assessing this similarity in a scienti ¢ experiment is the triplet, a comparison
of the form "Is stimulus j or k more similar to i?". Ordinal embedding algorithms can infer the scale
points from a random subset of triplet responses. In practice, however, it is often unclear how precise the
inferred scale is and whether any scale differences between conditions or subjects are not simply attributable
to the inevitably noisy responses. Here we investigate the quality of ordinal embedding estimates from
psychophysical data and present a probabilistic approach to model the scale's stability. Using simulation
studies, we show that the validation triplet error is not a perfect predictor of the scale's correctness, i.e.
whether it reconstructs a typically unknown ground truth. Noisy responses lead to inconsistencies that
cannot be resolved and increase the triplet error, no matter how well the embedding describes ground truth;
however, the embedding itself can compensate for these inconsistent responses by collecting additional data.
Nonetheless, if the error on the training set is subtracted from the validation error, the result is a metric
that is corrected for the inconsistent triplets and, therefore, is a useful quality metric. Additionally, we
observe that scale ensembles from bootstrapped triplets tend to show a distorted view of the local stability
because similarity comparisons provide only relative distance information. The resampled scales' origin,
scaling, and rotation must be aligned, which can severely distort the variability estimates. We present a
probabilistic model to estimate the variation at individual scale points. The idea behind the model is to
“wiggle” the points so that the triplet error changes, indicating the scale's stability. These stability measures
can be used to quantify the scale's variability and visualize it as error bars or regions, as we show in
application examples with behavioral datasets. These quanti cations and visualizations empower scientists
to distinguish behavioral effects from mere modeling artifacts.

| beseech you, in the bowels of Christ,
think it possible you may be mistaken.



46 machine learning for psychophysical scaling with ordinal comparisons

4.1 Introduction

For more than a century, psychophysicists have been measuring so-
called psychophysical scales to describe the perception of our envi-
ronment objectively. These scales provide numerical intensities to de-
scribe how bright the light appears (Aguilar & Maertens, 202Q Obein
et al., 2004 Stevens, 1957, e.g.), a2D “map” of color or material
patches arranged by their perceived similarity (e.g., Bonnardel et al.,
2018 Logvinenko & Maloney, 2006 Wills et al., 2009, or even high-
dimensional coordinates to describe the mental representation of ob-
jects (e.g., Hebart et al.,202Q0 Roads & Love, 2021). In each case, the
distance between points on the scale describes the perceived similarity
of stimuli as determined in psychophysical experiments.

Most psychophysicists analyze scales primarily by visualizing and
interpreting distances between stimuli, conditions, and observers—
they draw conclusions about scienti ¢ theories “chi-by-eye” (Press et
al.,, 2007). For example, Bonnardel et al. (2016 observe in their 2D
color scale that “[tlhe con gurations are not exactly circular but oval.
This matches the elongation displayed when the NCS stimuli are dis-
played in CIE-L* a* b* space”, Hebart et al. (2020 interpret the high-
dimensional object scale where “[t]he global similarity structure seems
to highlight the well-known distinctions of animate vs inanimate and
natural vs man-made”, and Sauer et al. (2024 state about scales of
perceived lens distortions that “[tlhe remaining differences between
subjects' scaling functions (for example, differences in the relative in-
uence of Add power) could result from individual differences in per-
ception or behavior”.

However, we cannot assume that any scale accurately represents the
“true” perceived similarity due to the limitations of data collection and
modeling. The various stages of stimulus reception and processing up
to the motor response are subject to a certain amount of noise—the
observer's responses are rarely deterministic and occasionally are con-
tradictory, emphasizing the necessity for stochastic models. Signal De-
tection Theory, for example, models the stimulus discriminability us-
ing probabilitiesfor stimulus and response presence or absense (Green
& Swets, 1966 Tanner Jr. & Swets, 1954). In addition to noisiness,
experiments are limited in the data that can be collect within a rea-
sonable time frame and analysis have to include assumptions due to
technical limitations. For example, for scale tting and visualization, it
is convenient to model stimulus similarity with a Euclidean distance,
but this does not necessarily correspond best to the observer's intrinsic
similarity measure (cf. Jakel et al., 2008 Logvinenko & Maloney, 2006
Shepard, 1987 Tversky & Gati, 1982 All these confounds—noise, in-
complete data, tting, and assumptions—might cause the empirical
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scale estimate to deviate from the unknown inner space. Before we
can determine this potential deviation, we need to look at how percep-
tion is measured.

Experimental measurement  of perceived similarity that we con-
sider in this work comes in the form of ordinal comparisons between
stimulus pairs. These comparison-based tasks apparently are partic-
ularly intuitive for observers (Aguilar etal.,, 2017 Demiralp et al., 2014
and are becoming increasingly popular (e.g., Aguilar & Maertens, 202Q
Charrier et al., 2007 Fleming et al., 2011, Hebart et al., 2020 Knoblauch
et al., 202Q Roads & Love, 2021, Wills et al., 2009. A concrete exam-
ple is in the triplet or triad task, where observers judge if stimulus |
or k is more similar to i (Torgerson, 1952. From multiple judgments,
ordinal embedding algorithms estimate the points of the scale so that
the order of Euclidean distances corresponds to the observer's triplet
judgments. In the limit, ordinal embedding methods can recover met-
ric information except for similarity transformations (rotation, trans-
lation, scaling; Arias-Castro, 2017 Jain et al., 2016 Kleindessner &
von Luxburg, 2014, whereby the required number of triplets increases
with the number of stimuli N and the dimensionality of the psycho-
logical space D (the error is bounded by O(DN log N), see Haghiri
et al., 202Q Jain et al.,20186.

The literature proposed various methods to evaluate ordinal embed-
dings. The goodness-of-t can be tested statistically on the training
data via the agreement between triplet responses and scale estimate
(cf. Knoblauch & Maloney, 2008 2012a; Maloney & Yang, 2003. Pre-
dicting responses to the (unknown) ground truth is a typical measure
of scale quality. Some works measure this quality as the likelihood
on a set of validation triplets (Roads & Mozer, 2019, others with the
triplet accuracy, i.e., the proportion of triplet responses consistent with
the scale's distances (Haghiri et al.,2020. The noise ceilindoounds this
prediction accuracy in practice. No estimator can predict intrinsically
inconsistent responses, bounding the maximum accuracy.

All these measures are well suited for comparing different scales
based on their t or predictive power (e.g., Kinstle et al., 2022a; Mal-
oney & Knoblauch, 2020 Roads & Love, 2021), but are challenging
to interpret in absolute terms. The (validation) triplet accuracy is the
most interpretable and linked to observer responses. However, the
noise ceiling makes it dif cult to interpret the error in absolute values
(cf. Kunstle et al., 2022) and, above all, to infer the quality of the
estimated representation.

Contrary to the t, the stability is usually determined directly in
the scale space. For example, Knoblauch and Maloney @008 sug-
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gest a bootstrappingprocedure to estimate the variability 1 of the scal-
ing method MLDS. Triplet responses are sampled parametrically to
obtain a distribution of scale estimates and their standard deviation.
The standard deviation can be calculated across scales because MLDS
constrains scales tol-dimensional monotonic functions starting at the
origin. In contrast, arbitrary D-dimensional scales must be aligned
with similarity transformations. For example, the Procrustes method,
which minimizes the mean Euclidean error between the scales (Gower,
1979, can be used for this purpose (cf. Haghiri et al., 202Q Lohaus et
al., 2019 Sauer et al., 20242. Lohaus et al. (2019 showed that this
error increases with noise in the triplet responses and decreases with
additional triplets, expected from a variability measure.

Probabilistic models take a different approach, directly learning the
scale and its uncertainty as a distribution. The Hefner model describes
each stimulus in the scale by an isotropic normal distribution (Hefner,
1958 so that the distances of the mean values express the perceived
similarity relative to the variation. Historically, mathematical estimates
of multidimensional mean and variance were feasible only through
simpli cations and independence assumptions (Ramsay, 1969 Zinnes
& MacKay, 1983. However, modern probabilistic modeling methods
with variational inference enable even larger scales to be described ef-
ciently using normal distributions (Muttenthaler et al., 2022 Roads
& Love, 2021). In general, however, it is rather doubtful that the uncer-
tainty is symmetrical and should, therefore, be described or approxi-
mated with a normal distribution. Models inferred with Monte Carlo
samplers allow a much more exible description of the scale's variabil-
ity (Lohaus et al., 2019 Roads & Mozer, 2019 Westfall & Lee, 2021).
Like in bootstrapping, an alignment of samples must be enforced, typ-
ically using a carefully selected prior (cf. “The Identi ability Problem”
Gronau & Lee, 2020. Practical applications of Monte Carlo sampling
can be found in active query methods that approximate independence
(i.e., assuming independence of stimuli) to select triplets that maxi-
mize information gain (Heim et al., 2015 Tamuz et al., 2011).

Despite this plethora of putative quality and stability metrics, it is still
unclear whether a scale estimate of experimentally collected triplets
describes perceived similarity. The lack of validation experiments partly
causes this unfavorable situation. In addition, researchers in cognitive
science are particularly interested in whether local differences in the
perceptual space are meaningful, i.e., if differences in scale values are
larger than their expected variation due to estimation uncertainty. In
this work, provide metrics and methods for determining whether we
can scienti cally trust the interpretation of a comparison-based psy-
chophysical scale.

LIn the machine learning literature, sta-
bility and variability sometimes de-
scribe slightly different model proper-
ties. However, we use them reciprocally
to describe the variation when estimat-
ing the same ground truth pattern em-
pirically.

2Qur comparison-based scaling meth-
ods share the alignment problem with
their precursor, Multidimensional Scal-
ing (Kruskal, 1964, 1964). Many of
the approaches discussed here can be
found in similar form in MDS literature
(cf. Gronau & Lee, 202Q Jacoby & Arm-
strong I, 2014 Weinberg et al., 1984.
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Our contribution is as follows:

1. We show in simulation studies that neither goodness-of- t nor pre-
diction is a suf cient quality metric. Instead, the difference in triplet
errors on validation and training data indicates the recovery error
of the scale.

2. We point out the limitations of bootstrapping methods, where the
alignment of scales distorted the variability locally.

3. We develop a probabilistic model to estimate the variability from an
existing scale and its training triplets. The model's intuition is to
measure variability by “wiggling” the scale's points only as far as
they still match the triplets.

4. On behavioral datasets, we apply this quality metric and variability
model to gain scienti ¢ insights.

4.2 Quality metrics of ordinal embeddings

As scientists , we expect a scaling model to describe the observer's
perception correctly. Often, this "correctness"” is referred to as the qual-
ity of the scale and is measured by the predictive accuracy of the scale.
In this section, we use simulation experiments to investigate whether
we can infer “correctness” from “predictions” under realistic condi-
tions. In addition, we ask how reproducible the estimates are with
different data sets of the same ground truth, i.e. whether the scale is
stable.

4.2.1 Experiment simulations and scaling algorithms

In our simulation study, we start with hypothetical ground-truth sim-
ilarities in place of the subject's perception that is unknown in real
experiments. With this ground truth and some noise, we answer a
random set of triplets and estimate a scale with ordinal embedding
algorithms. We can then evaluate this scale with quality metrics based
on the ground truth.

Simulations

The hypothetical ground-truth perception mimics human color per-
ception. This relatively well-studied area of human perception pro-
vides an intuitive testbed for 1D and multidimensional scaling simu-
lations.

We simulate the ground truth of 1D lightness perception and 2D
hue perception by rst selecting points yi,...yn from the CIELUV

49
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color space (the interested reader can nd an introduction into col-
orspaces in Fairchild, 2013, and then adding samples from a statis-
tical distribution representing perceptual noise. The lightness scale is
built by perceptually equidistant grey points between yq1 = L, = 0
and y10 = L5 = 100 with U = V = 0. Noise increases with L
to simulate Poisson distributed perceptual noise in the perceptual do-
main. It is simulated by adding samples from a Gaussian distribution
N (0, L) tothe scale. The hue scale is speci ed as equidistant points
on a circle of radius 70, centerU = 30,V = 35,andL = 50. The
CIELUV space speci es the coordinates L , U , and V such that their
Euclidean distance 1 corresponds to a just-perceptible color difference.
Therefore, we add to each point a sample from an isotropic Gaussian
distribution N ((0,0)T,(10,10T). We multiply the noise variance with
a scaling parameter w (default: w = 1) to experimentally vary the
standard noise level.

We sample the dataset T randomly from all possible triplets. To
keep results comparable between simulations, we parametrize the dataset
size with a size parameter | (default: | = 2); the number of triplets is
calculated with | DN log, N via the number of points N and ground-
truth dimensions D. The response to "is thejth or kth stimulus more
similar to the ith" is simulated by comparing the Euclidean distance
d(, ) on perturbed ground-truth y 9 created by adding a sample of
the noise distribution to the ground-truth points. The order of indices
in the triplet (i, , k) implies that d(yio,yj(ﬁ < d(y2yD.

Ordinal embedding algorithms

Psychophysical scales can be estimated by ordinal embedding
algorithms, searching for the points that most likely agree with the
triplet responses (Haghiri et al., 2020).

The most common method in psychophysics, MLDS, uses logistic
regression to predict the response to triplets; the weights of the re-
gressor are the scale (Knoblauch & Maloney, 2008 2012a; Maloney &
Yang, 2003. Therefore, the algorithm cannot use arbitrary triplets and
constrains the scale to be 1D, monotonically increasing. Much more
exible are ordinal embedding algorithms, which can also estimate
multidimensional scales with arbitrary triplets (Agarwal et al., 2007,
Jain et al., 2016 Tamuz et al., 201% Terada & von Luxburg, 2014 van
der Maaten & Weinberger, 2012. Soft ordinal embedding (SOE; Terada
& von Luxburg, 2014, in particular, showed high training and test ac-
curacy on various datasets (Kinstle & von Luxburg, 2024 Vankadara
et al., 2027, which is why we use it in this work. In general, however,
we intend the developed methods of this work to function largely in-
dependently of the choice of embedding algorithms.
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SOE searches the pointsk 2 RP by minimizing the sum of squared
errors between the “less similar” and “more similar” distances of each

triplet (i,j,k). In our experiments, we use the Python implementation SOE loss:
in the cblearntoolbox (Kinstle & von Luxburg, 2024. We chose the argmin - §  max 0,d(%,%) d(%,%)+ 1 2
dimensionality D of the embedding according to the ground truth to (iiK2T

facilitate the analysis; in real applications, this dimensionality could be
estimated empirically during scale estimation (cf. Kinstle et al., 20223).

Metrics

We calculate the validation triplet error from each estimated scale
as a quality measure (e.g., Haghiri et al., 2020 Roads & Mozer, 2019
and compare it with the recovery error to ground truth. The triplet
error is calculated by counting triplets that are inconsistent with the

scale.  While the error on training triplets, i.e. the triplets used to Triplet error:
run the ordinal embedding algorithm, can be used as a measure of 1. ( 0 ifd(R.%) < d(R,%)
t, the quality is typically measured by a validation or testerror. For iTi (jg2r 1 otherwise.

this purpose, we calculate the test error on independently sampled
test data from the same ground truth; in applications without access
to ground truth, the test error is typically approximated with cross-
validation (cf. Haghiri et al., 2020.

When calculating the difference between the validation or test er-
ror and the training error, we obtain the train-test gap A small gap
typically indicates a lack of over tting.

The recovery errormeasures the Euclidean distances between the

scale estimate and ground truth. We take this error under optimal Recovery error:

similarity transformation of the scale by aligning with ground truth N NS

through a so-called Procrustes analysis (Gower, 1975. t A AW Fna)?
n=1d=1

4.2.2 Comparison of metrics to ground-truth

We vary the number of triplets and the noise intensity with the factors

| 2f%,3,1,2,49and w20,1,2,3,4. | and w were chosen to sim-
ulate a broad but still realistic range of experiments (cf. Kiinstle et al.,
2022a); in practice, these values could be in uenced consciously by the
design of the experiment, for example, by collecting additional trials
or improving the stimuli. Comparedto | and w, the noise distribution
in the simulation or the embedding algorithm's loss function typically
have a minor in uence (Maloney & Yang, 2003 Roads & Mozer, 2019
and are kept constant here. We get an impression of the stability of the
estimates by generating ten random data sets for eachl  w combina-
tion, which we embed and evaluate with the reconstruction and triplet

error (on training data and independently sampled test datasets).

In Figure 4 .1, both metrics show the expected progression that more
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data and less noise reduce the error. But that's almost where the simi-
larities end. The error decrease with more data is almost linear in the
reconstruction error (with our parameterization) and approaches zero
for | 1. This dataset size corresponds to the theoretically grounded
DN log, N rule-of-thumb to choose the number of trials in a triplet
experiment (Haghiri et al., 202Q Jain et al.,2016. The noise level in-
creases the average and spread of the reconstruction error but can be
compensated by larger dataset sizes (i.e. forl 2 f 2,4gandw 2 f 0, 1g).
Neither error variation nor compensation is visible in the triplet error,
which casts doubt on its ability to predict the reconstruction error.

Figure 4.1: The reconstruction
and triplet error on training and
test datasets generated with the
lightness simulation.

The difference of the triplet error between training and test data set
seems to be visually much more related to the noise (already observed
in Kinstle et al., 2022). In fact, the mean train-test gap correlates
highly with the mean reconstruction error (Figure 4.2), both in the
mean and variation (p < .001,r = .97 and p < .001,r = .80;).

This result implies that we can predict the reconstruction error—
unknown but highly relevant in real experiments—from the train-test
gap, which can be approximated empirically. The train-test gap thus
allows the experimenter to make statements about the reliability of the
estimated scale from almost random (gap: 0.5) to perfect reconstruc-
tion (gap: 0). Because the gap is linear to the actual deviation in the
scale space, it is particularly straightforward to interpret. It helps in
decisions such as whether collecting more trials could bene t the scale
estimate.

The train-test gap is a summary metric on the whole scale, which
can only be used to interpret the overall potential deviation from ground
truth, but not its distribution. However, to interpret a scale, the local
variation in scale space is at least crucial; we look at this in the follow-
ing section.
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4.3 Stability estimation procedures

Visual interpretations of psychophysical scales, especially those indi-
rectly estimated with triplets, would bene t from visualizations of pu-
tative variation in the form of error bars, con dence intervals, and
con dence regions to prevent misinterpretation.

In the past, methods based on resampling or probabilistic models
were primarily used to quantify variability. Here, we want to evaluate
and discuss both approaches using the simulations presented in the
previous section.

4.3.1 Resampling perspective

Determining the variability of a model using resampling techniques,
in particular bootstrapping(Efron, 1987, always follows the same pat-
tern: Several data sets are sampled from a single data set, on each of
which the model is tted and the parameter variability is then statisti-
cally evaluated (e.g., Tibshirani, 1994 Wichmann & Hill, 2001).

Error bars of scales with MLDS are generated this way, with boot-
strapping (Knoblauch & Maloney, 2012a; Maloney & Yang, 2003. Start-
ing with an MLDS t to the original data set, the data sets are resam-
pled with noise. In contrast, Lohaus et al. (2019 suggests generating
the data sets by simply subsampling the triplets (not the stimuli). They
showed that the overall variation follows the expected trend, decreas-
ing with the size of the dataset and increasing with the noise.

What all these bootstrapping approaches have in common, however,
is that the scale samples must rst be aligned before variability can be
determined locally.

Figure 4.2: The reconstruction
error is highly correlated with

the difference between the train
and test triplet errors. Scat-
ters show the metrics for em-
beddings of datasets with vary-
ing size and noise (see text);
the mean and standard devia-
tion are calculated over 11 rep-
etitions each.
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The alignment problem

Triplet comparisons  do not uniquely de ne a scale's translation,
rotation, scale, or ip; the scale samples must be aligned respectively.
A common alignment procedure is to select a stimulus as the origin
and to x the scaling or orientation of another one, for example, using
a noise parameter (in MLDS tted with gim, see Knoblauch & Maloney,
2012a) or simply to one (Knoblauch & Maloney, 2012a; Lohaus et al.,
2019. This procedure, which we call 0 1 alignment is usually only
used for 1D scales but could hypothetically be extended by selecting a
stimulus for each dimension that de nes the positive direction 3.

In contrast to O 1 alignments, the Procrustes alignmentreats all
stimuli equally by minimizing the (Euclidean) distance across scales
(cf. Lohaus et al., 2019 Sauer et al.,2024). The minimal transformation
to align two scales can be found analytically. Multiple scales, however,
must be aligned with the generalized Procrustes analy¢{Sower, 1975.
This analysis iteratively adjusts the scales until they no longer change.
In each iteration, the scales are individually aligned to the common
pointwise mean using the standard Procrustes alignment.

Both alignment methods bias the distribution of the variability within
the scales differently. 0 1 alignment inevitably leads to the variability
estimate being zero for D or D + 1 stimuli. While it may be more of
a philosophical consideration whether there is no variability of "zero
loudness" or "zero brightness”, the case is much more apparent for
most other stimuli without such a natural origin. No hue is a "zero
hue", and no animal is a "zero animal", so de ning one of the stimuli
seems arbitrary. Even more concerning is the observation in our color
simulation, suggesting that the 0 1 alignment of multiple scale sam-
ples exaggerates the variability of the non- xed points and distorts it
depending on the choice of orientation stimuli (see Figure 4.3).

The Procrustes alignment, on the other hand, “blurs” all local vari-

3 This multidimensional variant of 0 1
alignment is inspired by the prior of a
Bayesian MDS model of Gronau and Lee
(2020. This prior was developed to to
ensure identi ability in a multidimen-
sional representation.

Figure 43: The 0 1 align-
ment of the simulated lightness
and color scales. The variabil-
ity of the scale (red dots) is zero
for two stimuli but ampli ed
for the others in contrast to the
ground truth samples (black/-
colored dots).
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ability. By de nition, the quadratic differences of all stimuli and all
dimensions are minimized in equal parts. This means that all scale
variances are approximately the same and that large or small variabil-
ity of individual stimuli or dimensions is not recognizable. We can
imagine a thought experiment where normally sighted and colorblind
people are asked to judge triplets of objects based on shape and color.
We might expect the colorblind to respond with signi cantly more
variability based on color but not shape than the normally sighted
participants. However, Procrustes aligned bootstrapped scales would
diminish those differences in the scale dimensions. Figure 4.4 demon-
strates the effect with samples from our lightness simulation: The vari-
ability of all aligned stimuli is about the same. However, the noise of
the responses increases strongly with the (simulated) luminance.

We must conclude that these forms of alignment always distort local
variability and can only be useful as a global metric. This alignment
problem leads us to look for a solution beyond bootstrapping for a
local variability measure.

Figure 4.4: The Procrustes align-
ment of simulated lightness
scales in red; ground truth sam-

ples are shown by transparent
4.3.2 Probabilistic perspective grey scatters.

Here, we propose a change of perspective to assess the scale's sta-
bility: Instead of bootstrapping new scales, we fall back on a single
tted scale and “wiggle” it. If the triplets rmly determine the scale, it
should have little wiggle room without dropping the goodness-of- t.

We use probabilistic modeling methods to implement “wiggling” ef -
ciently and validate the obtained measures using the simulations from
the previous section.

Evidence of triplets

There is a geometric perspective on how triplets determine a scale—
or just give it room to “wiggle” (cf. Jamieson & Nowak, 2011).

We can think of each triplet (i,j,k) as a bisection of the perceptual
space of one-half closer to Xj and the other closer to Xi. If the triplet
response is correct, then the half-space ofX; must contain X;. The half-
spaces of further triplets overlap and restrict the putative region where
X; is located (Figure 4.5); in the limit, this region converges to a point
that ts the triplet responses.

Since triplet responses can be false or contradictory, we might adopt
a stochastic description and say the triplets increase the evidence of a
region. The evidence of con icting responses can cancel each other out
and thus increase the putative region.

Mathematically , we can describe this evidence for the embedded
location of a stimulus as Py, the product of the likelihood of all triplets
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Pjik involving the stimulus . “ Evidence of stimulus | at x;:

This likelihood must be a function that describes the correctness of 5 ( Pl if12i]k
the triplet for the given scale (Tamuz et al., 2011) and can be found P = (i'j?m 11, otherwise.
in the loss function of various ordinal embedding algorithms (Lohaus

Note that Tamuz et al. (2011) use a sim-
etal., 2019. ilar formula but restrict the if-condition

The evidence in the perceptual space, as visualized by the red area tol=1i
in Figure 4.5, can then be determined by shifting X (“wiggling”) and
xing the other points (Tamuz et al., 2011). However, since the other
stimuli are not determined to a point, we would have to wiggle them
simultaneously. This quickly becomes computationally infeasible, and
we must look for a solution using probabilistic inference methods.

Our stability model

We define a probabilistic model that allows us to determine the evi-
dence for alternative scale locations ef ciently.

An MCMC sampler generates scale locations proportional to their
posterior probability. The posterior is speci ed by the likelihood of all

triplets involved and a prior (Figure 4.6). Figure 45. A 2D scale with
We calculate the likelihood of a triplet with the fraction of distances a highlighted stimulus (black),
in the scale® as introduced in the loss of the CKL embedding algo- whose location should be deter-
rithm (Tamuz et al., 201J). This likelihood has two advantages: Firstly, mined by triplets. Five triplets
it is size-independent and can, therefore, do without standardization partition the space (red lines)
or additional parameters. Secondly, we can interpret the likelihood so and mark down the region
that the uncertainty of a triplet decision increases with perceived dis- where the highlighted stimulus
similarity. This is a psychologically plausible inductive bias for many is likely located (red shade).
stimuli; for example, we expect variability in kilometers when judg-
ing distances of (Paris, Berlin, Madrid), but only meters for (the Eiffel ®CKL triplet likelihood (Tamuz et al.,
Tower, Arc de Triomphe, Notre-Dame de Paris). 2011
The prior speci es the initial probability of scale samples and has pi = d(x;, %2

. . . . - T d(xi, %) 2 + d(xi, xi0)2
the particular task of keeping the model identi able by constraining

similarity transformations (Gronau & Lee, 202Q Lohaus et al., 2019
Roads & Mozer, 2019. Variational inference methods would be an al-
ternative approach to enforce identi ability (Muttenthaler et al., 2022
Roads & Love, 2021). However, we will not use variational inference
in this work, since it approximates the posterior with a Gaussian dis-
tribution and thus symmetrically, which is not necessarily appropriate
in the psychological space.

We center our prior distribution on the scale whose variability we
want to determine, varying the scaling on the distance to the neigh-
boring stimulus. In the following, we use a Student-t distribution with
D degrees of freedom and a standard deviation with half the distance
to the D + 1-nearest neighbor. We use nearest neighbors to adaptively
adjust the prior width based on the scale's density. This is important
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because we assume that the maximum likelihood estimate of the scale,
i.e. the mean of the prior, is basically in the right place. The prior
enforces that the stimuli cannot completely change location or order
in the scale but only “wiggle” slightly in their neighborhood. As with
any informative prior, it is advisable to validate its impact on scien-
ti ¢ results by varying the prior. We demonstrate this in one of the
following application examples (subsection 4.4.1).

With the help of modern inference methods, the probabilistic pro-
gramming library numpyro (Bingham et al., 2019 Phan et al.,2019, the
No-U-Turn Sampler (NUTS; M. D. Hoffman & Gelman, 2014, as well
as automatic reparametrization (Gorinova et al., 2020, the variability
on psychophysical scales (like the ones simulated) can be estimated
in seconds. This inference is often noticeably faster than estimating
hundreds of scales from bootstrap samples.

If we t the probabilistic model to the triplets of the lightness sim-
ulation and plot the Monte Carlo samples in Figure 4.6, we see a dis-
tribution of scale values. This scale distribution is very different from
the bootstrapped samples in Figure 4.3 and Figure 4.4. In contrast
to the Procrustes aligned samples, the variability here increases with
luminance; this increase may re ect the increase in noise in the simu-
lated ground truth. In addition, the variability is particularly high for
the highest and lowest luminance stimuli, where 0-1 aligned bootstrap
samples showed zero variability. These edge values may be less deter-
mined by their neighbors, plausibly explaining the reduced stability
shown here.

Figure 4.6. Probabilistic model
for estimating the variability
of a psychophysical scale. The
MCMC samples (red, left plot)
indicate the variability and
were generated according to the
model graph (right plot).
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As a quantitative evaluation of these variability measures, we re-
peat their estimation 100times on the lightness and color simulations,

varying | 2 1,2,4 andw 2 0,1,2. For each estimate, we form so-

called high posterior density intervals (per dimension) with a proba-
bility mass p 2 0.5,0.9,0.99 and check whether the ground truth points
lie within the intervals. The hit rate, called coverage, should match the
corresponding p as closely as possible. Figure4.7 shows that for | 2
the coverage largely matches the probability mass (horizontal line). At
| = 1, the scale estimators on which our prior is based still deviate
strongly from ground truth, which makes reliable variance estimation
dif cult. The intervals, which are a rough approximation of the 2D
variability, can also explain the coverage overestimations in the color
simulation.

While simulation experiments are essential to validate a new method-
ology qualitatively and quantitatively, they can never fully reproduce
reality. In the following section, we apply it to three behavioral datasets.

4.4 Quality and stability in behavioral datasets

Here, we show the potential of stability determination on three diverse

data sets from real experiments. In the rst two datasets we use esti-
mation to determine the scale's sensitivity and the subject's reliability,
respectively. In the third example, we use variability estimation to

gain insight into a dataset that is too large and high-dimensional for

classical chi-by-eye.

Figure 4.7: The uncertainty cov-
erage in repeated simulations
of lightness and color scales
with varying numbers of triplets
and noise levels. The cover-
age should match the probabil-
ity mass, indicated as horizontal
lines.
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4.4.1 Visualizing the variability

When a psychophysical scale is visualized, interesting structures might
not be interpreted as the effect of the observer's behavior but merely
as an artifact of the modeling. The scale's variability must also be
visualized to distinguish effect from artifact.

In this example, we use triplets from the experiment described in
detail in Sauer et al. (2024. In this experiment, observers compared
the similarity of simulated distortions caused by progressive spectacles
with different spherical ( Sph and addition ( Add) corrections.

The embedding dimensionality was xed to 1 D based on the cross-
validating triplet error (see chapter 5 for details); the gap between
training and test error is very small for most subjects. According to
the results in the previous section, this indicates that the 1 D scale has
a high quality in reconstructing perception.

A noticeable difference between the observers' scales is the in uence
of Add. Scales differ in their effect of the Add level, indicating that
observers perceive the addition power with different intensities. But
is this difference real, or is it just an artifact of the variability of the
embedding?

In Figure 4.8, we show the scales of two observers together with a
boxplot of Monte Carlo samples of the probabilistic model described
in the previous section.

(a) Observer 1 (b) Observer 5

The boxplots at different Add levels do not overlap for negative Sph ~ Figure 4.8: The scale estimate
in observer 1's scale—we can, therefore, assume that they perceived (line) and variability (boxplot)

distortions at Add levels differently. For observer 5, on the other hand, for two observers. The box-
the whiskers and boxes for different Add levels overlap at Sph 5dpt plots show median and quar-
and 5dpt and nearly overlap at others Sphvalues. This overlap could tiles, while the whiskers show
indicate that observer 5 was not able to reliably distinguish the dis- 2.5 and 97.5 percentiles of the

tortions based on Add levels for strong spheric corrections. Since Sph Monte Carlo samples.
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and Add affect stimulus distortions in different areas of the visual eld,
this difference in sensitivity to addition correction between observers
could indicate that the observers used different strategies to judge the
triplets.

An alternative explanation for the difference in addition sensitivity
between observers could be that our probabilistic model overestimates
the stability of observer 1 due to the small scale differences for nega-
tive Sphvalues. The default prior to the probabilistic model is based
on the distance to the two nearest neighboring points. The almost con-
stant scale for negative Sphvalues results in very narrow priors. To
validate that the scale's gap between different Add values is not just
an artifact of the narrow prior, we rerun the analysis of observer 1
with a constant prior of the standard deviation of 0.1 for all stimuli
and an adaptive prior based on the four nearest neighbor distances.
Although some boxplots in Figure 4.9 that were previously separated
now overlap slightly, the differences between the Add levels are still
clearly recognizable, con rming our observations.

(a) Prior xed

4.4.2 Interpolating the stimulus intensities

The measured lenses only represent a limited range of possible spec-
tacles. Therefore, by interpolating the scale, it would be interesting
to show the perceived distortion of other Sphand Add values. In this
section, we would like to show an interpolation of the scale based on
our probabilistic model that accounts for the uncertainty of the scale
estimation and the interpolation itself.

First, we pick some of the Monte Carlo samples from our proba-
bilistic model and t a Gaussian process regressor (GPR). The Gaus-
sian process is trained to predict the scale value from the features Sph
and Add. The Monte Carlo samples prototypically represent the vari-

(b) Prior 4-NN
Figure 4.9: The variability sam-
ples were generated with wide
priors, either standard deviation
0.1 for all stimuli or half the
distance to the fourth nearest
neighboring point.
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ability at the measured scale values. Both the mean scale value and
its variability are interpolated between stimuli by the GP's kernel. In
this example, it is important to ensure that the noise of different stim-
uli can vary in size. Therefore, we combined an RBF kernel with a
heteroscedastic noise kernel that interpolates the variability between
“prototype datapoints” (i.e., the measured stimuli). We implemented
the GPR with scikit-learn (Pedregosa et al.,2011) in combination
with the noise kernels by the gp_extra library (Metzen, 2016.

We interpolate the scale of observer 1 by randomly selecting 20 of
the Monte Carlo samples from the probabilistic model (see subsec-
tion 4.4.1) and tting the GPR. Figure 4.10 shows the predicted scale
by their mean and standard deviations for Sph2 [ 7.5,7.9 and Add
210,1,2,3. The mean value (lines) closely follows the original scale
values (dots) and shows a smooth transition in between. The stan-
dard deviations also show a smooth transition between the stimuli of
the original scale. The Gaussian assumption of the GPR results in
symmetric variability, deviating from the asymmetric distribution of
the probabilistic model in Figure 4.8. The mean value attens out for
Sphvalues outside the measured range, and the standard deviation
widens considerably. Predictions for lenses with Add 2dpt, which did
not occur at all in the experiment, have a slightly larger standard de-
viation but otherwise follow a curve between predictions of Add 1dpt
and 3dpt. These extrapolations have the potential to use the scale as
a basis for a more general perceptual model in the form of the GPR
and, thus, in downstream applications, for example, to predict the per-
ceived distortion of spectacles, even if their lenses were not part of the
original experiment.

(a) Interpolate & extrapolate Sph (b) Interpolate Add

Figure 4.10: The interpolated
and extrapolated scale of ob-
server 1 as a prediction of a het-
eroscedastic Gaussian Process.
The lines show the mean (lines)
prediction, while the shaded ar-
eas show the rst and second
standard deviations. The dots
show the original scale values.
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4.4.3 Interpreting stability as response consistency

Here, we present an example showing that modeling embedding sta-
bility allows us to draw conclusions about our scaling model and the
observers' response behavior. The application uses data from an ex-
periment where observers of different expertise rated triplet compar-
isons between mushroom images®. The core idea of the experiment is
that for a layperson some mushroom species appear very similar but
an expert must distinguish them reliably (e.g. to detect toxic mush-
rooms); thus, internal representations of laypeople and experts should
be different. Both layperson and expert judged triplets sampled from
nine mushroom images. Three images each of chanterelles ¢antharel-
lus), false chanterelles fhygrophoropsis aurantiaaand jack-o'-lantern
mushrooms (omphalotus oleariyswvere presented. The observers were
instructed to rate the images according to their similarity.

We estimate scales from the triplets with SOE (Terada & von Luxburg,
2014 in 2D to simplify the visualization and approximate the scale
variability with the probabilistic model introduced previously in this
chapter. For each species, we estimate the2D density of the Monte
Carlo samples with a Kernel Density Estimator (KDE).

Figure 4.11 shows the scales of two observers with regions of 65%
and 95% probability mass. From the point estimates alone, we can
deduce that the layman confuses the mushroom species, but the ex-
pert can distinguish them reliably. The layperson could most likely
not classify the mushrooms by species and responded inconsistently.
These inconsistent responses lead to large and overlapping regions of
putative scale representations.

(a) Layperson (b) Expert

For the expert, only the regions of species 2 and 3 overlap slightly;
speciesl is clearly separated. This suggests that the expert was able
to reliably distinguish species 1 from the others, but that the other

5We thank Lukas Huber and Raphael
Wittwer (University of Bern) for making
this dataset available to us.

Figure 4.1 The  two-
dimensional embedding of
two observers, judging triplets
of mushroom images. The
shaded area shows one and
two standard deviations of a
density esti than the ground-
truth variability (black/colored
pointsimate of our probabilistic
model.
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two species were not always strictly distinguished. This is plausible
because only speciesl is an edible mushroom. Mushroom experts are
trained to distinguish edible from non-edible mushrooms.

4.4.4 Analyzing high-dimensional structures

The last application example deals with the analysis of large embed-
dings. In an online study, Hebart et al. ( 2020 showed observers triplets
of 1,854 object images from the Things database (Hebart et al.,2019
and asked them to choose the odd-one-out From the answers, they
estimated a scale with 49 sparse dimensions that should encode indi-
vidual perceived properties with positive numbers. Here we use our
probabilistic model to analyze the stability of the object representa-
tions. Consistent with the sparse embedding, we measure distance
using the city block metric instead of the Euclidean metric.

To analyze stability, we use our probabilistic model with the pub-
licly available pre-trained scale and a publicly available dataset of test
trials, i.e. trials that were not used to compute the scale. In order
to speed up the estimation signi cantly, we simplify the probabilistic
model. We estimated the posterior probability independently for each
stimulus, assuming that the representation of the others is xed. The
posterior is inferred with a uniform prior, centered around the scale
estimate and scaled by the city block distance to the 10-nearest neigh-
bors. Similar simpli ed inference techniques are used by Tamuz et al.
(201) to determine the most informative trials ef ciently. With this
simpli ed model, the variability of all data points can be inferred in
about 6 minutes on a regular laptop.

We use the posterior density around a data point to express its sta-
bility. The stability in this dataset is related to the inverse density of the
embedded points, i.e., the average distance of a point to its 100 neigh-
bors (Figure 4.12). This corresponds to our interpretation of stability:
Points are constraint by their neighborhood.

Figure 4.13 shows the top 8 most stable and variable points. Here,
we also see substantial differences in the content of the images. The
most stable embedded objects are animal images, many of which are
in the dataset, and it is probably easy for observers to evaluate them
as similar. The most variable representations, on the other hand, show
objects that cannot necessarily be identi ed at rst glance. We might
speculate that observers could not identify those objects reliably and
thus judged them more randomly than other stimuli.

By quantifying this variability, we can evaluate which stimuli in the
scale we can trust—and which we cannot—even without visualizing the
entire scale. These differences in variability between stimuli open up a
new aspect in the interpretation of a scale: In addition to dimensions

Figure 4.12. The variability cor-
relates with the inverse density
of the representation.
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and distances between stimuli, variability can also be interpreted as a
measure of judgment uncertainty.

Figure 4.13: The top-8 most vari-

able and most stable represented
images. The images are pro-
vided by the Things database for

research purposes (Hebart et al.,
2019.

(a) Most stable

(b) Most variable

45 Discussion

In previous sections we have examined and practically applied
methods to determine the quality and stability of psychophysical scales
determined with ordinal embedding algorithms.

In simulation experiments the validation triplet error, which is typ-
ically used as a quality measure (cf. Haghiri et al., 2020, allows only
insuf cient conclusions to be drawn about the “correctness” of the
scale estimators, i.e., the recovery error to a ground truth unknown in
real experiments. It is possible to obtain scales with low recovery error
even with a high triplet error. Therefore, the validation error may well
be a measure of the quality of the response prediction but not of the
embedding. The train-test gap, i.e., the difference between the training
and validation triplet errors, was a much more interpretable metric of
embedding quality in our simulations.

With the ability to con rm the quality of a scale estimate, we have
created the necessary conditions to estimate the scale's variability. Vari-
ability estimates depend on the assumption that the estimated scale is
close enough to the ground truth (cf. the bootstrap bridge assumptipn
Wichmann & Hill, 2001a), which must be tested empirically via the
train-test gap being almost zero.

First, we looked at bootstrapping methods and found that, in gen-
eral, there is a risk of biasing variance estimators locally. The align-
ment problem states that the bootstrapped sampled scales must rst
be matched with similarity transformations and—depending on the
alignment procedure—variance information is shifted differently. There-
fore, we introduced a probabilistic model to estimate variability based
on the intuition that consistent triplets would restrict the freedom of
movement of the scale.

The model provides samples of scales distributed according to their
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probability of predicting the triplet responses. These samples can be
aggregated to variability metrics and visualized as credible intervals or
regions. In fact, such regions could not only be interpreted as model
variability, but they are also congruent with the concept of psycholog-
ical spaces. For example, Shepard {987 mentioned that an object is
part of a class, which “corresponds to some region in the individual's
psychological space”.

From this perspective, we consider the potential of combining boot-
strapped scales and their probabilistic variability estimates. The boot-
strapped samples, represented as single points or lines and Procrustes
aligned, can represent alternative “discrete” trajectories of the esti-
mate.

We refer to our variability model in the text as probabilistic but not
as Bayesian, since we use probabilistic programming techniques but do
not strictly apply Bayesian statistics. For example, in most cases we use
the identical triplets to con gure the prior and to infer the posterior.
Our interpretation is that we the probabilistic inference as a tool to
determine the t of “wiggling” scale alternatives. However, if enough
trials can be collected it might be more correct to use a separate dataset
set during inference, like we do in the last application example.

This problem vanishes if scaling and variability estimation are not
separate steps, as in this work, but would be combined. Such ap-
proaches of probabilistic ordinal embedding methods (Lohaus et al.,
2019 Muttenthaler et al., 2022 Roads & Love, 2021, Roads & Mozer,
2019 seem very tempting and should, in our opinion, be further in-
vestigated and, above all, validated. In this work, we have explicitly
taken an algorithm-agnostic approach, because in this way we are able
to better support the psychophysicist. They can continue to use the
embedding algorithms they are familiar with, such as MLDS, and per-
form the variance estimation separately. Furthermore, as shown in the
last application example, the algorithm-agnostic approach allows us to
investigate embeddings without having access to all training data.

There are many more applications for quality and stability esti-
mates. In addition to the possibilities shown in our application ex-
amples of evaluating the sensitivity of the scale estimate better and
thus preventing false scienti ¢ conclusions, they can also be useful in
downstream tasks.

Adaptive sampling (also known as active learning) methods, for
example, are based on collecting only informative trials and require
robust uncertainty estimates. Since we have obtained some methods
from this literature for this work, we would be pleased if our variance
estimation could be helpful in this application.

65
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On the other hand, there have been attempts for some time to de-
velop a link between scaling and threshold methods (e.g., Aguilar et
al., 2017 Devinck & Knoblauch, 2012. For this purpose, it is crucial to
obtain accurate variance estimates of the scale to predict just-noticeable
differences. Here, we would rely on variability estimates with separate
test triplets since with a good t and comparable to the noise ceilingof
the triplet error in our simulation experiments, this could be inter-
preted as perceptual or response noise.

Together with the toolbox from chapter 2 and the dimensionality
testing procedure from chapter 3, the most important methodological
gaps for the successful use of ordinal embedding algorithms in psy-
chophysics have been closed. We will demonstrate the scaling pipeline
on a experiment in the next chapter.



5 Psychophysical scale of spectacle lens distortions

The great painters are incomparable
draftsmen. They also know how to mix
their own paint, grind it, put in the

The strength of ordinal embedding methods in measuring perception
is demonstrated in particular by the intuitive triplet task, the compara-

tively small number of trials, and the robustness against subject errors. xative: no task is too small to be
These properties enable the study presented in this chapter to measure worthy of their attention.
the distortion of varifocals. The distortions investigated are dif cult to — Twyla Tharp

compare and can only be recognized in dynamic virtual reality stim- (Tharp, 2009

uli. Nevertheless, we obtain the most comprehensive scales of PAL
distortions to date and thus lay the foundation for perception-based
spectacle treatments.

Both the content and form of this chapter equal our published arti-

clel, licensed under CC BY 4.0, and the corresponding preprint (Sauer 1Sauer, Y., Kinstle, D.-E., Wichmann,

etal., 2023a). Yannick Sauer and | contributed equally to this study and F. A, & Wahl, S. (2024, An objective
L. . . . . measurement approach to quantify the

wrote the majority of the article. | implemented the ordinal embedding perceived distortions of spectacle lenses.

analysis while Yannick Sauer implemented the VR experiment and col- Scienti ¢ Reports 14(1), 3967

lected the data. All authors contributed to the scienti c idea and the

writing.

Abstract

The eye's natural aging in uences our ability to focus on close objects. Without optical correction, all adults
will suffer from blurry close vision starting in their ~ 40s. In effect, different optical corrections are necessary
for near and far vision. Current state-of-the-art glasses offer a gradual change of correction across the eld
of view for any distance—using Progressive Addition Lenses (PALs). However, an inevitable side effect
of PALs is geometric distortion, which causes the swim effecta phenomenon of unstable perception of the
environment leading to discomfort for many wearers. Unfortunately, little is known about the relationship
between lens distortions and their perceptual effects, that is, between the complex physical distortions on
the one hand and their subjective severity on the other.

We show that perceived distortion can be measured as a psychophysical scaling function using a VR ex-
periment with accurately simulated PAL distortions. Despite the multi-dimensional space of physical dis-
tortions, the measured perception is well represented as a 1D scaling function; distortions are perceived less
with negative far correction, suggesting an advantage for short-sighted people.

Beyond that, our results successfully demonstrate that psychophysical scaling with ordinal embedding
methods can investigate complex perceptual phenomena like lens distortions that affect geometry, stereo,
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and motion perception. Our approach provides a new perspective on lens design based on modeling visual
processing that could be applied beyond distortions. We anticipate that future PAL designs could be im-
proved using our method to minimize subjectively discomforting distortions rather than merely optimizing

physical parameters.

5.1 Introduction

The natural decline in the eye's accommodative capabilities makes
it progressively harder to focus on close objects. This natural aging
process results in the eye's lens becoming less exible, losing its abil-
ity to change shape. Approximately 2 billion people worldwide suffer
from this condition, termed presbyopigCharman, 2014 Fricke et al.,
2018; without optical correction, all adults would experience blurry
close vision starting in their 40s.

Presbyopes can use reading glasses for sharp near vision, which
have to be taken off for looking at distant objects—in the case of preex-
isting corrections, this requires constant switching between two pairs
of glasses. The convenient solution combines both lenses: the near
correction at the bottom and the far correction at the top of each lens
(Letocha, 1990. Those so-called bifocal lenses, however, cannot offer
correction for intermediate distances and show a visible, distracting
border at the transition between both lens areas. This edge in the lens
is also considered to create a stigma of glasses for “old people”. An
obvious re nement is a smooth transition between the near and far
areas by gradually changing the curvature of the lens surface. These
Progressive Addition Lenses (PALs) became available in the second
half of the 20th century through technical advances in manufacturing
technologies (Pope, 200Q Sullivan & Fowler, 1988. Today, PALs are
the state-of-the-art lens in presbyopia correction.

Even though there has been great progress in improving PALs, the
gradual increase in optical correction between far and near areas will
always lead to unwanted optical errors, so-called aberrations. This
causes blur or degradation of sharpness in some areas of the lens.

Figure 5.1:  Progressive Addi-
tion Lenses (PALs). A) The up-
per lens area is designed for far
vision, with an optical power
tting the far refraction of the
wearer. The optical power in-
creases vertically towards the
near area, which offers addi-
tional power for focusing close
objects. The gradient in power
will always lead to lateral astig-
matism. B) Optical distortions
of PALs change the size and
orientation of objects.  Verti-
cal and horizontal edges in a
typical indoor environment ap-
pear curved. C) Perceived mo-
tion during a horizontal head
movement. The retinal motion
pattern—optic ow—is altered
by optical distortions. Points
in the visual eld move along
curved trajectories instead of
straight lines. Lens distortions
increase towards the periphery
leading to an increase in optic
ow speed (illustrated by the
heat map in the background).
The unnatural distorted optic
ow pattern can be perceived as
an unstable movement of the en-
vironment (swim effect).
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Another aberration is geometric distortion, a variation in the magni -
cation across the visual eld, leading straight lines to appear curved
when looking through the lens (Figure 5.1). Sadly, for PALs, it is
physically impossible to reduce aberrations to zero, as stated by the
Minkwitz theorem (Meister & Fisher, 2008 Minkwitz, 1963 Sheedy et
al., 2005. What lens designers and manufacturers can do, however, is
to change the distribution of aberrationsthe eld of view—attempting
to nd subjectively more benign patterns of aberrations across the vi-
sual eld.

This exibility in shifting the aberrations to different areas in PAL
design is used to develop speci ¢ PALs for tasks like driving or of ce
work. Such PALs show reduced blur in task-relevant areas, inevitably
accompanied by increased blur in other areas, however.

How to optimize the design for distortions in generalis an open
guestion, however, because their in uence on visual perception is poorly
understood. The swim effect, a phenomenon of unnatural or unstable
perception of the environment during head or eye movements, causing
instability, dizziness, tripping, and nausea (Alvarez et al., 2009 John-
son et al., 2007 Meister & Fisher, 2008 Sauer, Scherff, et al.,2022), is
at least partly caused by geometric distortions. It is unclear how those
effects scale with the physical distortion of the lens and its distribution
across the visual eld.

Understanding and quantifying the in uence of distortions on hu-
man perception can—in future applications—enable PALs with re-
duced distortion-induced discomfort. To our knowledge, this study
presents the rst rigorous measurements of perceived distortions of
PALs.

The main influence on PAL distortions is the optical correction in
the far and near area, the optical power measured in diopters. The
correction in the far area, the spherical power Sph can be positive or
negative (correction for hyperopia or myopia, respectively); in the near
area, the additional power Add usually increases with the age of the
wearer, since the eye can accommodate less and less by itself. The
optical power changes progressively from the upper far area to the
near area below, allowing vision at intermediate distances. Depending
on the sign of Sph the general shape follows a pincushion or barrel
distortion (Jalie, 2020, i.e., curving straight lines more inwards or out-
wards. Additionally, distortions show asymmetry between near and
far areas, inuenced by Sphand Add. Relating Sphand Add to per-
ceived distortion builds a foundation for understanding PAL-induced
discomfort.

Our suggested measurement is a psychophysical scale, quantify-
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ing the relative change of perceived distortion for different combina-
tions of Sphand Add. This scale indicates how much distorted a lens
feels if Sphor Add changes by a certain amount of diopters. We present
distortions of PALs of different near and far correction in a virtual
reality (VR) simulation. Aberrations of ophthalmic lenses have been
studied previously using simulations in screen-based or VR set-ups
(Barbero & Portilla, 2017 Marin et al., 2008 Niel3ner et al., 2012 Ro-
driguez Celaya et al., 2005, which allow greater control over the stim-
ulus while, in the case of VR, still allowing natural behavior. In our
experiment, subjects can move freely in a virtual indoor environment,
inducing distorted motion perception under natural self-motion. To
study the in uence of geometric distortions independent from other
typical aberrations of PALs, we simulate only geometric distortions,
not the blur caused by other lens aberrations.

Each trial consecutively presents three out of eleven simulated PAL
distortions of various Sphand Add. Subjects responded which distor-
tions appeared more similar (1&2 or 2&3). This ordinal data is used
to t the subject's perceptual distortion scale with ordinal embedding
methods (Haghiri et al., 2020. Unlike other studies about PAL distor-
tions, our embedding method results in an objective scaling function,
which can quantify the relative in uence of different lens parameters.

In contrast to screen-based distortion studies (e.g., Chandler, 2013
Charrier et al., 2007 Koenderink et al., 2017 Ponomarenko et al., 2009
Sauer et al.,2020 A. Watson, 1993, VR technology allows considering
stereo and motion perception like the swim effect. It minimizes the
lab-to-reality gap—increases ecological validity (Brunswik, 1955—by
recreating actual lens distortions in realistic environments in which
observers can move and experience visual consequences of their own
actions.

In summary , we measure the perception of geometric distortions of
PALs in a realistic VR environment with natural head movements—
decoupled from other typical optical aberrations. Using an ordinal
comparison-based experimental paradigm in combination with an anal-
ysis by an embedding algorithm, we derive their perceptual scales in-
dividually for every observer. Our statistical modeling predicts per-
ception across subjects well, allowing a potential application of our
method for improving spectacle lenses by reducing perceived lens dis-
tortions for a generic observer.
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5.2 Methods

5.2.1 Subjects

Subjects wearing spectacle lenses might already be habituated to
certain distortions over the often long time having worn them. Thus
only emmetropic subjects were included in the experiment to exclude
this as a possible confounding factor; we assessed acuity of all subjects
with the 6/ 6 Snellen chart. Seven male and seven female participants
(mean age 24.6 years; SD 4.0 years) were con rmed not to have any
known ocular diseases. One of the male subjects decided to discon-
tinue the experiment because of VR sickness; therefore, the results of
13 subjects were analyzed. The study followed the principles of the
Declaration of Helsinki and was approved by the ethical board com-
mittee of the University of Tubingen ( 439 202@BO0O). Informed consent
was obtained from all participants before the measurements.

5.2.2 Stimuli

Subjects looked through simulated spectacles in a 3D-modelled
hallway using an XTAL VR headset (VRgineers Inc, Prague, Czech
Republic). The headset's horizontal FoV of 140 degree allows realis-
tic simulation of spectacle lens distortions, affecting the part of the
FoV covered by real spectacle lenses. The virtual environment was
designed to replicate a scenario where distortions are visible clearly
for PAL wearers: an indoor environment with many horizontal and
vertical edges, shown in Figure 5.2.

Distortions of ten different PALs were included in the experiment.
The far refraction ranged from  5dpt to 5dpt in steps of 2.5dpt. For
each of those ve Sphvalues, two lenses with Add power 1dpt and
3dpt were used. All 10 lenses had the same PAL design (ZEISS Smart
Life). An additional undistorted condition was included for reference.
The distortions were precalculated using ray tracing based on the lens
surface data provided by the manufacturer (Rojo et al., 2014). The pre-
calculated distortions are represented as horizontal and vertical dis-
placement of image plane coordinates; the displacement vectors are
stored pixel-wise as two color channels of a texture. In the Unity game
engine, the texture is used as an input to transform the rendered image
by performing a coordinate transformation in a fragment shader. The
procedure is performed independently for left and right eye cameras.
In our experiment, the same Sphand Add corrections were used for
both eyes, resulting in horizontally mirrored distortions.

Similar to the edge of a spectacle frame, we show an ellipse-shaped
mask in the FoV that separates the distorted “lens area” from the
undistorted periphery. The XTAL VR headset has an FoV larger than
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