
Machine Learning for Inference in 
Biophysical Neuroscience Simulations 

 

 

 

 

 

 

 

 

 

Dissertation 
der Mathematisch-Naturwissenschaftlichen Fakultät 

der Eberhard Karls Universität Tübingen 

zur Erlangung des Grades eines  

Doktors der Naturwissenschaften  

(Dr. rer. nat.) 

 

 

 

 

 

 

vorgelegt von 

Michael Deistler 

aus Landau a. d. Isar 

 

 

 

 

Tübingen 

2025 



 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

Gedruckt mit Genehmigung der Mathematisch-Naturwissenschaftlichen Fakultät der 

Eberhard Karls Universität Tübingen. 

 

 

Tag der mündlichen Qualifikation:  30.07.2025 

Dekan: Prof. Dr. Thilo Stehle 

1. Berichterstatter: Prof. Dr. Jakob H. Macke 

2. Berichterstatter: Prof. Dr. Philipp Hennig 

3. Berichterstatter: Prof. Dr. Dan Goodman 



A B S T R A C T

A central challenge in neuroscience is that many properties of neural systems cannot
be measured exactly. This limits our understanding of these systems and our ability
to build simulations that match experimental recordings or predict neural responses
to unseen stimuli. Inference allows scientists to identify parameters—the properties
that cannot be measured exactly—such that biophysical simulations are consistent
with experimental measurements of neural activity. However, previous inference
methods struggle with complex biophysical neuroscience simulations or can infer
only a limited number of parameters.

This thesis presents new inference methods for biophysical simulations in neuro-
science. To overcome limitations of previous methods, we leverage recent advances
in machine learning, particularly in neural density estimation and automatic dif-
ferentiation. By inferring biophysical properties, we open up possibilities to build
accurate biophysical simulations of neural activity, to study parameter degeneracy,
and to gain insight into properties of neural systems. While this thesis focuses on
biophysical neuroscience simulations, many of the developed methods are broadly
applicable and are already being used across various scientific disciplines.

The thesis consists of two main parts. In the first part, we develop and apply meth-
ods for neural simulation-based Bayesian inference (SBI). SBI uses neural networks
to invert mechanistic computer simulations, thereby providing Bayesian estimates
of parameters given experimental measurements. We use these methods to study
how a natural constraint on neural circuits—low metabolic cost—constrains circuit
properties. We then develop new methods for improving the flexibility, robustness
and efficiency of SBI. Finally, we present sbi, a Python toolbox for simulation-
based Bayesian inference which implements many popular SBI methods and allows
domain scientists to apply these methods to their simulators and measurements.

In the second part, we show that differentiable simulation enables the identifica-
tion of parameters that align biophysical simulations with experimental recordings
or computational tasks. We develop Jaxley, the first differentiable biophysics simu-
lator for neuroscience and use it to fit parameters of biophysical simulations with
gradient descent. This approach scales parameter inference to large-scale biophysical
models, including morphologically detailed single-cell and network models, and
demonstrates that differentiable simulation can overcome previous limits on the
number of parameters.

Overall, the presented methods and results demonstrate that machine learning
unlocks new possibilities for constructing biophysical simulations in neuroscience.
By overcoming a central challenge—inferring parameters from measurements of
neural activity—we hope that our methods will enable new insights into the cellular
and synaptic contributions to biological intelligence.
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Z U S A M M E N FA S S U N G

Eine zentrale Herausforderung in den Neurowissenschaften besteht darin, dass
viele Eigenschaften neuronaler Systeme nicht genau gemessen werden können. Dies
schränkt unser Verständnis dieser Systeme und unsere Fähigkeit ein, Simulationen
zu erstellen, die mit experimentellen Messungen übereinstimmen oder neuronale
Reaktionen auf neue Stimuli vorhersagen. Durch Inferenz können Parameter—die
nicht exakt messbaren Eigenschaften—identifiziert werden, so dass biophysikalische
Simulationen mit experimentellen Messungen der neuronalen Aktivität überein-
stimmen. Bisherige Inferenzmethoden haben jedoch Schwierigkeiten mit komplexen
biophysikalischen Simulationen oder können nur wenige Parameter schätzen.

Diese Arbeit präsentiert neue Inferenzmethoden für biophysikalische Simulatio-
nen in den Neurowissenschaften. Um die Einschränkungen bisheriger Methoden
zu überwinden, nutzen wir Fortschritte im Bereich des maschinellen Lernens, ins-
besondere bei der generativen künstlichen Intelligenz und bei der automatischen
Differenzierung. Indem wir biophysikalische Eigenschaften so ableiten, dass sie
mit experimentellen Aufzeichnungen übereinstimmen, eröffnen wir die Möglich-
keit, präzise biophysikalische Modelle der neuronalen Aktivität zu erstellen, die
Degeneration von Parametern in biophysikalischen Modellen zu untersuchen und
Eigenschaften neuronaler Systeme abzuleiten, die noch nicht gemessen werden
können. Obwohl sich diese Arbeit auf biophysikalische neurowissenschaftliche
Simulationen konzentriert, sind viele der entwickelten Methoden auf ein breites
Spektrum wissenschaftlicher Disziplinen anwendbar—und werden dort aktiv einge-
setzt.

Die Arbeit besteht aus zwei Hauptteilen. Im ersten Teil werden Methoden zur
neuronalen simulationsbasierten Bayes’schen Inferenz (SBI) entwickelt und ange-
wendet. SBI verwendet neuronale Netze, um mechanistische Computersimulationen
zu invertieren und dadurch Bayes’sche Schätzungen von Parametern gegeben
experimentellen Messungen zu liefern. Wir verwenden diese Methoden, um zu
untersuchen, wie eine natürliche Einschränkung neuronaler Schaltkreise—niedrige
metabolische Kosten—die Eigenschaften der Schaltkreise einschränkt. Anschließend
entwickeln wir neue Methoden zur Verbesserung der Flexibilität, Robustheit und
Effizienz von SBI. Schließlich stellen wir sbi vor, eine Python-Toolbox für simula-
tionsbasierte Bayes’sche Inferenz, die viele gängige SBI-Methoden implementiert
und es Fachwissenschaftlern ermöglicht, diese Methoden auf ihre Simulatoren und
Messungen anzuwenden.

Im zweiten Teil zeigen wir, dass differenzierbare Simulationen neue Möglichkeiten
zur Identifizierung von Parametern biophysikalischer Modelle eröffnen. Wir entwi-
ckeln den ersten differenzierbaren Biophysik-Simulator für die Neurowissenschaften
und verwenden ihn, um Parameter mit Gradientenabstieg zu trainieren. Dies ermög-
licht es uns, biophysikalische Modelle so anzupassen, dass sie mit experimentellen
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Aufzeichnungen übereinstimmen oder Aufgaben lösen, wobei die Anzahl der Para-
meter praktisch unbegrenzt ist. Der differenzierbare Biophysik-Simulator, Jaxley,
wird es experimentellen und rechnergestützten Neurowissenschaftlern ermöglichen,
diese Methoden auf ihre Simulationen und Aufgaben anzuwenden.

Insgesamt zeigen die vorgestellten Methoden und Ergebnisse, dass maschinelles
Lernen neue Möglichkeiten für die Erstellung biophysikalischer Modelle in den
Neurowissenschaften eröffnet. Wir hoffen, dass unsere Methoden neue Einblicke
in die zellulären und synaptischen Beiträge zur biologischen Intelligenz ermögli-
chen, indem sie eine zentrale Herausforderung dieser Modelle überwinden—die
Identifizierung von Parametern, die der neuronalen Aktivität entsprechen.
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1
I N T R O D U C T I O N

Even with the most advanced experimental techniques, many quantities in nature
cannot be measured accurately. What is the mass of a black hole? How many ion
channels are contained in the tiniest structures of neurons? The lack of knowledge
of these properties limits our understanding of nature, and it prevents scientists
from building computer simulations which accurately mimic natural processes.

In many cases, however, it is possible to measure phenomena, signals, or quantities
that are related to these properties. For example, the mass of a black hole influences
its gravitational wave, and ion channels impact the voltage response of a neuron.
Inference is the process of estimating parameters—the properties that cannot be
measured—given such measurements1 (Fig. 1.1).

Any inference is based on a theory (or model) of how parameters impact mea-
surements. In science, these models can be incredibly complex. For example, in
neuroscience, a model of the voltage response of a neuron given the exact proper-
ties of a cell involves interactions of many proteins and ions, each with their own
dynamics. As models become increasingly complicated, scientists use computer
simulations to implement them. Computer simulations allow scientists to evaluate
complex theories, but they can be slow to simulate, highly non-linear, and stochastic,
all of which make inference for computer simulations in science challenging.

In this thesis, we develop methods that enable inference for complex and stochas-
tic computer simulations. The resulting parameter estimates can be used to compare
system properties underlying different experimental conditions or to detect abnor-
malities in data. In addition, inference in computer simulations identifies simulations
that are consistent with observations. Such simulations can provide an understand-
ing of the mechanisms underlying measurements and can predict responses to
unseen inputs, conditions, or stimuli, thereby guiding experimental protocols.

Figure 1.1: Parameter inference. Simulation generates predictions given a set of properties
that cannot be measured exactly (parameters). Inference estimates parameters given data.

1 In the following, we use the term parameter to emphasize the target of inference and we use property to
remind the reader that parameters of scientific models correspond to interpretable real-world quantities.
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2 introduction

1.1 biophysical simulations in neuroscience

In neuroscience, biophysical computer simulations have long played a central role in
studying the cellular and synaptic mechanisms underlying neural activity. Perhaps
the first biophysical model dates back to Alan Hodgkin and Andrew Huxley who,
in a series of five seminal papers published in the Journal of Physiology in 1952,
developed a quantitative model of the action potential [1, 6–9]. Hodgkin and Huxley
recorded ionic currents from the giant axon of a squid and described the voltage
dependence of two of these ionic currents, sodium and potassium. Building on this,
they developed a biophysical model of action potential generation [1]. Remarkably,
due to their measurements of the voltage dependence of the ion channels, the model
contained only two free parameters: Merely the density of sodium and potassium
conductances could not be measured and had to be tuned such that the biophysical
simulation would match voltage recordings. Hodgkin and Huxley fitted those values
manually, by hand [10].

The Hodgkin–Huxley model became the starting point for decades of biophysical
modeling of neural systems, with models ever growing in the amount of detail,
the variety of ion channels, and the number of neurons (Fig. 1.2). Ten years after
Hodgkin and Huxley, in 1962, Rall [2] developed the first computational model
which described the voltage of a neuron not just at one particular location, but
described how the voltage evolves throughout the entire branched morphology of
a neuron. In the years following the model of Rall, many toolboxes were devel-
oped that built on his approach, allowing increasingly large-scale simulations of
biophysical models. Some of those toolboxes, although by now more than three
decades old, are still being actively maintained: For example, the Neuron toolbox

Figure 1.2: The evolution of biophysical simulation. In 1952, Hodgkin & Huxley [1]
developed a biophysical model of action potential generation in the giant axon of the squid.
Their simulations were based on a point neuron model. In 1962, Rall [2] developed the
first branched compartment model to study the impact of dendrites on neuronal function.
In the 1980s, multiple general software toolboxes were developed that allowed a more
wide-spread adoption of morphologically detailed neuron modeling. Prominent examples
are Neuron [3], Genesis [4], or Nodus [5]. In the 2010s, the BlueBrain project, a team of
hundreds of scientists and engineers, built a large-scale biophysical model of a cortical
column containing tens of thousands of morphologically detailed neurons.
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developed by Hines & Carnevale [3], which implements numerical routines [11]
that can accurately and efficiently simulate morphologically detailed biophysical
models.

Nowadays, more than half a decade after the first simulations of Hodgkin and
Huxley, teams of hundreds of researchers are building biophysical networks con-
sisting of tens of thousands of biophysical neuron models, each of which simulates
voltage activity of every branch of every neuron and includes a wide variety of
ion channels [12]. The scale and detail make these models increasingly flexible and
enable scientists to simulate network phenomena with biophysical detail, but they
also create a challenge: As biophysical models grow in size and detail, they contain
dozens, hundreds, or even many thousands of parameters. In order to gain insights
into these properties and to build faithful biophysical models, we require methods
that infer these parameters from measurements of neural activity.

1.2 parameter inference in biophysics

How can we perform inference in large-scale biophysical models? Inferring dozens,
hundreds, or thousands of parameters of biophysical models—and scientific com-
puter simulations in general—is challenging. A fundamental difficulty for parameter
inference is the curse of dimensionality: The volume of the parameter search space
increases exponentially with the number of parameters. In addition, unlike statistical
models such as deep neural networks, parameter inference is particularly difficult
for scientific simulators, for a number of reasons. First, these simulators can be slow
to simulate. For example, large-scale biophysical systems can take many seconds or
minutes to run just once, and fitting approaches typically require many simulation
runs. In particular, some fitting approaches such as Markov-chain Monte–Carlo
require many sequential runs of the simulator, leading to very slow fitting. Second,
scientific simulators can lead to highly irregular loss surfaces. Even small changes
in parameters can lead to a large difference in the simulation result. This makes it
difficult to study global trends of how changes in parameters lead to changes in the
simulation result. In addition, it can lead to many local optima, which “trap” fitting
methods and prevent them from finding global optima. Third, depending on the
noise model, the likelihood of data given parameters, a crucial ingredient to many
approaches to inference, cannot be evaluated. For those models, inference must be
able to deal with stochastic and noisy simulations only. Fourth, for many scientific
simulators, one cannot easily compute the gradient with respect to parameters.
For example, prior to this thesis, no toolbox for biophysical simulation existed
which could evaluate the gradient. This prevents gradient-based fitting methods
such as gradient descent or Hamiltonian Monte–Carlo. Finally, for many scientific
simulators, many parameter sets are able to fit the data well [13]. This presents a
significant challenge for fitting methods because a single “best-fitting” parameter
set might not generalize well to new or unseen inputs.

Together with the curse of dimensionality, these issues make it difficult to adjust
parameters of scientific simulators, posing challenges to domains ranging from
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astrophysics, particle physics, geoscience and evolutionary biology to epidemiology
and neuroscience.

As such, prior to this thesis, inference methods for biophysical neuron simulations
either dealt only with some subsets of noise models (such that the likelihood
becomes available) or with simulations of moderate size (such that the number of
parameters remains small and can also be fit by gradient-free inference methods), or
they returned only a few well-fitting parameter sets (as compared to the full space
of solutions). The starting point for this thesis was to improve parameter inference
methods for biophysical simulations in particular, but with applications to nearly
all domains in the quantitative sciences. To achieve this, we capitalized on recent
advances in machine learning.

1.3 machine learning for simulation-based parameter inference

Over the past years, machine learning, and in particular deep learning, has revolu-
tionized many areas of our daily lives. The first successes of deep learning were in
the field of computer vision [14] but, with time, scientists also started to exploit the
potential of machine learning for scientific discovery [15].

In simulation-based Bayesian inference, recent methods use conditional deep
neural density estimators to predict data-matching parameters [16]. This field was
relatively small at the time of starting this thesis (28 papers in 2019), but it has
continually grown into a larger research community (193 papers in 2024) [17]. The
developed tools are used by domain scientists across a range of domains from
particle physics [18], biology [19], neuroscience [20–22], and astrophysics [23–25].

In addition, progress in machine learning, and in particular in deep learning, is
fueled by programming languages that support automatic differentiation [26]. These
programming languages can compute, without manual labor from the user, the
gradient through arbitrary computer programs. In deep learning, this has allowed
researchers to build and explore flexible and powerful neural network architectures,
but it also bears large potential outside of deep learning: By re-implementing
existing simulators in differentiable programming languages, one can compute the
gradient of simulations with respect to their parameters. This idea has empowered
simulators in many domains of science [27–31].

Both of these methods have led to many exciting opportunities for building a
new generation of scientific models. A recent review titled “Simulation intelligence:
Towards a new generation of scientific methods” [15] predicts:

The continued blending of data-driven, AI, simulation, and large-scale
computing workflows is a promising path towards major progress and
the emergence of a new scientific methodology.

This thesis contributes to this endeavor by developing machine learning methods
for identifying parameters of simulation-based models, in particular for biophysical
models of neural dynamics. This thesis is made up of six publications. These
publications describe methods, applications, and software for simulation-based
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Bayesian inference, as well as the first differentiable simulator for biophysical
neuron modeling and the demonstration that it can be used to fit these models
with gradient descent. Overall, this thesis demonstrates possibilities opened up by
machine learning for building more accurate, faithful, and large-scale biophysical
simulations in neuroscience.

1.4 outline of this thesis

In the introduction, we outlined the motivation for the methods that are developed
in this thesis. Chapter 2 provides necessary background. The main part of the thesis
is then made up of two chapters. In Chapter 3, we describe new methods and
applications for simulation-based Bayesian inference. First, using these methods,
we will describe our finding that disparate parameter sets, each of which has
the same network activity, can have vastly different metabolic costs. Second, we
will describe a new algorithm which makes active learning for neural simulation-
based Bayesian inference more robust and applicable. Third, we will present a new
method that aims to make scientific discovery with Bayesian inference more robust
by relying on generalized Bayesian inference. Fourth, we will present a software
toolkit which enables domain scientists to use modern simulation-based Bayesian
inference methods. In Chapter 4, we will describe the first differentiable simulator for
biophysical neuron models. Using this simulator, we will demonstrate that gradient
descent enables training large-scale biophysical models and overcomes previous
limitations on the number of parameters. Finally, in Chapter 5, we will discuss
possibilities opened up by this thesis and provide an outlook and conclusions. The
Appendix includes all publications and outlines author contributions to each of
these publications. Below is a list of the six publications included with this thesis,
as well as an additional set of 14 publications to which I contributed throughout my
PhD, but which are not included in this thesis.

List of publications included in this thesis

The following publications are included in this thesis:

Michael Deistler, Jakob H. Macke‡, Pedro J. Gonçalves‡ (2022), Energy efficient
network activity from disparate circuit parameters, PNAS [32]

Michael Deistler, Pedro J Gonçalves‡, Jakob H Macke‡ (2022), Truncated proposals
for scalable and hassle-free simulation-based inference, NeurIPS [33]

Richard Gao†, Michael Deistler
†, Jakob H Macke (2023), Generalized Bayesian

Inference for Scientific Simulators via Amortized Cost Estimation, NeurIPS [34]

Álvaro Tejero-Cantero†, Jan F Boelts†, Michael Deistler
†, Jan-Matthis Lueckmann†,

Conor Durkan†, Pedro J Gonçalves, David S Greenberg, Jakob H Macke (2020), sbi:
A toolbox for simulation-based inference, Journal of Open Source Software [35]
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Jan Boelts†, Michael Deistler
†, ..., Jakob H Macke (2024), sbi reloaded: A toolkit for

simulation-based inference workflows, arxiv [36]

Michael Deistler, Kyra L Kadhim, Jonas Beck, Matthijs Pals, Ziwei Huang, Manuel
Gloeckler, Janne K Lappalainen, Cornelius Schröder, Philipp Berens, Pedro J Gonçalves,
Jakob H Macke (2024), Differentiable simulation enables large-scale training of de-
tailed biophysical models of neural dynamics, bioRxiv [37]

List of publications not included in this thesis

I contributed to the following publications throughout my PhD, but they are not
included in this thesis:

Richard Gao, Michael Deistler, Auguste Schulz, Pedro J Gonçalves, Jakob H Macke
(2024), Deep inverse modeling reveals dynamic-dependent invariances in neural
circuit mechanisms, bioRxiv [38]

JP Manzano-Patrón, Michael Deistler, Cornelius Schröder, Theodore Kypraios,
Pedro J Gonçalves, Jakob H Macke, Stamatios SN Sotiropoulos (2024), Uncertainty
mapping and probabilistic tractography using Simulation-Based Inference in diffu-
sion MRI: A comparison with classical Bayes, bioRxiv [22]

Hamid Motallebzadeh, Michael Deistler, Florian M Schönleitner, Jakob H Macke,
Sunil Puria (2024), From Simulations to Inference: Using Machine Learning to
Tune Patient-Specific Finite-Element Models of the Middle Ear Towards Objective
Diagnosis, bioRxiv [39]

Yves Bernaerts, Michael Deistler, Pedro J Gonçalves, Jonas Beck, Marcel Stim-
berg, Federico Scala, Andreas S Tolias, Jakob H Macke, Dmitry Kobak, Philipp
Berens (2023), Combined statistical-mechanistic modeling links ion channel genes
to physiology of cortical neuron types, bioRxiv [40]

Sebastian Bischoff, Alana Darcher, Michael Deistler,... (2024), A Practical Guide to
Statistical Distances for Evaluating Generative Models in Science, TMLR [41]

Manuel Gloeckler, Michael Deistler, Christian Weilbach, Frank Wood, Jakob H
Macke (2024), All-in-one simulation-based inference, ICML (oral) [42]

Jonas Beck, Nathanael Bosch, Michael Deistler, Kyra L Kadhim, Jakob H Macke,
Philipp Hennig, Philipp Berens (2024), Diffusion Tempering Improves Parameter
Estimation with Probabilistic Integrators for Ordinary Differential Equations, ICML
[43]

Mila Gorecki, Jakob H. Macke, Michael Deistler (2024), Amortized Bayesian Deci-
sion Making for simulation-based models, TMLR [44]

Manuel Gloeckler, Michael Deistler, Jakob H Macke (2023), Adversarial robustness
of amortized Bayesian inference, ICML [45]
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Jonas Beck, Michael Deistler, Yves Bernaerts, Jakob H. Macke, Philipp Berens
(2022), Efficient identification of informative features in simulation-based inference,
NeurIPS [46]

Manuel Gloeckler, Michael Deistler, Jakob H. Macke (2022), Variational methods
for simulation-based inference, ICLR (spotlight) [47]

Maximilian Dax, Stephen R. Green, Jonathan Gair, Michael Deistler, Bernhard
Schölkopf, Jakob H. Macke (2022), Group-equivariant neural posterior estimation,
ICLR [48]

Pedro J. Gonçalves†, Jan-Matthis Lueckmann†, Michael Deistler
†, Marcel Nonnen-

macher, Kaan Öcal, Giacomo Bassetto, Chaitanya Chintaluri, William F. Podlaski,
Tim P. Vogels, David S. Greenberg, Jakob H. Macke (2020), Training deep neural
density estimators to identify mechanistic models of neural dynamics, Elife [20]

† indicates shared first authorship.
‡ indicates shared last authorship.





2
B A C K G R O U N D : F R O M S I M U L AT I O N T O I N F E R E N C E

Parameter inflation, we contend, is the Achilles’ heel of
compartmental [biophysical neuron] modeling.

— Almog & Korngreen [10]

In this chapter, we will provide background for the methods developed in this
thesis. First, we will outline how biophysical models of neural dynamics are defined
and how the differential equations are integrated. Second, we will describe the core
machinery for fitting biophysical models to data: Statistical inference. Third, we will
outline relevant background on simulation-based Bayesian inference methods with
generative models. Finally, we will provide background on automatic differentiation
and how it enables backpropagation of error for arbitrary software.

2.1 biophysical models of neural dynamics

Biophysical simulations model cellular and synaptic processes underlying observed
measurements. In this section, we will describe the equations governing biophysical
single-cell models and we will outline numerical routines that can solve the ordinary
differential equations governing these systems.

2.1.1 The Hodgkin–Huxley model

Following Hodgkin & Huxley [1], biophysical neuron models are based on an
electrical equivalent circuit of a neuron in which the membrane is modeled as a
capacitor. Morphological detail is incorporated via the cable equation [2]. This leads
to the following set of differential equations governing the evolution of voltage V at
location x:

Cx
dVx
dt

= imem
x + gaxial

x ·
d2Vx
dx2 , (2.1)

where Cx is the capacitance, imem
x is the current flowing through the membrane, and

gaxial
x is the axial conductance at location x.
The membrane current imem

x is the sum of several membrane conductances. Each
membrane conductance is (typically) modeled by a resistor and a battery. Therefore:

imem
x = ∑

channels
gchannel

x (Echannel
x → Vx), (2.2)

where gchannel
x is the channel conductance and Echannel

x is the reversal potential of
the respective ion at location x. Many ion channels are active, meaning that their

9
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conductance gchannel
x has a state that depends on voltage. This dependence can be

expressed through gating variables, each of which is governed by a differential
equation itself. For example, a typical model for potassium ion channels is

gK
x = gK

x n4
x, (2.3)

dnx
dt

= α(Vx)(1 → nx) + β(Vx)nx, (2.4)

where we introduced the maximal conductance gK
x and the gating variable nx ↑ [0, 1].

The functions α(Vx) and β(Vx) define opening and closing rates.

2.1.2 Numerical solvers for Hodgkin–Huxley-type models

Having described the differential equations that govern the membrane voltage, we
now turn to how one can numerically integrate this equation. To do so, we will
first spatially discretize (or “compartmentalize”) the equations and then describe
implicit Euler solvers that can numerically solve these differential equations.

2.1.2.1 Spatial discretization

One can spatially discretize Eq. 2.1 into

f (Vn) =
dVn
dt

=
1

Cn
·
(
imem
n + gaxial

n→1,n(Vn→1 → Vn) + gaxial
n+1,n(Vn+1 → Vn)

)
, (2.5)

where we have defined the vectorfield f (Vn), and we have replaced the continuous
location x with an integer n indicating the index of the compartment [2]. The
equation above defines the vectorfield for an uninterrupted cable, branchpoints have
to be dealt with separately [3].

2.1.2.2 Implicit Euler solvers

In principle, Eq. 2.5 can be solved with any differential equation solver. However,
forward methods often fail to produce accurate simulations or can be unstable [11].
In particular short compartments or very strongly coupled compartments can lead
to failure of forward methods (Fig. 2.1, red). Therefore, the voltage equations of
biophysical neuron models (but not necessarily those of the gates) are typically
solved with implicit Euler methods (or variants thereof), which are numerically
more stable (Fig. 2.1, black) [11].

Implicit Euler methods discretize the differential equation in time as

Vε
n = Vε+1

n → ∆ε · f (Vε+1
n ), (2.6)

where the superscript ε is a discrete time point and ∆ε is the time step. Performing
such an update requires to solve Eq. 2.6 for Vε+1

n . Generic routines to solve this
equation would require an iterative procedure (e.g., Newton-Raphson). However,
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Figure 2.1: Numerical stability of biophysical multicompartment models. Simulations
of a single branch consisting of four compartments of equal length. For sufficiently long
compartments (left, 100 µm), forward Euler (red) is stable and produces a similar solution
as Implicit Euler (black). For smaller compartments (middle, 50 µm) forward Euler becomes
unstable. For even smaller compartments, forward Euler explodes after just a few timesteps
(right, 20 µm). Implicit Euler is stable for all shown compartment sizes. Insets magnify the
regions in which forward Euler becomes unstable.

for biophysical neuron models, the vectorfield f is linear given the states of the
gating variables. Because of this, solving Eq. 2.6 turns into solving a linear system of
equations. For unbranched cables, this linear system of equations is tridiagonal [49],
whereas for branched cables, the system is quasi-tridiagonal. Such linear systems
can be solved in O(N), where N is the number of compartments [11].

These equations and solvers are implemented in several toolboxes for biophysical
simulation, most notably the Neuron toolbox [50].

2.2 information from measurements : statistical inference

Having described how to set up biophysical neuron models, we now turn to inferring
their free parameters from data. For biophysical neuron models, it is common that
the maximal conductances gchannel

x cannot be measured and must be inferred. In
some cases, opening and closing rates, the membrane capacitance Cx, or reversal
potentials Echannel

x are not based on exact measurements and must also be inferred.
To reduce the number of free parameters, it is sometimes assumed that these
quantities have the same value in large parts of the neuron (i.e., they do not depend
on the location x), although this assumption might not necessarily be true [51].

To infer properties of scientific simulators such as those in biophysics, we will
rely on two methods for statistical inference: Maximum-likelihood estimation and
Bayesian inference. Before introducing these two methods, we will first introduce
how biophysical models can be described as statistical models, such that they are
amenable to statistical inference.

2.2.1 Biophysical models as statistical models: Noise models

Biophysical models, described as ordinary, partial, or stochastic differential equa-
tions can be framed as statistical models by considering the simulator to represent
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Figure 2.2: Noise models and their effect on being able to evaluate the likelihood. Left:
Given any set of parameters, likelihood-based models can evaluate the likelihood of any
data p(x|ω) (including the observation xo). Right: Simulation-based models generate a
sample from the likelihood x ↓ p(x|ω) (or multiple samples by simulating multiple times),
but they do not necessarily allow likelihood evaluations.

the likelihood p(x|ω), where we defined ω as the free parameters and x as data (e.g.,
voltage response of the neuron). The likelihood describes how likely data x is given
a particular parameter set ω. In addition to the differential equation governing the
biophysical model, casting a biophysical model as a likelihood requires defining
a noise model1. We will now turn to two illustrative and popular noise models for
biophysical models.

The first noise model is an additive Gaussian observation noise model. Under the
assumption that measurements are normally distributed samples around the true
data and the simulated process itself (the mechanistic model) is not stochastic, the
likelihood of any observation xo is

p(xo|ω) = N (xo; sim(ω), Σ), (2.7)

where we have introduced Σ as the covariance matrix describing the measurement
process and sim(ω) as the simulation output given parameters ω. Under this noise
model, the likelihood can be evaluated by running the simulator and evaluating
xo under a Gaussian distribution with the mean value being the simulation result
and covariance Σ (Fig. 2.2, left). Being able to evaluate the likelihood enables the
use of many popular parameter inference methods such as maximum-likelihood
estimation, Markov-Chain Monte–Carlo (MCMC), or variational inference. The
likelihood can also be sampled by running the simulator and then adding Gaussian
noise with the covariance of the measurement process.

A second illustrative and popular noise model for biophysics is a current noise
model [52]. To (phenomenologically) model inherent stochasticity of the cell re-
sponse (e.g., stochasticity in channel opening and closing), this model adds noise to
the input current of the neuron. This turns the partial differential equation governing
the voltages in biophysical models into the stochastic partial differential equation

Cx
dVx
dt

= imem
x + gaxial

x ·
d2Vx
dx2 + ϱdBt, (2.8)

1 A deterministic (noise-free) simulation can be considered as a statistical model whose likelihood is a
Dirac delta function at the simulation result.
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Figure 2.3: Maximum likelihood estimation in a simulation with additive Gaussian

noise. Left: Deterministic simulation result given parameters (black) and standard deviation
of measurement process (gray shaded). Right: The likelihood p(xo|ω) as a function of ω,
evaluated as a horizontal cut at x = xo through the plot shown on the left. Maximum
likelihood estimate (MLE) as black vertical line.

where Bt is a stochastic process describing the current noise. The likelihood of this
model p(xo|ω) can, in principle, be evaluated by solving the Fokker-Planck-Equation,
but even for moderately sized systems this is computationally infeasible. Sampling
the likelihood, however, is typically possible by solving the stochastic (partial)
differential equation with appropriate numerical routines2 (Fig. 2.2, right). In order
to generate multiple samples from the likelihood, the stochastic (partial) differential
equation has to be solved multiple times, inducing additional computational cost.

How should one choose the noise model? Ideally, the noise model exactly matches
the stochasticity believed to be at play in the studied system [52]. As this is often
unknown, one can also fit parameters of the noise model to data [20]. Some noise
models limit the range of methods that one can use to perform inference and,
therefore, the choice of inference method can also influence the choice of noise
model (at the cost of a potentially less faithful biophysical simulation).

The biophysical simulator, together with a noise model, defines the likelihood of
simulation outputs given parameters p(x|ω). Given this likelihood, we now turn to
approaches for performing parameter inference given data. In the following two
sections, we will review two popular inference approaches in biophysical models
in neuroscience, as well as in many other disciplines in science and engineering:
Maximum-likelihood estimation and Bayesian inference.

2.2.2 Maximum-likelihood estimation

Maximum-likelihood estimation returns those parameters which are most likely to
have generated the dataset xo:

ωMLE = arg maxω p(xo|ω). (2.9)

To identify ωMLE, one has to search the parameter space. In models with few
parameters (e.g., just a single one), this can be done by enumerating parameter
values on a grid [54], running the simulation, and evaluating the likelihood given

2 Any numerical inaccuracies or uncertainties can lead to likelihood samples not being exact [43, 53].
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Figure 2.4: Bayesian inference. Left: Prior distribution p(ω) over parameters. Middle: Joint
distribution p(ω, x). Red line indicates cut through the joint distribution at observation
xo. Right: Posterior distribution p(ω|xo), which can be obtained by evaluating the joint
distribution along a cut at xo and normalizing the resulting cut.

the observed data under the simulation result (Fig. 2.3). For models with many
parameters, enumerating the possible values on a grid becomes infeasible (due
to the curse of dimensionality) and, therefore, computing the MLE requires an
efficient search method. If the simulation (and the noise model) are differentiable,
gradient descent is a popular and powerful search method. A major limitation of
maximum-likelihood estimation is that it returns only a single, “best”, parameter set.
This prevents studying the uncertainty of the parameter estimate, and it prohibits
studying whether there are disparate parameter configurations that could match
the data.

2.2.3 Bayesian inference

For many biophysical systems, many different parameter configurations can lead to
similar neural activity [13]. This feature, ubiquitous in biology, is called degeneracy
[55]. As we will show later, to study degeneracy, it is desirable that inference
methods return the full space of parameters which match the data. One option to
obtain this parameter space is to perform Bayesian inference.

Bayesian inference considers parameters and data as random variables. Inference
is then performed by computing the conditional distribution of parameters given
observed data

p(ω|xo) =
p(xo|ω)p(ω)

p(xo)
=

likelihood · prior
evidence

. (2.10)

The numerator of this fraction is the product of likelihood and prior, which can
also be identified as the joint likelihood p(ω, xo) evaluated at the observation. The
denominator p(xo), known as the evidence, describes how likely an observation xo
is on average across all parameter sets. Intuitively, the posterior distribution can be
visualized as a cut through the joint density p(ω, x) at x = xo and normalizing the
resulting cut (by dividing by the evidence, Fig. 2.4).

Unlike maximum-likelihood estimation, Bayesian inference recovers the full space
of parameters in the form of a posterior distribution p(ω|xo). In addition, the result
of Bayesian inference depends on the prior distribution p(ω), which allows scientists
to incorporate prior knowledge about parameters into the inference process.
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A central challenge in Bayesian inference is that the denominator p(xo) is in-
tractable for simulators with many parameters because

p(xo) =
∫

p(xo|ω)p(ω) dω, (2.11)

which, for simulators with M parameters, requires computing an M-dimensional
integral. To overcome this, multiple methods have been developed, ranging from
MCMC to variational inference [56, 57]. However, these methods require evaluations
of the likelihood which, as we discussed above, are not necessarily available for
all choices of noise models. In addition, even if the likelihood can be evaluated,
these methods can be computationally expensive because they require repeated
(often sequential) evaluations of the likelihood, each of which requires running
a simulation. Simulation-based Bayesian inference methods have been developed
specifically to overcome such limitations of traditional Bayesian inference methods.

2.3 simulation-based bayesian inference

Simulation-based Bayesian inference (often called simulation-based inference, or
sometimes likelihood-free inference) performs Bayesian inference for simulators. If
evaluating the likelihood is intractable, the joint distribution p(ω, xo) = p(xo|ω)p(ω)
cannot be evaluated, preventing the application of MCMC or variational inference.
Instead, in order to compute (or approximate) the posterior distribution, one has to
rely on samples from the likelihood for different parameter sets (Fig. 2.5). A set of
methods to approximate the posterior in such scenarios is known as Approximate
Bayesian Computation (ABC). ABC methods approximate the “cut” through the
joint density by accepting samples from the joint distribution which are within an
ε-region around the observation. For ε ↔ 0, ABC converges to the true posterior,
but will accept no (or very few) samples. As such, in practice, ABC typically requires
ε > 0, which induces an error in the posterior approximation.

Recently, several methods for neural simulation-based Bayesian inference methods
have been developed. These methods train neural networks on simulated data and
then evaluate the trained network on observed data to return the posterior distribu-
tion. Depending on the method, the neural network can approximate the posterior
distribution (Neural Posterior Estimation, NPE [58]), the likelihood (Neural Like-
lihood Estimation [59]), the likelihood-to-evidence ratio (Neural Ratio Estimation,
NRE [60, 61]), or arbitrary conditional distributions of the joint distribution [42].
NLE and NRE require an additional inference step to obtain the posterior (e.g.,
MCMC or variational inference [47]). As an illustrative example, we describe NPE
below.

Given a prior p(ω) and a simulator that allows to draw samples from the like-
lihood x ↓ p(x|ω), NPE aims to identify the posterior distribution p(ω|xo) given
measured data xo. The core idea of NPE is that, if ω, x ↓ p(ω, x), then a conditional
density estimator qφ(ω|x) trained on these data will, for every data xo, converge
to the conditional distribution p(ω|xo), which is the posterior [58]. For example,
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Figure 2.5: Simulation-based Bayesian inference. Left: Samples from the joint distribution,
generated by sampling parameters from the prior and, for each of them, running the
simulator (i.e., sampling the likelihood). Observation xo in red. Shaded area is ε = 0.2
around xo. Right: Parameter sets that are within ε-region around the observation. This
method of generating approximate posterior samples is known as Approximate Bayesian
Computation (ABC).

one can train a conditional normalizing flow qφ(ω; x) by minimizing its negative
log-likelihood

L = →Ep(ω,x)[log qφ(ω; x)] = →

∫∫
p(ω, x) log qφ(ω; x) dω dx. (2.12)

Using p(ω, x) = p(ω|x)p(x) and rearranging terms leads to

L =
∫

p(x)
∫

p(ω|x) log qφ(ω; x) dω dx, (2.13)

in which the inner integral
∫

p(ω|x) log qφ(ω; x) dω is proportional to the Kullback-
Leibler divergence DKL(p(ω|x)||qφ(ω; x)). Therefore, this loss function is minimized
if and only if, for all x ↑ supp(p(x)), qφ(ω; x) = p(ω|x).

In order to generate samples from the joint distribution p(ω, x), NPE samples
parameters from the prior distribution and, for each of them, runs the simulator
(i.e., samples the likelihood). Importantly, if parameters are not drawn from the
prior, then the implied joint distribution of samples ω, x changes and a conditional
density estimator trained to estimate the conditional distribution of parameters ω
given x will not necessarily converge to the posterior distribution anymore3 [58].
In particular, regions in parameter space that are oversampled (in comparison to
the prior) in the generation of the training dataset will also be oversampled in the
learned posterior distribution (Fig. 2.6). In many cases, however, it is desirable to
sample parameters from a distribution that is not the prior. For example, if one
aims to optimize posterior quality given a single observation (and with a limited
simulation budget), then one would want to use active learning methods to select
parameters that should be simulated. To allow for this, a series of algorithms have
been developed which adapt the loss-function of NPE or perform post-hoc correc-
tions to ensure that the neural network converges to the true posterior distribution
even if parameters are not sampled from the prior distribution [58, 62, 63].

3 Notably, a conditional density estimator trained to estimate the likelihood of data x given ω will converge
to the true likelihood for any distribution of parameter samples. Because of this, Neural Likelihood
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Figure 2.6: Impact of parameters not following the prior distribution. Top: Prior dis-
tribution (left) and the induced joint distribution (middle, contours). The conditional
distribution of the joint is the posterior distribution p(ω|xo) (right). Bottom: Sampling
parameters from a proposal distribution p̃(θ) (left) that is not the prior leads to a different
joint distribution (middle). This induces a different conditional distribution p̃(ω|xo) (right).

Neural simulation-based Bayesian inference methods like NPE have several advan-
tages over traditional Bayesian inference methods. First, they can run simulations
fully in parallel and do not require sequential simulation steps. Second, unlike
gradient-based Bayesian inference methods such as Hamiltonian Monte–Carlo or
variational inference, they do not require gradients through the simulator. Third,
like Approximate Bayesian Computation (ABC) methods, they only require samples
from the likelihood (and no likelihood evaluations). Finally, the resulting methods
are amortized: After an initial phase of simulation and training, the posterior dis-
tribution given any dataset can be obtained within (milli-)seconds with a single
forward pass through the neural network.

2.4 automatic differentiation & backpropagation of error

Neural simulation-based Bayesian inference methods typically treat the simulation
as a black-box, which makes the methods flexible and applicable to a wide range of
simulators. This flexibility comes at a cost: By not including auxiliary information
about the simulation such as gradients with respect to parameters, these methods
can require many simulations and struggle with scaling to very high-dimensional
parameter spaces [64].

Many simulators, especially in biophysical neuroscience modeling, are fully
differentiable and permit evaluation of the gradient with respect to parameters.
However, many computer programs such as biophysical simulations consist of a
long sequence of computations, making it hard to evaluate the gradient analytically.

Estimation (NLE) and Neural likelihood-Ratio Estimation (NRE) do not require modifications of their
loss function when active learning is used.
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Figure 2.7: Computational benefits of backpropagation of error. Applying the chain
rule to a sequence of operations requires multiplication of Jacobians. The squares (or
rectangles) indicate the shapes of these Jacobians for a set of example operations. Multiply-
ing Jacobians from right to left (forward-mode) requires a matrix-matrix multiplication,
whereas multiplying Jacobians from left to right (reverse-mode, or backprop) requires only
matrix-vector products.

Automatic differentiation overcomes this limitation by computing the gradient
of any computer program. Consider a program π consisting of three sequential
operations on the input x:

π(x) = f ↗ g ↗ h(x).

The gradient of π with respect to x can be evaluated via the chain rule:

dπ

dx
=

d f
dg

∣∣∣∣
g↗h(x)

·
dg
dh

∣∣∣∣
h(x)

·
dh
dx

∣∣∣∣
x
. (2.14)

Differentiable programming languages track all operations occurring on x and
implement the derivative of any such operation. This allows differentiable program-
ming languages to use the chain rule to compute the gradient of any computer
program.

Two methods are popular for evaluating the gradient via the equation defined
by the chain rule in Eq. 2.14. The first of these methods multiplies the terms from
right to left and is known as forward-mode automatic differentiation. For this method,
the order of evaluating the gradient is the same as for evaluating the function π(x)
itself (i.e., first evaluating the gradient of h, then of g, then of f ). The second method
multiplies the terms from left to right and is known as reverse-mode automatic
differentiation, or backpropagation of error (backprop) [65].

For some computer programs, backprop can be significantly more efficient than
forward-mode automatic differentiation. To see this, consider the following example:
f : RN ↔ R1, g : RN ↔ RN , h : RN ↔ RN , and x ↑ RN . In this case, the
derivatives (Jacobians) in the chain rule of Eq. 2.14 are of shapes RN for d f

dg , RN↘N

for dg
dh , and RN↘N for dh

dx (Fig. 2.7). When multiplying these terms from right to left,
as would be done by forward-mode automatic differentiation, one has to compute a
matrix-matrix product of two N ↘ N matrices. When multiplying the terms from
the left, however, all multiplications reduce to matrix-vector products. The latter can
be significantly cheaper, especially for large matrices. This insight is particularly
relevant for deep neural networks: These networks can have billions of parameters,
but their output, the loss function, is typically a scalar value. Backprop ensures that
the gradient of such programs is computationally cheap.
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Across many fields such as particle physics or geophysics, differentiable sim-
ulators, in combination with backpropagation of error, have largely accelerated
simulation-based parameter inference [27–31]. Unfortunately, prior to this thesis, no
simulator existed for biophysics which was implemented in a differentiable program-
ming language, preventing the use of gradient-based methods for simulation-based
parameter inference.





3
S I M U L AT I O N - B A S E D B AY E S I A N I N F E R E N C E M E T H O D S A N D
A P P L I C AT I O N S

Simulation-based Bayesian inference (SBI) is a powerful approach to perform in-
ference in scientific simulators, in biophysics and beyond. Recent methods such as
Neural Posterior Estimation (NPE) allow scientists to perform inference in black-box
models with dozens of parameters and very high-dimensional simulation outputs.
Crucially, by returning the full posterior distribution (as opposed to just a single
“best” parameter set, as would be returned by maximum-likelihood estimation), SBI
enables studies of parameter sensitivity or degeneracy.

Indeed, many systems in biology exhibit degeneracy: They can generate function-
ally similar behavior from disparate mechanisms. Degeneracy is believed to be
crucial for natural selection, as it allows diverse solutions to exist, and it equips
biological systems with robustness to perturbations of an underlying mechanism.
Understanding which mechanisms make up for such robustness is a crucial chal-
lenge for biology. In a review from 2001, Edelman & Gally [55] wrote that

further analysis [of degeneracy] will be particularly important in any
attempt to deepen our understanding of biological complexity.

In cellular neuroscience, degeneracy has been observed in multiple experimental
studies. For example, despite similar electrophysiological activity (Fig. 3.1, left),
early measurements of ion channel densities of neurons in the crab Cancer borealis
have yielded largely different values across animals [66] (Fig. 3.1, middle). SBI allows

Figure 3.1: Bayesian inference for studying degeneracy in neuroscience. Different neural
systems (e.g., different cells, or different animals) can show remarkably similar activity
(left, three traces from three systems) although measurements of systems properties (i.e.,
parameters) reveal a large diversity (middle, one point for each system). We use simulation-
based Bayesian inference to uncover the full space of data-compatible parameters in the
form of the posterior distribution (right). All panels are illustrative and are not based on
measurements.

21
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scientists to study such degeneracy by uncovering the full space of data-compatible
parameters in the form of the posterior distribution (Fig. 3.1, right).

Despite these benefits of SBI, at the time of me starting my PhD, it was challenging
to use methods such as NPE in practice, for several reasons. First, active learning
methods, necessary for simulation-efficient SBI, can be unstable when applied
to real-world simulators. Second, many real-world measurements are not exactly
compatible with any parameter set, making the simulator misspecified and leading
to severe challenges for SBI [67]. Third, implementing SBI methods from scratch
can be challenging and time-consuming for domain scientists, thus limiting the
potential set of scientists who could benefit from these methods.

To overcome these limitations, we developed new methods for neural simulation-
based Bayesian inference and used them to study degeneracy in neuroscience. Our
advances improved the applicability, scalability, and robustness of SBI, and allowed
us to perform inference on a series of models, ranging from a small circuit in
the crab Cancer borealis, via a Hodgkin–Huxley (single compartment) model, to a
biophysically detailed multi-compartment model of a layer 5 pyramidal neuron.
Using the posterior distribution over parameters of the pyloric network in the crab
Cancer borealis, we demonstrated that different parameter configurations which
have virtually indistinguishable network activity might not necessarily be equally
metabolically efficient.

In addition to these methods and applications of neural simulation-based Bayesian
inference, over the past five years, we developed and maintained the sbi software
toolbox. The sbi toolbox implements a range of popular algorithms for simulation-
based Bayesian inference (covering NPE, NLE, and NRE methods) as well as tools
for diagnosing the inference result and visualizing or analysing the posterior distri-
bution. Over the past five years, the sbi toolbox has become a popular toolkit for
scientists across many domains, and it has been used in fields ranging from particle
physics [18], genetics [68], and economics [69] to astrophysics [23, 25].
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3.1 energy efficient network activity from disparate circuit pa-
rameters

Our paper “Energy efficient network activity from disparate circuit parameters” was
published in the Proceedings of the National Academy of Sciences (PNAS) [32]. An
earlier version of this work was made available as a preprint [70].

Disparate energy consumption despite similar network activity

The pyloric network in the crab Cancer borealis controls muscles which in turn control
parts of its digestive tract [71]. The network activity of this circuit can be modeled
with three model neurons connected by seven inhibitory synapses (Fig. 3.2a). In
this model, each neuron contains a variety of ion channels, leading to a total of
31 parameters (eight parameters for each of the three neurons, seven synaptic
parameters).

The seminal results by Prinz, Bucher & Marder [13] demonstrated that, in a model
of the pyloric network in the crab Cancer borealis, different circuit configurations
could lead to remarkably similar network activity (Fig. 3.2b). In Gonçalves et al.
[20], we had reproduced this finding with Neural Posterior Estimation (NPE): The

Figure 3.2: Similar activity with different energy consumption. (a) Computational model
of the pyloric network consisting of three model neurons (AB/PD, LP, PY) and seven
synapses. (b) Two model configurations with similar circuit activity (traces from top to
bottom: AB/PD, LP, PY) despite different circuit parameters (parameter values not plotted).
Scale bars indicate 50 mV. (c) Consumed energy at each time point. Scale bar indicates 100
µJ/s. (d) Inferring the posterior distribution by combining a rejection classifier and a deep
neural density estimator. (e) Histogram over energy consumed by the circuit, divided by
the duration of the simulation. Trace with lowest energy consumes nine times less energy
than trace with highest energy. Figure adapted from Deistler, Macke & Gonçalves [32].
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posterior marginals covered almost the entire prior space, thereby allowing for
large deviations of individual parameters. Upon inspecting posterior predictive
samples, we then made a surprising discovery: Although different parameters all
had similar activity patterns, the energy consumption of these solutions could be
largely different (Fig. 3.2c) [72].

Given the observation that two circuit configurations could have disparate energy
consumption despite similar network activity, we quantified how large this disparity
in energy consumption could be. To this end, we aimed to generate a database
of parameter sets which have virtually identical network activity. Doing this is
challenging, even with powerful inference methods such as NPE: First, NPE requires
many simulations because a large fraction of prior samples does not generate
sensible network activity. Second, even if one managed to identify the true posterior
distribution, the resulting posterior predictive samples would not necessarily match
the observation due to stochasticity in the simulator, which could bias an analysis
of the range of energy consumptions. To overcome these limitations, we extended
NPE in two ways: First, we trained an additional classifier to constrain the prior
to regions that are more likely to generate good parameter sets (Fig. 3.2d). Second,
we post-hoc filtered 1M posterior predictive samples to be within an ε-ball around
the observation1. By combining these two advances, we generated a database of
35k parameter sets, all of which closely matched experimental measurements. We
then computed the energy consumption induced by each of these parameter sets.
Despite their similarity in network activity, the parameter sets could differ by an
order of magnitude in their metabolic cost (Fig. 3.2e).

This observation raised several questions: How much degeneracy remains when
low energy consumption is enforced? Which parameter values are required to
achieve low energy consumption? How can low energy consumption be achieved on
a circuit level? How does low energy consumption trade-off with other requirements
such as robustness to changes in temperature?

Metabolic constraints on individual circuit parameter ranges

We studied how strongly parameter degeneracy would be constrained by enforcing
low energy consumption. Given that the energy consumption between all data-
matching parameter sets could vary by a factor of nine, one might speculate that
enforcing low energy consumption largely reduces degeneracy. However, by a
simple statistical argument, this is not expected: In a model with 31 parameters,
reducing the volume of the parameter space by a factor of 50 (by enforcing energy
consumption to be in the lowest 2 % quantile) is expected to reduce the degeneracy
of every individual parameters by only 12 % (1 → 0.021/31). We tested this hypothesis
in our model. Among our database of 35k data-matching parameters, we selected
the ones in the 2 % quantile of lowest (or highest) energy consumption (Fig. 3.3a).

1 This additional step requires 1M additional simulations. In addition, the accepted samples are no longer
samples from the exact posterior distribution (even if the NPE samples were exact posterior samples). To
highlight this, we call these samples “data-matching samples”, but avoid the term “posterior samples”.



3.1 energy efficient network activity from disparate circuit parameters 25

Figure 3.3: Metabolic constraints on individual circuit parameters. (a) Time-averaged
energy consumption of models that match experimental data. Orange area is to the energy
consumption in the lowest 2% quantile, red area in the top 98% quantile. (b) Standard
deviation of parameters for models with energy consumption in the lowest 2% quantile.
Standard deviation is normalized to the standard deviation of the parameters across all
35, 939 models in our database. (c) Same as panel (b), but for a range of quantiles. Solid:
AB/PD, dotted: LP, dashed: PY. (d) Subset of the parameter values of the five most efficient
circuit configurations in our database. (e) Time-averaged energy consumption (as predicted
by linear regression) of several models that differ only in their maximal conductances of
Na and Kd in the AB/PD neuron. (f) We select the five most efficient parameter sets for
each neuron separately, and search with MCMC for synaptic conductances such that the
target circuit activity is achieved. Figure adapted from Deistler, Macke & Gonçalves [32].

Despite this additional constraint, many parameters were degenerate and some
parameters could still vary by an order of magnitude. We quantified this degeneracy
by comparing the fraction of the posterior (marginal) standard deviation of all
parameters before and after constraining the configurations to be in the 2 % lowest
energy quantile (Fig. 3.3b). Sodium and transient and slow calcium maximal conduc-
tances were most strongly constrained by enforcing low energy consumption, but
significant degeneracy remained even for those conductances. We then constrained
the metabolic cost further but found that this impacted the remaining degeneracy
only weakly (Fig. 3.3c). Indeed, even the five most efficient circuit configurations
in our database of 35k parameter sets still had largely disparate parameter values
(Fig. 3.3d).

Following this analysis, we studied minimal perturbations which could maximally
reduce energy consumption. By modifying just two parameters in a coordinated
fashion, energy consumption could be largely reduced (for some pairs of parameters
by up to 60 %, Fig. 3.3e). Finally, we studied whether neurons in the circuit could
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be tuned individually for low energy consumption. We used the most efficient
single neuron configurations in our database of 35k neurons and sampled synaptic
conductances with Markov-chain Monte–Carlo (MCMC), such that the resulting
circuit would match experimental activity (notably, thanks to the NPE posterior
being able to evaluate the posterior density, this did not require any additional
simulations, Fig. 3.3f). The resulting network configurations closely matched the
recorded network activity, but their energy consumption was more efficient than
that of any other configuration in our database of 35k neurons. This indicates that
neurons could tune their parameters independently to achieve minimal energy
consumption (only requiring to adjust synaptic conductances).

Robustness to temperature does not require an increased metabolic cost

In addition to functional circuit activity, the crab Cancer borealis also requires its
nervous system to be robust to fluctuations in temperature to survive [74–77]. The
water temperature in which crabs live can vary largely—which in turn changes the
biochemical properties of its nervous system. We wondered whether we could find
circuit configurations which match experimentally measured network activity, are
robust to changes in temperature, and are metabolically cheap.

To study this, we further constrained the posterior distribution of NPE by addi-
tional recordings of the network activity at a higher temperature (Fig. 3.4a,b) [73].
The resulting parameter sets matched experimentally observed network activity at
11 °C and at 27 °C (Fig. 3.4c). We then studied the energy consumption of the result-
ing parameter sets. We found that energy consumption at 27 °C was correlated to
the energy consumption at 11 °C, but did not yet determine the energy consumption
uniquely, suggesting that different configurations could be more or less desirable
at different temperatures (Fig. 3.4d). However, even when constraining circuit con-
figurations to match data at 11 °C and at 27 °C, and to have energy consumption
in the lowest 2 % quantile at both temperatures, the circuit parameters exhibited
significant parameter degeneracy (Fig. 3.4e). Lastly, we studied a potential trade-off
between temperature robustness and energy consumption. We computed the energy
consumption of the posterior given recordings at 11 °C and 27 °C and compared it
to the energy consumption of the posterior given recordings at 11 °C. Remarkably,
the distributions were similar, or (for some experimental recordings) even showed a
shift towards more energy-efficient parameters when temperature robustness was
required (Fig. 3.4f). Overall, these results indicate that temperature robustness does
not preclude energy efficiency.

Discussion

We extended and used NPE to identify data-matching parameters of a simulator of
the pyloric network in the crab Cancer borealis. By studying the posterior distribution,
we demonstrated that disparate parameter configurations could be metabolically
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Figure 3.4: Temperature robustness does not preclude energy efficiency. (a) Top: Experi-
mental data at 11 °C. Bottom: Experimental data at 27 °C [73]. (b) Left: Posterior distribution
given experimental data at 11 °C. Right: Posterior given experimental data at 11 °C and
27 °C. (c) Simulations for a parameter set drawn from the posterior distribution matching
experimental data at 11 °C and 27 °C. Simulations at 11 °C (top) and 27 °C (bottom). (d)
Energy consumption at 11 °C versus 27 °C (time averaged) for 967 circuits sampled from the
posterior (in (b) right). In grey, the identity line. (e) Standard deviation of parameters for
models that match experimental data at 11 °C and 27 °C and that have energy consumption
in the lowest 2% quantile at 11 °C and 27 °C. Standard deviation is normalized to the
standard deviation of the parameters across all 35, 939 models in our database. (f) Green:
Distribution of the energy consumption of circuits matching experimental data at 11 °C.
Purple: Distribution of the energy consumption of circuits that match data at 11 °C and
are robust at 27 °C. Pink: Distribution of the energy consumption of circuits that match
experimental data at 11 °C and 27 °C. Figure adapted from Deistler, Macke & Gonçalves
[32].

cheap and robust to fluctuations in temperature. This allows disparate solutions
to exist in nature, which has been argued to be crucial for natural selection and
robustness [55].

In hindsight, this study—following up on our analyses in Gonçalves et al. [20]—
formed one of the first demonstrations that Neural Posterior Estimation (NPE) could
be used to gain scientific insight into neuroscience models. All analyses above were
enabled by the property of NPE (and Bayesian inference in general) to return the full
space of parameters that are compatible with data, thereby allowing us to study the
full range of energy consumptions of data-compatible models. This property of NPE
distinguishes it from other parameter fitting methods such as maximum-likelihood
estimation or genetic algorithms: These methods typically return just a single—or
few—data-matching parameter sets. Since the initial publication of this manuscript,
several neuroscience studies have used NPE to infer the parameter posterior, which
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has enabled neuroscientists to gain new insights into plasticity rules [78, 79], genetics
[40], animal vision [80], neural connectivity patterns [81], or brain waves [38, 82].
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3.2 truncated proposals for scalable and hassle-free simulation-
based bayesian inference

Our paper “Truncated proposals for scalable and hassle-free simulation-based
inference” was presented at the 36th Conference on Neural Information Processing
Systems (NeurIPS) and was published in the conference proceedings [33]. An earlier
version of this work was made available as a preprint [83].

Real-world applicability issues of previous active learning methods

In order to infer the posterior distribution, Neural Posterior Estimation (NPE) draws
parameters from the prior. This has the advantage that the resulting posterior
distribution is amortized (i.e., can be evaluated for any observation xo), but it comes
at the cost of requiring a large number of simulations [84]. For example, in Deistler,
Macke & Gonçalves [32], we had applied NPE to a simulator of the pyloric network
in the crab Cancer borealis. Successfully inferring the posterior distribution came at a
large computational cost: 9 million simulations of 3 seconds each, corresponding to
7,500 CPU hours (which is about ten CPU months). To remedy this cost, we had also
evaluated sequential NPE (SNPE). These methods employ active learning to reduce
the number of required simulations. However, by adaptively sampling parameters,
SNPE methods have to modify the loss function or perform post-hoc correction
steps. These modifications led all existing methods for SNPE to fail: SNPE-A [58]
led to non-positive definite covariance matrices, SNPE-B had poor performance
(likely due to high variance of the loss function) [62], and SNPE-C placed a large
fraction of mass outside of the prior bounds [63]. To overcome these limitations,
we developed a new algorithm for SNPE, which we called Truncated Sequential
Neural Posterior Estimation (TSNPE). Using TSNPE, we were able to successfully
infer the posterior of the pyloric network with only 390k simulations, more then an
order of magnitude less then previous NPE methods. In addition, we used TSNPE
to perform inference in a biophysically detailed model of a layer 5 pyramidal cell,
which had been inaccessible to previous methods.

TSNPE enables active learning and maximum likelihood training

TSNPE rests on a simple observation: The posterior will be the same for all prior
distributions which are proportional to each other at least on the support of the posterior.
This implies that, if the support of the posterior distribution is smaller than the
support of the prior, one will obtain the same posterior for a prior which places
zero mass outside of the posterior support.

Inspired by previous results by Blum & François [85], we aimed to use this
observation for improving active learning for NPE. Assume, for now, that we know
the support of the posterior. Then, instead of drawing parameters from the prior (as
is done by NPE), we could train NPE on parameters drawn from a truncated prior
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Figure 3.5: Truncated Sequential Neural Posterior Estimation (TSNPE). The method
starts by sampling from the prior, running the simulator, and training a neural density
estimator with maximum-likelihood to approximate the posterior. In subsequent rounds,
parameters are sampled from the prior, but rejected if they lie outside of the support of the
approximate posterior. With these proposals, the neural density estimator can be trained
with maximum-likelihood in all rounds. Figure copied from Deistler, Goncalves & Macke
[33].

[86], which is proportional to the prior on the support of the posterior and zero
everywhere else. Training the NPE network on these simulations with maximum
likelihood would converge to the same posterior distribution as training the neural
density estimator on simulations generated from prior samples2 (Fig. 3.5). However,
because parameters are drawn from a truncated prior, the simulation results will
typically be much closer to the observation xo, which we expected would improve
simulation efficiency.

As such, we are left with one central challenge: To estimate the support of the
posterior distribution. We achieve this by first using NPE to provide an approximate
posterior distribution, and then use its 1-ε highest-probability region (HPRε, we
used values for ε around 10→4) as proxy for the posterior support. Since NPE is
trained with a maximum-likelihood loss, its posterior estimate is expected to be
mode-covering, and thus we expected to obtain an HPRε that is at least as broad
as the HPRε of the true posterior. We note that, while using ε > 0 systematically
neglects a part of the posterior support, we will show empirically that this error
is by far outweighed by other factors (e.g., suboptimal convergence of the neural
network).

To summarize, TSNPE proceeds as follows: We first sample from the prior, run
simulations, train the NPE network, and infer the posterior given an observation
xo. We then use its HPRε as approximate posterior support. We draw samples from
the prior, reject those which were outside of the approximate posterior support, run
simulations, and retrain the NPE network. We perform this procedure over multiple
rounds (Fig. 3.5).

2 Note that this only holds for the observation within whose posterior support the parameters are drawn.
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Figure 3.6: Diagnostic tool. (a) Parameter θ≃ (green) lies within the 1-α confidence region
(gray) of the estimated posterior. (b) log(p(θ≃|x)) is above the 1-α quantile of posterior
samples. (c) 1-α versus empirical coverage, averaged over θ≃. Figure copied from Deistler,
Goncalves & Macke [33].

A scalable diagnostic tool that evaluates expected coverage

The success of TSNPE rests on the assumption that the approximate posterior will
cover the support (or at least the HPRε) of the true posterior. To diagnose potential
issues in this, we suggested a sample-based method to estimate the expected
coverage of TSNPE. This diagnostic tool uses the ability of NPE methods to sample
and evaluate the approximate posterior. We showed that these two properties can be
used to efficiently estimate expected coverage of the approximate posterior (Fig. 3.6),
which can be used to diagnose whether the approximate posterior is underconfident
or overconfident [86–91]. In the latter case, TSNPE might reject relevant parameter
regions and requires measures to improve coverage, such as using neural network
ensembles for training [92].

While we developed this diagnostic method for TSNPE, it is applicable to any
method which returns an approximate posterior estimate whose log-probability
can be evaluated up to a normalization constant. Because of this, the tool is also
applicable to NPE, NLE, and NRE.

TSNPE enables efficient and hassle-free inference on real-world tasks

We evaluated TSNPE on a series of benchmark tasks [84]. We were particularly
interested in two things: First, whether TSNPE would match the simulation efficiency
of other SNPE methods and second, whether, empirically, the approximate posterior
HPRε would cover the true posterior support.

Across six benchmark simulators, TSNPE was approximately equally simulation
efficient as SNPE (being more efficient on some tasks and less efficient on others,
Fig. 3.7, left), and both algorithms were significantly more efficient than amortized
NPE. For all tasks, the approximate posterior HPRε was narrower than the prior,
sometimes by several orders of magnitudes (Fig. 3.7, middle). In addition, for most
tasks, and in particular for larger simulation budgets, the approximate posterior
HPRε included all ground truth posterior samples. In some cases, the TSNPE
posterior did not cover a large fraction of ground truth posterior samples. In these
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Figure 3.7: Performance on benchmark tasks. Left three columns: Classifier two-sample
test accuracy (C2ST) of NPE (left), APT (middle), and TSNPE (right) for three simulation
budgets. Forth column: Fraction of prior samples within the approximate-posterior HPRε

in each round for each simulation budget. Fifth column: Fraction of true-posterior samples
within the approximate-posterior HPRε. TSNPE with ε = 10→4 and rejection sampling
from truncated proposal. Three additional benchmark tasks in Deistler, Goncalves & Macke
[33]. Figure adapted from Deistler, Goncalves & Macke [33].

cases, however, all methods (NPE, SNPE, and TSNPE) had poor performance,
suggesting that these tasks require a significantly larger simulation budget.

Having demonstrated that TSNPE matches the accuracy of state-of-the-art meth-
ods on benchmark tasks, we turned to the original motivation for developing TSNPE:
To enable inference in real-world simulators with many parameters, on which cur-
rent SNPE methods fail. To demonstrate that TSNPE enables posterior inference in
these models, we applied it to two simulators: The pyloric network simulator from
the crab Cancer borealis and a biophysically detailed multi-compartment model of a
layer 5 pyramidal neuron.

For the pyloric network simulator, we applied TSNPE across 13 rounds. TSNPE
successfully identified the posterior distribution given an experimental recording
from this circuit (Fig. 3.8a) [73] with 390k simulations—40 times fewer than NPE
(Fig. 3.8b) [20]. Previous SNPE methods failed on this task.

We then applied TSNPE to a simulator of the voltage response of a layer 5
pyramidal cell (Fig. 3.8c) [12, 93, 94]. We had attempted to infer the posterior for this
simulator several times in the years before we developed TSNPE, but had never been
successful: Amortized methods were not sufficiently simulation-efficient to converge
in reasonable time and sequential methods failed due to the above-described issues.
In contrast, TSNPE successfully inferred the posterior distribution within six rounds
of simulations. The resulting posterior samples closely matched the observed voltage
traces (Fig. 3.8b, additional samples in Appendix of Deistler, Goncalves & Macke
[33]).
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Figure 3.8: Bayesian inference for two neuroscience simulators. (a) Experimental record-
ing from the pyloric network of the crab Cancer borealis [73]. Arrows indicate summary
statistics. (b) TSNPE posterior predictive sample matches summary statistics of the experi-
mental data. (c) Cell morphology of a layer 5 pyramidal cell. (d) Top: Synthetic observed
voltage traces given three sets of stimuli. Bottom: Posterior predictive sample obtained
with TSNPE. Figure modified from Deistler, Goncalves & Macke [33].

Discussion

The development of TSNPE was driven by unsatisfactory results of previous meth-
ods when employed on real-world tasks. On such tasks, these methods did not
just perform poorly, but they failed catastrophically—forcing us to fall back on
amortized neural posterior estimation without any active learning strategy, at the
cost of requiring millions of simulations.

With TSNPE, we aimed to develop a method that is not necessarily more efficient
than previous methods—indeed, our benchmark results showed that TSNPE does
not outperform previous SNPE methods in terms of simulation efficiency. Instead,
we aimed to build a method that is easy to run, reliable, and hassle-free. The
ability of TSNPE to perform active learning while allowing to train with maximum
likelihood provides these features, and our results on performing inference on two
neuroscience examples demonstrate that TSNPE performs well on real-world tasks.

Since its publication in November 2022, TSNPE has been adopted to perform
inference in several domains, ranging from astrophysics [95–97] and computational
biology [19] to simulators of developmental EEG maturation [98]. In addition, the
presented diagnostic tool has been used to diagnose potential mis-calibration in
models from cosmology [99] and neuromorphic computing [100].
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3.3 generalized bayesian inference for scientific simulators via
amortized cost estimation

Our paper “Generalized Bayesian Inference for Scientific Simulators via Amortized
Cost Estimation” was presented at the 37th Conference on Neural Information
Processing Systems (NeurIPS) and was published in the conference proceedings
[101]. An earlier version of this work was made available as a preprint [102].

The limited flexibility of “standard” Bayesian inference

In Deistler, Macke & Gonçalves [32] we demonstrated how we used NPE to generate
a database of parameter sets which match experimental recordings. In order to
not bias any analyses of metabolic cost, we performed a post-hoc filtering step
in which we rejected parameter sets whose simulation result was outside of an
ε-ball around the observation. Because of this post-hoc filtering step, however, the
database of parameter configurations no longer contained samples from the true
posterior distribution. This made us wonder: Is it always desirable to obtain the
Bayesian posterior distribution? Or do different studies, for example of degeneracy,
require different targets for inference?

The starting point of our paper on “Generalized Bayesian inference for Scientific
Simulators via Amortized Cost Estimation” was that we were not satisfied with
the flexibility of Bayesian inference for studying degeneracy in neuroscience. Fol-
lowing our insights on the limitations of Bayesian inference for studying energy
consumption, we quickly identified other cases in which exact Bayesian inference
is not desirable. For example, if the simulator is misspecified (i.e., for no set of pa-
rameters can the simulator match the observation exactly) [103], then the evidence
p(xo) is zero, preventing the application of Bayesian inference. In these scenarios, it
could still be desirable to have an algorithm which returns parameter sets whose
predictive samples are close to the observation. Another example is the property of
the posterior distribution to exclude parameters which can be close to the data, but
never match it exactly. For an analysis of degeneracy, one might well be interested
in including these parameter sets.

Generalized Bayesian inference [104] refers to a set of methods which improve the
flexibility and applicability of Bayesian inference. Generalized Bayesian inference
aims to identify the generalized posterior distribution

p(ω|xo) ∝ exp(β · ω(ω; xo))p(ω), (3.1)

with cost function ω(ω; xo) and hyperparameter β. If the cost function ω(ω; xo)
is chosen to be the log-likelihood function and β = 1, then generalized Bayesian
inference falls back on standard Bayesian inference. For other cost functions, however,
it can flexibly incorporate any desiderata about the inference result into the inference
process.
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Performing generalized Bayesian inference for simulation-based models is chal-
lenging. To see this, consider a cost function of the form

ω(ω; xo) ⇐ Ep(x|ω)[d(x, xo)] =
∫

x
d(x, xo)p(x|ω) dx. (3.2)

Estimating the cost requires to run multiple forward simulations to approximate
the expectation with a Monte–Carlo average. This is computationally expensive
for expensive simulators, but it can also be inaccurate if too few Monte–Carlo
simulations are used. To overcome these limitations, we developed a new method
based on neural networks [34].

Amortized cost estimation for generalized Bayesian inference

To use neural networks for generalized Bayesian inference, we restricted ourselves
to cost functions of the form:

ω(ω; xo) ⇐ Ep(x|ω)[d(x, xo)] =
∫

x
d(x, xo)p(x|ω) dx. (3.3)

Many popular cost functions can be written in this way: Mean squared error [104],
mean absolute error, or maximum mean discrepancy (MMD) [105]. Our core insight
is that we can learn to regress onto such cost functions by leveraging the property of
neural network regression (trained with mean squared error) to converge onto the
conditional expectation. After training, the neural network can be used to predict the
cost of any given parameter set ω, and can thus be plugged into (doubly-intractable)
MCMC schemes to generate samples from the generalized posterior.

Our algorithm proceeds as follows: We generate a simulated database of param-
eters ω and simulation results x, compute the distance from simulation results to
the observation d(x, xo), and then train a neural network to predict this distance
given the simulated parameters. In Gao, Deistler & Macke [34], we proved that a
mean-squared error loss function (for an infinitely large dataset) is minimized if
and only if the neural network predicts the true cost ω(ω; xo) for all parameters ω.
On top of this algorithm, we also developed an amortized version which addition-
ally conditions the neural network on the observation xo. We termed this method
“Amortized Cost Estimation” (ACE).

Hodgkin–Huxley inference from Allen Cell Types Database recordings

We first applied ACE to a set of benchmark tasks. Across a broad range of cost
functions, simulators, and observations, ACE could recover data-matching param-
eter sets. We then evaluated ACE on misspecified observations and found that it
identified parameter samples that were significantly closer to the observation than
state-of-the-art simulation-based Bayesian inference methods.

Next, we aimed to apply ACE to infer parameters of a Hodgkin–Huxley model
given intracellular recordings from the Allen Cell Types Database (Fig. 3.9a) [106–
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Figure 3.9: Application of ACE to Allen data. (a) Three observations from the Allen
Cell Types Database. (b) True cost (evaluated as Monte-Carlo average over 10 simulations)
per ω vs ACE-predicted cost. Colors are different observations. (c) Marginals of posterior
distributions for NPE (orange) and ACE (shades of blue. Light blue: β = 25, medium blue:
β = 50, dark blue: β = 100). (d) Top: Two GBI predictive samples for each observation.
Bottom: Two NPE predictive samples. Additional samples in Gao, Deistler & Macke [101].
(e) Average predictive distance to observation for NPE and ACE with β = {25, 50, 100}.
Figure copied from Gao, Deistler & Macke [34].

108]. Previous results had inferred such parameters with a computationally expen-
sive active learning scheme which was not amortized, therefore requiring to re-run
inference for every datapoint [20]. We surmised that the failure of neural posterior
estimation (NPE) to infer the posterior distribution was due to the simulator being,
to some degree, misspecified. Based on our results on benchmark tasks, we expected
that ACE would excel at this task. Indeed, we found that ACE could estimate the
cost well (Fig. 3.9b), and that the predictive samples given the generalized posterior
were significantly closer to the observation than samples from the NPE posterior
(Fig. 3.9c,d). ACE was also significantly more simulation-efficient than previous
attempts at inferring the posterior distribution of this simulator [20].

Finally, we studied the degeneracy of the generalized posterior. We found that,
although ACE posterior predictives were much closer to the observation than
NPE posterior predictives, the marginal distribution of the ACE posterior still
exhibited a large amount of degeneracy (Fig. 3.9e). This suggests that the finding of
degeneracy in biophysical, Hodgkin–Huxley-type models is not merely an artifact
of the inference procedure (and the potential limitations of Bayesian inference), but
that this finding is robust to inference targets.

Discussion

Bayesian inference is a powerful method to infer the space of data-compatible
parameters, thereby allowing neuroscientists to study degeneracy. In cases where
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the model is not an exact representation of reality, Bayesian inference can be overly
restrictive: It excludes parameter sets that cannot exactly match the data and it is
ill-defined for misspecified models. Here, we proposed to use generalized Bayesian
inference to suitably adjust the inference target.

One of the benefits of generalized Bayesian inference is that it can be more robust
to misspecified observations. Over the past years, misspecification has become a
popular research topic in simulation-based Bayesian inference [67, 109–112]. Many
of these papers extend the generative model—the simulator—with additional noise
models to provide the simulator with more flexibility and to allow it to fit larger
classes of observations. Here, we took a different approach: Instead of modifying
the simulation, we directly modified the target of inference.

Overall, I believe that considering the sensibility of the inference target (or the
generative model, including its noise model) is essential to reliable inference. I hope
that our work on generalized Bayesian inference contributes to a robust, reliable,
and responsible use of inference techniques for scientific models.
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3.4 sbi: a toolkit for simulation-based bayesian inference

The initial software paper “sbi: A toolkit for simulation-based inference” was
published in the Journal of Open Source Software (JOSS) [35] and an earlier version
of the software paper was made available as a preprint [113]. An updated version
of the software paper, “sbi reloaded: A toolkit for simulation-based inference
workflows”, which reflects the state of the toolbox as of November 2024, is available
as a preprint [36] and is currently under review at a journal. The sbi toolbox is
openly available on Github: https://github.com/sbi-dev/sbi.

Statement of need

We realized early on that neural simulation-based Bayesian inference had great
potential for applications to scientific simulators across many domains. However,
re-implementing these methods could be challenging for domain scientists. In early
2020, we developed the sbi toolkit, which openly implements several methods for
simulation-based Bayesian inference. The toolbox quickly gained many users, and
we have been actively maintaining the toolbox for almost five years now.

Features of the sbi toolbox

Figure 3.10: Features of the sbi package. The sbi package contains a wide range of
algorithms, neural networks, sampling methods, and diagnostics. For every step of the
inference process, it provides strong default values, but it also allows the user to have full
flexibility if desired. Figure copied from Boelts and Deistler et al. [36].

The sbi toolbox implements three classes of neural simulation-based Bayesian
inference methods: Neural Posterior Estimation (NPE), Neural Likelihood Esti-
mation (NLE), and Neural Ratio Estimation (NRE). For all of these methods, sbi
supports an amortized mode which allows inferring the posterior distribution for any
observation xo, as well as a sequential mode which uses active learning to improve
simulation efficiency. The sbi toolkit aims to provide strong default values for any
step of the inference process, while also enabling full flexibility where desired.

Since its initial release, sbi has grown into one of the main toolkits for neural
simulation-based Bayesian inference methods. Thanks to our continued efforts, as
well as contributions by 63 scientists and engineers, the toolbox now implements
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numerous methods, diagnostics, and analysis tools. To give a few examples: While
early versions of sbi required passing a Python-compatible simulator, the current
version of sbi provides full flexibility for offline simulations, and (optionally) also
grants full flexibility over the training loop. While early versions had only a limited
number of density estimators and no pre-configured embedding networks, the
newest version has a large range of density estimators and pre-built embedding
networks. While early versions could perform inference only for a single datapoint,
sbi can now perform inference for arbitrary i.i.d.-sampled datapoints. While early
versions of the toolbox only implemented MCMC sampling for NLE and NRE, the
current version implements MCMC, variational inference [47], rejection sampling,
and importance sampling. While the first version of sbi only implemented a limited
set of neural networks, the sbi toolbox now also implements flow-matching and
score-matching methods. While the first version implemented no diagnostics, it now
implements simulation-based calibration [87, 88], expected coverage [33, 114], local
C2ST [115], and TARP [116]. Overall, the sbi toolbox now allows scientists to run
full Bayesian workflows for simulation-based models.

Discussion

The sbi toolbox has been used in dozens of applications in the sciences [19, 24,
25, 32, 38, 40, 69, 78–82, 117–123] and is used extensively by the machine learning
research community [33, 34, 42, 45, 92, 115, 124–130]. I am particularly proud of
the community that has grown around the toolbox. I hope to stay part of this
community for years to come and I hope that the sbi toolbox will continue to enable
domain scientists to apply neural SBI methods to gain insights into the mechanisms
underlying experimental observations.





4
D I F F E R E N T I A B L E S I M U L AT I O N F O R B I O P H Y S I C A L M O D E L S
I N N E U R O S C I E N C E

Neural simulation-based Bayesian inference (SBI) methods are powerful tools for
inferring parameters of simulators. However, they are typically limited to at most a
few dozen parameters. In addition, SBI methods can struggle when the data is made
up of several protocols, each corresponding to the response to a different input to
the simulation. In that case, SBI methods like Neural Posterior Estimation (NPE)
would require running the simulator as many times as there are protocols in order
to generate a single training datapoint for the neural network. As NPE requires at
least 1000 training datapoints to perform well [84], this becomes infeasible even for
moderate numbers of protocols and moderately expensive simulators.

Contrary to these methods, gradient descent—the workhorse underlying the
success of deep learning—excels at scaling to millions (or even billions) of parame-
ters and at scaling to very large datasets of inputs and labels (such as stimuli and
responses across many protocols). Despite this potential, at the time of starting
my PhD, there was no biophysics simulator which allowed to compute gradients
with automatic differentiation. This limited any investigation of how efficient and
scalable gradient descent could be, how prone it is to local minima or overfitting, or
what good loss functions or optimizers for biophysical models would look like [43].

To overcome these limitations, we built a differentiable biophysics simulator,
Jaxley. Below, we describe our experiments that show the efficiency of Jaxley and
its potential to train large-scale biophysical models with thousands of parameters.
We then describe our openly available software toolbox which made these results
possible and which allows domain scientists to infer parameters with gradient
descent.

Figure 4.1: Differentiable simulation enables gradient descent. Left: We built Jaxley,
a new simulator for differentiable neuroscience. Jaxley allows to accurately simulate
biophysical models, and it uses automatic differentiation to compute the gradient with
backpropagation of error. Right: By making gradients available, Jaxley opens up possibili-
ties to optimize biophysical models with gradient descent on a loss function (contours).
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