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Abstract

In this thesis, new algorithms and architectures are prestd for the acquisition and
rendering of displacement maps. Displacement mapping is agular rendering technique
commonly found in commercial rendering packages, it modisethe surface of an otherwise
at triangle by displacing its points according to a height eld, giving the impression of a
structured surface. Although widely used in software renders for many years, hardware
accelerated rendering was long missing, because of the dilties involved. The main
focus of this work is on adaptively rendering techniques, @scially adaptively tessellating
triangular meshes to improve rendering performance and neck bandwidth requirements.

Following a general de nition of displacement maps, posdié sources of displacement
maps are presented and examples are given. To allow adapttessellation, sophisticated
sampling techniques are required, and multiple sampling rsttegies are described and
compared with respect to quality and ease of implementationThe presented strategies
range from locally de ned geometry tests to image-based nietds like edge-detection.

Possible modi cations to available graphics hardware pipi@es are discussed to enable
support for adaptive tessellation with as little modi cations as possible.

With the latest generation of commodity graphics chips, it s become possible to
approximate displacement mapping by a variation of ray-céisg. Sample implementations
are given and compared to other approaches, implemented dretsame hardware platform.



Zusammenfassung

In dieser Arbeit werden neue Verfahren und Architekturen auErzeugung und Darstellung
von Displacement-Mapsvorgestellt. Das Displacement-MapVerfahren ist eine populare
Technik zur Darstellung von Ober achenstrukturen die in kanmerziellen Programmpa-
keten zur Bilderzeugung Verwendung ndet. Bei diesem Verfaen wird die Erscheinung
eines sonst achen Dreiecks durch Verschieben von PunkteerdOber ache wie in einem
Hohenfeld vorgegeben modi zert, um den Eindruck einer feistrukturierten Ober &che
zu erwecken. Obwohl es in Programmpaketen zur Bilderzeuguibereits breite Verwen-
dung gefunden hat, gab es lange Zeit keinerlei Beschleumgudurch dedizierte Hardware-
entwicklungen, hauptséchlich bedingt durch die Komplexit der notwendigen Berech-
nungen. Das Hauptaugenmerk dieser Arbeit ruht auf adaptiveVerfahren, besonders der
adaptiven Triangulierung von Dreiecksnetzen, um die Darstlungsgeschwindigkeit zu er-
héhen und die notwendige Bandbreite zu reduzieren.

Nach einer genaueren De nition vonDisplacement-Mapswerden Verfahren zu ihrer
Generierung aus unterschiedlichen Ausgangsdaten vorgekt Fur die adaptiven Verfah-
ren sind ausgekliigelte Abtastverfahren notig. Verschiede Verfahren werden vorgestellt
und in Hinsicht auf Qualitdt und Komplexitat einer Implementierung verglichen. Die vor-
gestellten Verfahren reichen von lokalen Geometrietestsin zu bildbasierten Verfahren,
wie beispielsweise Kantendetektion.

Erweiterungen flr aktuell erhaltliche Graphikprozessoreauf Basis von NVidia NV3X
oder ATI Radeon R3XO0 zur adaptiven Triangulierung von Dreieksnetzen werden vorge-
stellt, die moglichst geringfiigige Anderungen am bestehgen Aufbau benétigen.

Diese neueste Generation von kommerziell erhaltlichen Gxiaikprozessoren erlaubt es,
eine Approximation vonDisplacement-Mappingnittels Strahlverfolgungsverfahren durch-
zufuhren. Es werden Beispielimplementierungen vorgedteind mit anderen Ansatzen, die
auf der gleichen Zielarchitektur arbeiten, verglichen.
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Chapter 1

Introduction

1.1 Introduction to Displacement Maps

Ever since the early 1970s, when raster graphics was intrasha with the Alto system
of Xerox PARC, where its rise began, it has not stopped to ewsdd and dominates our
technical life, starting with digital wrist watches ranging up to high end visualization
systems. With the ever increasing computational power asaged in Moore's law, raster
graphics was soon used to display 3D graphics, rst o -lindater in real-time. 3D graphics
has come a long way from crude line drawings to highly detagleand realistically colored
renderings. The driving force has always been and still is the quest for more visual
realism. The prominent drawing primitive in todays 3D graplics architectures is still a
triangle, as e ective and fast rasterization routines exis Rasterization is the process
of converting an analytical geometrical object like a triagle, square or even a line to a
representation that can be shown on a raster graphics disglaFor raster graphics the data
element is apixel, an abbreviation for picture element, that is stored in deaiated memory,
the framebu er. Thus, rasterization is the process of mappg a geometric primitive to
the discrete 2D grid of the screen.

Although triangles may be very easy to rasterize and managtaey are hardly an ade-
quate primitive for modeling our natural, highly irregular environment. In order to make
objects de ned with triangles look more realistic a great nmber of techniques has been
developed, enhancing the rasterization process to add maerface detail and make the
result look more realistic. Already in 1976, Blinn and Newk[18] introduced a technique
for adding color to every rasterized pixel of a surface accling to a 2D bitmap image,
called texture map Additionally a technique for simulating re ective surfaes was de-
scribed. Later in 1978, Blinn added another technique catldoump mapping [17], where
the surface of a triangle gets a structured appearance usilghting e ects. All these tech-
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(a) Solid color (b) Texture mapped (c) Bump mapped

(d) Displacement mapped

Figure 1.1: The evolution of rendering algorithms for surface renderig used on a
terrain model of the Grand Canyon'.

niques have been widely adopted and are implemented in almhasy graphics hardware
available today. Because of its widespread use, texture n@pg has been analyzed thor-
oughly [Z28] and many improvements have been made in the arefaltering the textures
[44,[41].

A common feature of all these algorithms is that the given getetry is not changed but
only the visible appearance is modi ed, giving the illusiorof a structured surface. This
causes problems in cases where the desired visible e ects aot only local to a pixel but
also have a global in uence, as for example the silhouette @rself-occlusion. Displace-

!Data is obtained from The United States Geological Survey (LBGS), with processing by Chad Mc-
Cabe of the Microsoft Geography Product Unit.
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ment mapping as introduced by Cook120] in 1984 on the other hd actually modi es the

geometry thus avoiding all the problems with bump mapping. Bplacement mapping was
adopted by commercial rendering software packages like Maj44] or Softimagel]30], and
is widely used in that area. Hardware support for acceleraderendering of displacement
maps was not available until recently the Matrox Parhelialld] was announced, although
other rendering techniques as texture mapping or bump mapm are available even in
commodity graphics hardware for quite some time now [32]. Mb hardware vendors
however lack native support for displacement mapping.

(&) Bump mapped

(b) Displacement mapped

Figure 1.2: Rendering of a half donut shaped height eld, in (a) bump mapped and
in (b) displacement mapped.

Figure[I:2 demonstrates the di erence between bump and diggement mapping with
a half-donut shaped height eld applied to a quadiiteral. InfL.2(a] the polygon is bump
mapped and in[1.2(b) the same polygon is rendered with the lgbit eld is applied as
a displacement map instead. From a viewpoint perpendiculao the polygon surface,
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Figure 1.3: Tessellated triangle with displacement performed along tle surface nor-
mals.

it both algorithms produce similar results and the bump mapgd polygon gives a good
visual impression of an elevated surface. If the polygon idtéd to the side however,
the bump mapped version quickly looses its realistic appearce, and if tilted more, the
missing silhouette becomes more obvious.

Displacement maps allow for simple adding of more detail tong surface that can be
parameterized. Surfaces are usually de ned as triangle nmes with texture coordinates
de ned at the triangle vertices. With these texture coordimtes, it is possible to address
a displacement map to modify the polygon surface. If the sae is given in another
representation it is generally tessellated with trianglebefore rendering. A displacement
map can be de ned as a height eld that is applied by elevating point on the surface by
the height read from the height eld at the point's texture coordinates. In Figure[LB an
example of a tessellated triangle that is being displaced hbits surface normals resulting
in a structured surface. This thesis' focus is on e cient redering of such displacement
maps, mainly targeted at graphics hardware architectures.



Chapter 2

Displacement Map Theory

2.1 Types of Displacement Maps

In general, a displacement map can be any functioh that for a set M R" with a
parameterizationp: U R™ 7! M de ned as

f:U M7IR (2.1)
or
f(x;p(x)) 7! R";x 2 U: (2.2)

The function describes a displacement of all points &fl . For a given point x of the
set M, the corresponding displaced poink® can be expressed as

x0 = f(p Y(x);x): (2.3)

For practical uses, only displacement maps de ned on a 2D pameterization of a 2-
manifold are considered and are used throughout the follawg chapters. The manifold
that is to be displaced is called thébase domain surfacer just base surfaceln case of a
2D parameterizationp(u; v) the surface normak, for a point x = p(u;v) on the surface
M is de ned by:

5,

A = — (24)
=Y
with
@
s = ©P @p
@u @v
where @5 and %\‘j are the partial derivatives of the surface along the surface directions

andv.
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For the displaced surface, the new surface normajo is de ned as

S0

Ao = jS(oj: (2.5)
with
o @{u;v;p(u;v))  @fu;v;p(u;Vv))

@u @v

The new surface normal can be costly to calculate, in partitar when the employed map
is discrete. As a result of this the surface normal is often @computed from the height
eld.

2.1.1 \Vector Displacement Maps

This is a generalized type of a displacement map where the plscement is given by a
vector dy along which the surface pointx are moved.

8x 2 M :x%:= x+ G (2.6)

The displacement vector can either be de ned as a replacenmerf the surface normal, or
relative to it, for example as a bump map.

Vector displacement maps are particularly di cult to handle and render as little or no
assumptions can be made about the resulting geometry. As asult they are used very
rarely. If no special care is taken about the base domain thas being displaced with a
speci ¢ vector displacement map the topology of the resuttg surface can easily change
substantially from the original base domain surface. Usdfaombinations can be obtained
when performing mesh compression by generating a low resgmo base domain mesh and
a corresponding displacement map containing the detail ake resulting surface is already
known, and well behaved.

2.1.2 Scalar Fields

The simplest type of a displacement map is a scalar eld or hght eld. In this case only
a scalar displacement value is used and the displacement srformed as an elevation of
the surface with the relative height given by the scalar vakl

The points x on the base domain surfac®l are displaced along their respective surface
normals A, with the scalar factord, 2 D, with D the applied displacement map.

8x2 M :x%:= x+dy Ay (2.7)

In Figure [Z7 a very simple example with a one-dimensional igat eld is shown.
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Figure 2.1: One-dimensional height eld applied to a curved line. The ore-dimensional
displacement function on the left is applied to the base doma M in direction of the
gradient n.

The scalar eld can be thought of as a special case of a vectasplacement map with
only the height stored in the map and the direction of displaement de ned by the surface
normal of the base domain surface. As the base domain surfacghape is likely to change
considerably when it is displaced, the surface normals hat@ be recalculated. The new
surface normal at a speci c position cannot be directly detenined by the displacement
value at its position, the neighborhood has to be taken into@ount. Analytical calculation
of the new surface normal as described in Equati@nP.5 is orslyitable for precomputation
which is not always desirable or possible. If precomputatiois used, the surface normals
are generally not stored absolutely, but rather relative ta surface normal. Storing the
normal relative to a normal vector as a perturbation allowsd apply the precomputated
normal to any base domain surface geometry. This techniqgue commonly called also
bump mapping [33]. If the shape of the base domain surface tains non-convex regions,

Displaced surface

) Self intersection

Base domain surface

Figure 2.2: Non-convex base domain surface resulting in self-interséons when dis-
placed.

problems may occur as the displaced surface may contain upexted changes in topology
like self-intersections as it is shown in Figurie=2.2, wherehgight eld with constant height
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was used.

2.2 Data Sources for Displacement Maps

In general any kind of data that represents or approximates aurface can be used for
constructing a displacement map. The most di cult task is to nd a suitable base do-
main surface for applying the displacement map to, espediawhen the desired type of
displacement map is a height eld.

Once a suitable base domain surface is known the displacem@ap can be obtained by
casting rays along the surface normal from the base domainriace and determining the
intersection with the source surface. If the source surfatenot continuous, like in a point
cloud, a local surface approximation has to be calculatedst, using moving least squares
or other methods [15]. In order to avoid sampling artifactsite number of rays cast has to
be su ciently high, especially when the sampling distancedr the new displacement map
is constant, which is most likely the case. The quality of theesulting displacement map
is strongly dependent on the base domain surface used as canseen in Figurd—Zl3. In
this case the base domain surface does not adapt good enouglthie shape of the source
surface, resulting in undersampling in the speci ed area.

i

Figure 2.3: Badly adapted base domain surface (left) and improved base amain
surface (right).




2.2 Data Sources for Displacement Maps 9

Figure 2.4: Problem with badly adapted base domain surface and the restihg pro-
jection of two source points to the same location.

In some cases, especially when using point clouds as souratadit may be easier to
work in the reverse direction and to project the source poistonto the prospective base
domain surface. The problem here is nding the correspondynbase domain surface point
with the tting normal, as the displacement can only be perfomed along this direction.
As an approximation the point on the surface with the minimumdistance to the source
point may be used, if the used base domain surface is not wellagted to the source data
problems may arise with multiple source points being projéad to the same base domain
surface position as shown in Figure—2.4.

2.2.1 Point Clouds and Range Scanner Data

As described before the problem with scattered data is thedi of a surface for the
intersection calculation. A number of techniques for appsdmating a surface from point
clouds exist, given that the density of points is su cient fa a robust surface approximation
[29]. If at all possible it should be avoided to triangulatehie point cloud before sampling.
It is favorable to directly project the points to a suitable kase domain surface.

When using range scanner data the geometric constellatiom the machinery used to
obtain the data is known and can be used to simplify the consiction process. Commonly
used scanners as the Cyberware CyberScanriel [22] often haweylindrical geometry. The
distance is measured using a laser scanner rotating arourttetobject to be sampled. In
this case the resulting base domain surface is a cylinder atiee distance can be directly
assigned to a displacement map as the laser scanner is periimg the sampling in the
same way as described before for the point clouds. In Figlr&2he process of generating a
height eld from a point cloud is shown. The points were projeted onto a plane passing
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(a) Point cloud (b) Resulting I- (c) Wireframe ren- (d) Additional tex-
tered height eld dering ture applied

Figure 2.5: Generation of a height eld from a point cloud.

through the center of the point cloud and the distance to the lane was stored in 2D
gray scale image. The raw height eld was enhanced using stlard image processing
algorithms to smooth out noise and Il holes.

2.2.2 Mesh Data

To obtain a displacement map for a highly re ned mesh, for exaple a triangle mesh, a
standard mesh reduction algorithm is used, and after the reded triangle mesh is su -
ciently small, rays are cast from this surface to the sourceash. If the targeted rendering
hardware supports displacement mapping, this provides angple form of geometry com-
pression. Leel]35] used a subdivision surface generated ioyplifying the source data as
an intermediate base domain surface. The simpli ed subdision surface is rst subdivided
two to three times using Loop's[[36] subdivision scheme anfterwards rays are cast from
the now smooth subdivided surface to the source surface, taing the ne detail. This
can also be used as a simple form of mesh compression, as aldmagke domain surface
mesh and a corresponding displacement map, which can be vegsily compressed using
well-investigated and highly e ective image compressionlgorithms, typically consume
far less memory than the fully tessellated mesh.

As an example the mesh of a molded plate was converted to a d&gment map. The
mesh in Figure[Zb was sampled witi024 1024rays from a at base domain surface.
The obtained height eld in Figure[Z14 was then applied to a bse domain surface with the
same dimensions as the source mesh projected to a plane, bithwnly two triangles. The
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g G

Figure 2.6: Source mesh for acquiring a displacement map. The input meshas about
8000 triangles.

Figure 2.7: Height eld acquired from the input mesh in Figure 2.6. The mesh was
sampled by casting1024 1024rays from a at base surface.

Figure 2.8: Result of applying the height eld obtained in Figure 2.7. For generating
the mesh adaptive tessellation was used, described in chagt 4. The mesh shown has
only 4500 triangles.
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result of the displacement process can be seen in Figure 2&ing adaptive tessellation
the triangle count could be reduced by almost 50% compared tbhe input mesh.

2.2.3 Continuous Forms of Data

Similarly as the point clouds and triangle meshes, any dat@srce that forms some sort of
a surface can be used as input. In particular mathematical gécts like free form surfaces
as non-uniform rational B-splines (NURBS), which are di cult to render otherwise, can
be rendered through the use of a displacement map. Direct luiavare accelerated render-
ing of NURBS surfaces is a di cult task and a couple of hardwag architectures have been
proposed, but no implementations have emerged. Especiaifythe NURBS surface is not
triangulated [34], and not rendered using a conventional iangle rasterizer, but a special
purpose scan converter is used, a lot of di culties arise, coplicating a possible implemen-
tation. In [1] a graphics hardware architecture for adaptiely tessellating a triangle mesh
with a user de nable rule set is presented, maintaining theannectivity information when
adding triangles. This not only allows for adaptively rendeng displacement maps with
the displacement map sampling tests presented later on incs®n 3 for controlling the
adaptive tessellation but also for the rendering of subdigion surfaces or other curved
surfaces. If hardware accelerated support for displacenenaps would be available, they
could be used as a cheap replacement for an otherwise costgrsconverter.

In essence, the same rules apply for generating a base domsunface/displacement
map pair. The crucial part is again nding an appropriate bas domain surface. After a
base domain surface is found, rays can be cast and the NURBS3face is sampled.

2.3 Displacement Map Filtering

As a displacement map can be thought of as a texture map, thema sampling and
Itering problems might arise. As it turns out, displacemem maps are even more subject
to sampling artifacts and the e ect of undersampling can case more severe errors, even
at close distances. A standard approach for texture lterig is mipmapping as presented
by Williams [47]. This provides an e ective means of retriemg levels of detail in color
textures that match the screen size of an object. But for disgcement mapping, the
averaging e ect of mipmapping will smooth over areas of higtetail in the displacement
map, creating popping artifacts when the levels of detail arswitched and distinct, sharp
peaks are being smoothed out. In [27], it is proposed to usepmapping, but with a
maximum Iter to overcome this.
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2.4 Conclusions

Displacement maps are commonly used in the form of simple gki elds or vector dis-
placements, whereas the vast majority are simple height és. Apart from syntheti-
cally created displacement maps, they can be obtained by sphmg other surfaces, either
smooth continuous NURBS surfaces or other piece-wise limeaurfaces like meshes. By
using an appropriate projection, point clouds are likewisesable as a data source for a
displacement map.



Chapter 3
Sampling

Correct sampling of a displacement map plays a vital role fahe quality of almost any

rendering algorithm. It is important to detect where to sampe and especially how ac-
curately a region needs to be sampled. Depending on the typé agorithm and the

target architecture software or hardware used for rendeing, the amount of informa-

tion available about the map can be very di erent. As the rendring algorithms usually

use texture coordinates and texture mapping hardware is fad in commodity graphics

cards, the possibilities for lItering are important. It has to be analyzed whether the
Itering methods used in texture mapping algorithms can beransferred to displacement
mapping algorithms.

3.1 Sampling Tests

In this Section di erent test schemes for sampling are disssed and evaluated according
to their possible applications and limitations.

3.1.1 Surface Normal Variance Test

This new test [2] operates solely on the surface normal of tliksplaced surface. The
surface normals of two or more sample points are compared fxample by calculating
the absolute distance of the normal vector components. If ¢hresult is above a given
threshold, more sampling is needed between the points, ooifie of the sample points was
a candidate for insertion, the point needs to be added.

As an example consider the situation as shown in Figure 3.1.eke a triangle mesh
is used as a rendering primitive and detail is added by adapgly inserting triangles.
Between the two endpoints \{ and V, of an edge a candidate for insertion ), was

14



3.1 Sampling Tests 15

Ny

Figure 3.1: Example candidate for insertion in a base domain surface tangle mesh.

placed in the middle of the edge. To perform the actual test,he resulting displaced
surface normals N/,N, and N';., of the corresponding surface normals )\N, and N;.,
have to be compared.

The actual comparison of the normals can be done with any kinaf norm that is suited
to detect change in direction of the normal vector. In this cse it is su cient to calculate
the di erence between the vector components and to compard af them to a threshold.
If the di erence between any of the components is greater tinathe given thresholdnthr,
the vertex is added atV;.,.

A boolean value for the Normal Testnt can be de ned as

(N'15z N'gz < nthr) OR (N'1.2x  N'gx < nthr) OR

This test is well suited to detect change in normal directiorwhich often occurs in
regions where the displacement map contains higher freques. It can also be seen as
a high pass lter for the displacement map. As such it will mis low frequency changes
in the map like larger changes in height. Additionally as thdest uses point sampling it
is subject to aliasing. The thresholdhthr has to be speci ed by the user and is strongly
dependent on the structure of the displacement map. If the $¢is combined with a second
test, which will detect low frequency changes in the map, bietrr results can be achieved.
The test is relatively cheap to implement, because only theew surface normals have
to be calculated which has to be done anyway if the sample pdiis added and no
additional preprocessing is necessary.
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Figure 3.2: Simple point sampling missing a strong change in height altbugh being
very close to it.

3.1.2 Local Area Average Height Test

In contrast to the normal test in Section 3.1.1 this new testq] works well for detecting
low frequency changes in the displacement map or average hes in height. The basic
idea is to compare the height or displacement of two or morerms@le points. The simplest
way to do this is to compare the height at the desired sample pis and to check if the
di erence is above a given threshold. As this is a form of pdirsampling it is subject to
aliasing and would not yield satisfying results. As shown ifigure 3.2 it will miss even
strong changes in height in close proximity to the sample pas, which is undesirable.

To avoid problems with point sampling ltering techniques may be used. Good re-
sults can been achieved when using a Summed-Area Table, oduced by Crow [21]. A
Summed-Area Table is a two dimensional array containing ataeh cell the sum of all
values that fall inside the rectangle formed by that cell andne corner of the array. To
calculate the sum of all values within a rectangular area inhe table only the four val-
ues at the corners of the area are needed. The Summed-Area [€aban be represented
as a bivariate function SAT(x;y) that returns the sum of all heights within the region
(0! x;0! vy), where the origin is in the bottom left of the table. The sum bthe values
within a rectangular area is calculated using the functiors(Z) de ned as

S(Z) = SAT(Xy:;Yu) SAT(Xa;Yu)
SAT (Xpr; Yor) + SAT (Xbi; Yor) (3.1)

where Z is (Xy ; Yir s Xu s Yu; Xor; Yor; Xoi; Vo), the corners of the rectangular area in the
Summed-Area Table, using the subscriptsr top right, tl top left, br bottom right, bl
bottom left for the four corners of the rectangle .

A Summed-Area Table can be precalculated for a displacememiap the same way as
for a normal texture map. As an example for using the test coitter again the example
in Figure 3.1. The vertex \,., is to be checked against ¥ and V,. A rectangle in the
Summed-Area Table corresponds to the sum of all heights ofelsame rectangle in the
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Figure 3.3: Using the texture coordinates of the vertices to calculate he summed
height.

displacement map, thus we can compare the average heightand the three sample points
if we normalize the values read from the Summed-Area TabletWithe rectangle size. The
size of the rectangle has to be chosen carefully as a too lasgea will smooth out large
di erences between the sample points, due to the averagin@ture of the Summed-Area
Table.

As an example in Figure 3.3 the area surrounding the midpoint;., was enlarged to
detect changes in a larger area between the vertices. To adéte the four corner points of
the rectangle around the vertices of the edge the texture calnates at the verticesU,; U,
and U;., are used as shown in Figure 3.3. Using the texture coordinatéhe di erences of
the areas can be calculated and compared with a threshold.

A boolean value for the height testsht can be de ned as

_ S(Vip)
sht= >

(S(V1) + S(V,)) < shthr

whereshthr is the summed height threshold. Note the normalization of # values caused
by the di erence in size of the compared areas.

The Summed Height Test combines very well with the Normal Té®f Section 3.1.1 as
it is able to detect the low frequency change in a displacememap. In Figure 3.4 two
examples for a possible cross Section of a displacement map shown where one of the
tests fails and the other succeeds.

3.1.3 View Dependency Test

The new view dependency test [2] diers from the proceedingnes because it has a
negative response, it is used to avoid resampling where nomaaformation can be added
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Figure 3.4: The solid line represents a contour line across the displaogent map
between the texture coordinates of the vertices of one edgd a triangle with the newly
inserted point in the middle. The dashed lines indicate the aea over which the height
is averaged to calculate the Summed Height value. In (a) the Mrmal Test fails, but
the Summed Height Test succeeds. In (b) the Normal Test sucagls but the Summed
Height Test fails.

to the outcome. his speci c test can be used for controllingertriangulation by limiting
the insertion of new vertices. The assumption is that the regn between two points
di ering less than one pixel in position when transformed tescreen space doesn't need to
be resampled any more. Thus when a transformation unit is aNable, two points around
the region of interest in case of a triangle edge, the starig point V; and end pointV, of
the connecting edge are transformed to screen space usiig tviewing transformation. If
the Manhattan distance between the two sampling points is lb@v one, no more sampling
Is necessary because adding any more sampling points betwte two points would only
add a sub-pixel sized triangle. In Figure 3.5 the displacemiemap of a human head was
applied to a cylinder at di erent viewing distances. When radered at a larger distance,
the detail added is limited by the minimum triangle size. As lis test works in screen
space it is view dependent and provides view dependency faryaalgorithm that uses
re-triangulation or adaptive sampling.

3.1.4 Re nement Limit Test

Similarly like the view dependency test in Section 3.1.3 theew re nement limit test [2]
has a negative response for stopping resampling. Its useimited to discrete types of
displacement maps as it solves a problem only occurring withiscrete maps. Consider the
example in Figure 3.6, where the sampling distance is alrgabelow the distance between
two entries in the displacement map.

Due to always occurring rounding errors when performing thiaterpolation of the new
sample point positions and the approximation errors, sevarunnecessary sample points
might be inserted close to the original displacement map v or between the two sample
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(a) Rendering of a human head at close distance. The result is flyl tessellated with ne
detail in the region of the eyes and mouth.

(b) The same base domain and displacement map as in (a) but at a bggr distance. On
the right side the tessellation result is enlarged, showinghe reduced detail.

Figure 3.5: Result of applying the view dependency test from Section 3.B to the
displacement mapped rendering of a a human head.
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- . . Snap to gris positions
Original Displacement Map points

A\

Starting sample points Unnecessary sample points

Figure 3.6: Oversampling caused by rounding and approximation errors.On the right
side the starting sample points are snapped to the original éplacement map positions.

points in Figure 3.6.

To avoid this unnecessary sampling a comparison of the samplositions can be used.
The idea is to stop sampling when the resolution of the disptament map has been reached
and to move the sample positions to the next displacement mapid position.

Given two sample positionsp;; p, with the respective texture coordinated;t,, with
ti = (u;; Vi), and a displacement map with the dimensiond,, d,. The texture coordinates
have to be limited to the interval [0; 1] which can be easily achieved by removing the
integer part of texture coordinates. The texture coordinags are then scaled with the
displacement map size:

t9 = (dwUs; dhva) = (dy;dh) tg
t9 = (dwUz; dhVo) = (dy;dh) ta

By comparing the integer parts oft? and t9 the oversampling occurring in Figure 3.6 can
be easily detected. If the integer parts are equal or di er byess than one when using
a Manhattan distance calculation no more sampling is necesg as the resolution of the
displacement map has been reached.
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3.2 Curvature Based Tests

3.2.1 Curvature Calculation

As noted before, increased sampling should occur in regiafghe displacement map with
strong changes in height or high curvature.

To calculate the curvature of the displacement map a numbeif mmethods can be used.
Mathematically the curvature can be approximated with dewatives of the original map.
Given a 2-dimensional displacement map

f:R*7! R; (3.2)

the gradientr f of the displacement functionf can be expressed with partial derivatives

[23]:

@1(Xo; Yo) . @1Xo; Yo)
@x = @y

The gradientr f (Xo;Yo) has a number of useful properties:

r f(Xo;yo) = (3.3)
r f(Xo;Yo) points in the direction of the largest slope at positior{Xo; Yo).
The gradient is orthogonal to the surface de ned by the heigheld

The norm of the gradientr f (Xo; Yo):
S

@fxoiyo) °, @fxoiyo) °
@x @y

corresponds to the slope of the displacement functidn

ir f(Xo;Yo)j = (3.4)

The gradient function is not directly usable to detect chang in the displacement func-
tion. To obtain the actual change in the map, the second ordeterivative de ned as
@ (xy) , @f (xy)

r 2 (xy) @z @9
f = r2: (3.6)

(3.5)

has to be used. f is called the Laplace Operator and describes change in theadrent
which directly corresponds to curvature in the original map

In case the displacement map is given in a discrete form, theplacian Operator needs
to be discretized before use. To compute the discretized fiorof the Laplacian Operator
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the components of Equation 3.5 can be calculated independgn

@f(xy) _ @ @ixy)

@x @x @x
@ fix+ xy) f(xy)
@x X
f(x+ xy) f(xy) (Exy) fx xvy))
X2
f(x+ xy) 2f(xy)+f(x  xvy).

X2

If we set x =1, which is the minimum because of the pixel grid, we obtain:

@Y)  ((vtry) 2(cy)+ f(x L) (3.7)
@%
Symmetrically the second partial derivative alongy is given as:
GEN txyen) Aoen)+ Ty 1 38)

Expressed as a convolution lter the discretized Laplacia®@perator L is de ned as:

@t (xy) , @f (xiy)
@z @y

f(x+1;y) 2f(x;y)+f(x Ly)+
+f(x;y+1) 26 (xy)+ f(xiy 1)

0
ooo 010 010
=E@ 21%% 20%% 41 =L (3.9)
0 0 O 0 1 0 0 1 0

In Figure 3.7 the Laplacian Iter kernel was applied to two eample height elds, a
synthetic half donut shaped height eld and a range scan of @ter Lake. While the Iter

works as expected on the synthetic donut shaped height eldhe result of the Crater
Lake height eld is very noisy and the relevant geometric feéares are not well detected.
Since the footprint of the employed Laplacian is rather smhit is very sensitive to small
local changes and high frequency noise often present in datbtained from laser range
scanners and thus is almost unusable without any low-passeking applied beforehand.
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(a) Half donut shaped height eld, brighter colors corresponding to higher elevation.
On the right the Iter kernel from Equation 3.9 was applied

(b) Height eld of Crater Lake with the same discrete Laplacian Iter kernel applied
on the right.

Figure 3.7: Discretized Laplacian Iter kernel de ned in Equation 3.9 a pplied to exam-
ple height elds. In the Itered images (right side), darker colors correspond to higher
curvature values.
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3.2.2 Laplacian-of-Gaussian

A commonly used Iter function for removing high frequency nise is the Gaussian func-

tion:
(x2+y?)

G (x5y) = 1921— e 22 : (3.10)

2

For the actual application of the Gaussian function from Egation 3.10 it has to be
convolved with the input signal, in this case with the displaement map. The convolution

operator is de ned as:
yA 1
f(x) 9(x)= f(y)a(x y)dy: (3.11)

1

Marr and Hildreth [37] combined the Laplacian Operator withthe Gaussian function
to the so calledLaplacian-of-Gaussian(LoG) Operator:

LoG = G (x;y) (3.12)
= 1 %G (xy)
2 2 X242
= %2 WrY) o (3.13)

To apply the LoG Operator to a displacement functionf it has to be convoluted with it:
LoG(xy) f(xiy) = G (xy) f(xy): (3.14)

The Gaussian function acts as a low-pass lter and the Lapléan Operator acts as a
high-pass Iter e ectively forming a bandpass lter.

A discretized version of theLoG Operator is shown in Equation 3.15. Here, a size of
9 9 sample points was used as footprint for theoG Operator:

0 1
011 2 2 2 110
12 4 4 2 1
1 4 5 5 4 1
2 53 12 24 12 3 5 2
LoG=B 2 5 0 24 40 24 0 5 2C: (3.15)
2 53 12 24 12 3 5 2
145 3 0 3 541
12 4 5 4 2 1
011 2 2 2 110

In Figure 3.8, the discretizedLaplacian-of-Gaussian Iter kernel was applied to the
two example height elds already used in the previous secipa range scan of Crater Lake
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and a synthetic half donut shaped height eld. As an e ect of he smoothing operation
the result is less noisy and distinct features as the riverjsible on lower left corner of the
Crater Lake image, are enhanced.

3.2.3 Curvature Based Testing Schemes

Direct evaluation of the curvature of a displacement map at @peci c position is quite
expensive due to the amount of memory accesses necessary thod it is impracticable
for hardware implementation or even real time applicationsOn the other hand it is not
necessary to store the absolute curvature values of the dapement map in a second map
and evaluating it in a test function. Instead the informatiacn about where to sample is
stored in another map. Two example schemes are presenteddjex very simple and space
e cient scheme and a more sophisticated algorithm.

Decision Maps

This new scheme is fairly easy to implement and requires alstano preprocessing other
than calculating the curvature. It is very light on resource while performing the actual
sampling [3].

After the curvature of the displacement map has been calcuél all curvature values
are compared to a user de ned threshold and all values aboweet threshold are marked.
The resulting one bit deep image has non-zero values at pasits where the displacement
map has high curvature values, thus needs to be sampled moiearately. This one bit
image is further-on calledDecision Mapas it controls the sampling process.

Although this information alone is already su cient to control the sampling process
the generated decision bit is again subject to point samplinartifacts when structures
as in Figure 3.2 are present. To avoid this, all non-zero vads in the Decision Map are
spread out in a circular manner by a user de ned radius as shavin Figure 3.9, e ectively
enlarging the area of in uence of values with higher curvate than the threshold.

In Figure 3.10 the Decision Map creation process for the Crater Lake height eld is
shown. Later in the rendering process it is only necessary tookup the value in the
Decision Mapto decide whether to sample more accurately at a specic ptisn. The
additional storage necessary for th®ecision Mapis very moderate and the additional
lookup can be avoided when the map is stored with the displacent map by enlarging
the displacement map entries with the one extra bit.

The speci cation of the threshold and the enlargement sizef @ sample above the
threshold is not straightforward and depends strongly on th displacement map and the
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(a) Discretized Laplacian (left) and the Laplacian of Gaussian lter kernel (right)
applied to the half donut shaped height eld.

(b) The same lter kernels as in (a) applied to the Crater Lake height eld.

Figure 3.8: Discretized Laplacian-of-Gaussian de ned in Equation 3.15 applied to
the same height elds as in Figure 3.7 with the result from Figure 3.7 shown on the left
for comparison.
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-
Threshold

Curvature

Spread

Figure 3.9: A small section of the curvature of a displacement map with the resulting
Decision Map. On the left the curvature of the map is shown with darker values corre-
sponding to higher curvature. In the middle the result of the thresholding and on the
right the spreading is applied, too.

geometry it is applied to, which makes this scheme somewhaitalllt to use. The sam-
pling information is due to the only one bit deepDecision Mapof course very limited and
every region that has a non-zer@®ecision Mapvalue will be sampled until the maximum
sampling accuracy of the rendering algorithm is reached.

Curvature Maps

The Decision Map introduced in Section 3.2.3 can produce sft/ing quality if some care
is taken about the parameters and the base domain surface gaimg density. To make
the sampling process more adaptive to the displacement mamshape, more information
than just one bit has to be stored. In the newCurvature Map [4] not only the information

where to sample is stored, but also under which circumstars;emore speci cally when to
stop.

Typically adaptive sampling is a tail-recursive process. t&ting from a coarse level
of resolution a re ning process is performed, that contineeuntil a chosen error metric
drops below a given threshold or a maximum recursion level isached. In order to get
more control over the adaptive sampling process the errorrshold should be dependent
on the present recursion level. When the recursion level neases, the threshold should
increase as well because the covered area of the sample p@nmhuch smaller and thus
should only be resampled when large changes in curvature was are present.

In Figure 3.11 an example of a recursive re nement scheme isogvn. The algorithm
begins with the outer two black sample points and evaluatefi¢ middle point of the edge,
h. The curvature at point h is, although smaller than at pointe, large enough to trigger
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(a) Laplacian of Gaussian (b) Thresholded curvature (c) Final Decision Map

Figure 3.10: Decision Map creation for the Crater Lake height eld. After thresholdin g
the LoG Itered image all samples are spread out to avoid sampling etors. White areas
in the thresholded image correspond to curvature values abe the threshold and white
entries in the Decision Map mark areas where more sampling is necessary.

@ ®
g h

Figure 3.11: Example of an adaptive sampling scheme. Lighter sample cote indicate
a higher recursion level.

the insertion of the point. The algorithm then continues in asimilar manner to insert
points b;dand f. After point f has been insertede and g are tested. At point e the
curvature is high enough to trigger the insertion of the poineven though the recursion
level is higher but at pointg the curvature is, although slightly higher than at pointh, not
high enough. This corresponds nicely to the shape of the ceras no more detail would
be added by adding pointg and unnecessary oversampling would occur at that position.
Similarly for point a, where the additional point wouldn't add any additional acaracy to
the sampling result.
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Figure 3.12: A small section of the curvature of a displacement map and anxample
step when creating the correspondingCurvature Map. On the left the curvature of the
map is shown with darker values corresponding to higher curature. In the middle the
result of the thresholding and on the right side the spreadirg for the darker colored sam-
ple has been done. To complete th&urvature Map the spreading has to be performed
for all positions in the middle image.

To calculate theCurvature Mapa similar approach as for the Decision Map is used. The
displacement map is processed using the®G Iter and the resulting curvature values are
compared against a user de ned threshold and all values atethe threshold are marked
with one and stored in a map. To avoid missing small featurei¢ non-zero values are
spread out by drawing a circle with a radius depending on theucvature value, higher
curvature corresponding to a larger circle, around the entrin the map. The circle is
drawn by increasing the map entries by one as shown in Figurel3.

The spreading of the thresholded values results in higherluas in the Curvature Map
for samples in proximity of values of high curvature. To eashe evaluation of theCurva-
ture Map during rendering, only the maximum tessellation recursiotevel for that further
sampling should occur is stored in th&€urvature Map, so that by a simple comparison a
decision can be made while rendering.

As the range of possible recursion levels is usually far steafthan the range of possible
entries in the Curvature Map, it has to be quantized to allow for a one-to-one mapping
from recursion level toCurvature Map entry. The quantization can be performed either
in a linear fashion with equidistant ranges per recursion Vel or an exponential mapping
with increasing ranges for higher recursion levels, as a precessing step.

To map an entry ¢ from the unquantized Curvature Map we have to nd the interval
f4, whered corresponds to the corresponding recursion level, so that:

d2 [0 :rmax]:c2 fg= e, dDk (3.16)
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where rmax IS the maximum recursion level, and is derived from the maximum value
fmax 1IN the unquantized Curvature Map:

1

max

k =

log (f max ); (3.17)

In Figure 3.13 unquantizedCurvature Mapsand nal Curvature Mapsfor the example
displacement maps from Figure 3.7 are shown.

3.3 Quality and Error Control

As there exists an unlimited number of possible displacentemaps and base domain
surfaces it is important to measure the performance of the drent sampling tests and
combinations of them. When the sampling tests are used forgeellation as described
in Section 4.3 the quality of the tessellation result can be easured by calculating the
di erence between the resulting mesh and an optimally teskated mesh. An optimal
mesh with respect to accuracy for a discrete displacement maan be easily created by
using one sample point per position in the original displaogent map and adding a vertice
at that position. Any additional vertex will not add any more information to the mesh
as it is only a linear combination of the already existing pois.

The distance between two triangle meshes can be measuredhgsihe algorithms de-
vised by Cignoni et al. [19]. The distance is calculated by s®ling the surfaces with
di erent algorithms like Montecarlo sampling, Subdivisionsampling andSimilar Triangles
sampling. This error measure is basically the integral of éhsimple vertical error across
the triangle mesh surface.

3.4 Conclusions

Di erent schemes for sampling displacement maps are feagbwith distinct advantages
and weaknesses. In order to obtain satisfactory results armbination of the schemes
is often necessary. The most di cult problem with sampling dsplacement maps is the
locality of changes, it is almost impossible to predict thehgape of a displacement map
at a speci c position, even when the surroundings are fullydown. To avoid sampling
artefacts by missing distinct geometric changes in the map is necessary to presample
the map to some extend and identify important areas.

E cient ways to detect these areas are to measure the curvate of the map and to
store it in a second map, aCurvature map Altough the Curvature map contains only
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(a) Curvature Maps for the half donut shaped height eld before (left) and after(right)
guantization

(b) Unguantized and quantized Curvature Maps for the Crater Lake height eld

Figure 3.13: Curvature Maps for the donut shaped displacement map and theCrater
Lake height eld from Figure 3.7.
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the areas of change in the displacement map, so that it is vepasy to decide whether a
speci ¢ position needs to be sampled more accurately, thegilem of nding the position
in the rst place persists. By spreading out the informationabout the curvature it can be
at least detected whether a point in the map is in close proxity to a change in height.
If a suitable spread radius is chosen sampling errors caudeg missing features can be
avoided. The process of nding an appropriate radius is soméat cumbersome as it
depends not only on the input height eld, but also on the usedase domain surface.

Alternatively the average height of an area can be precompd and stored in a
summed-area table. This allows to determine the average bkt of any rectangular area
in the map, and especially to compare the average height ofyrens in the map. Hardware
support for fast reading from summed-area tables is not alable nor expected anytime
soon so it has to be emulated using normal texture memory, neigng four read accesses.

A convenient way to detect changes in a map is to simply compathe surface normals
of the resulting displaced vertices. The distinct advantag is that no extra memory or
lookup tables are necessary to perform the test. Although ihis of course again subject
to aliasing, being a form of point sampling, it works very wélwhen the input data has
only small features like ripples or small bumps and combinegry well with the height
average test.



Chapter 4

Algorithms for Hardware Rendering

Rendering displacement mapped surfaces is a process thatoives a signi cant number
of geometric and arithmetic operations. When applied to a tangle mesh, it involves prior
retessellation of the base domain surface and transformari of the vertices and normals.
Even on fast CPUs, it is a time consuming operation, wastingamdwidth and processing
power. As for all expensive rendering algorithms, the ultiate goal is to reimplement
them using dedicated hardware or reusing present (graphit$iardware to get interactive
rendering performance and reduce the strain on the CPU. Cuntly only one commercially
available graphics card [38] is capable of directly rendag displacement maps. Adding
displacement map rendering to currently available hardwararchitectures presents several
problems. For analyzing the capabilities of present hardwe architectures, the OpenGL
rendering pipeline can be used as a starting point.

4.1 The OpenGL Rendering Pipeline

A defacto standard for 3D graphics rendering is the OpenGL gphics API introduced
by SGI in 1993 [42]. It provided an open standard for writing B graphical programs
and a standardized way to access the available 3D graphicsrtnware. In Figure 4.1 a
schematic diagram of OpenGL is shown. The vertex and pixel téa ow as shown in the
Figure is still mostly valid for todays graphics hardware, oly the computing power of
some units has seen a massive increase in the last few yeargarticular the Vertex and
Fragment Processor Apart from the vastly improved computing power the exibility and

programmability of these processors has increased. Somgariant units of the pipeline
are described in more detail in the next sections.

33
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Figure 4.1: Block diagram of the OpenGL pipeline.

4.1.1 The Vertex Processor

The Vertex Processoris responsible for executing all operations that have to beode per
vertex like the transformation from object space to view spze, and the lighting calculation
for Phong shading [40]. The rst generations of OpenGL grapts architectures featured
only hardwired transformation and lighting operations andvere actually calculated by the
CPU since the computing power in the graphics hardware pigee was not su cient. This
has undergone a great change, the xed operation unit was leged with an programmable
vector processor.

The Vertex Processomprocesses one vertex at a time, completely isolated from tkar-
rounding geometry and has no concept of higher order geonietshapes or even simple
objects like triangles. All the data associated with the veéex being processed is trans-
ferred to the vertex processor, the geometry data vertex mition and surface normal if
applicable in model space color information and texture aardinates. The input data
is then transformed either using a xed function transform wh a user supplied transfor-
mation matrix, or in case of a programmable processor a cosponding vertex processor
program. The transformed data is thereafter fed into the rdsrizer, where all coordinates
are linearly interpolated across the primitive the vertex klongs to.

4.1.2 The Fragment Processor

The Fragment Processomperates on the interpolated fragment or pixel values gersted

by the rasterizer. In contrast to the Vertex Processorit has access to the graphic hard-
wares texture memory. The amount of texture memory and the maber of accesses to
the memory that can be made for every pixel is implementatiospeci c, as well as the
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number of operations that can be performed for every pixel. He performance and pro-
grammability of this unit has increased in an equal manner abfe Vertex Processors In
current implementations, the unit is provided with interpdated position, surface normal,
color and multiple texture coordinates.

The command set is usually smaller and less powerful than ihg vertex stage, which is
due to the fact that the data throughput is considerably higler in the fragment processing
stage, since the operations are applied to every pixel andtranly to every vertex.

4.2 Rendering using Tessellation

A straightforward way to enable present hardware architecires is to retriangulate the
original mesh according to the displacement map and dispkadhe vertices before the
actual rasterization is performed. In general, the resolittn of the base domain surface is
not su cient to capture the detail contained in the displacement map, as it would result
in one vertex per sample point of the displacement map. Althugh this obviously leads to
a very high accuracy, the amount of triangles that needs to brendered is also very high.
For an m sized displacement map2 n m triangles. There is no straightforward
way to limit the tessellation of the base domain surface, ifhie displacement map is not
discrete. The amount of triangles created is also complegehdependent of the structure
of the applied displacement map, and many unnecessary trigles are possibly rendered.

4.3 Adaptive Tessellation

A possibility to overcome these problems is to tessellate éhindividual triangles sequen-
tially and to adaptively add triangles where necessary, uiita desired level of accuracy is
reached. When performing adaptive tessellation, it is imptant to split adjacent triangles
consistently to avoid t-vertices, as shown in Figure 4.3. Tt simple example contains two
adjacent triangles, where only one was scheduled to be splits a result on the common
edge of the two triangles a vertex is added only on the trianglto be split. When the
displacement is applied to the triangle vertices afterwas] the edge on the unsplit triangle
will be linearly interpolated, while for the split edge the rw vertex is displaced according
to the corresponding displacement map entry. If the displ@&mnent map does not happen
to change linearly between the start and end point of the adgent edge a gap will open
between the vertex and the unsplit edge resulting in a hole ihe rendering of the triangle
mesh.



36

4.3 Adaptive Tessellation

S

AN
=4

D

2
N

7

2

2

(5227777
i
2277777,
o

5
T

(b) Adaptive tessellation

(&) Fully tessellated

0
HA
:mm/ama:
MO =X
AN
RN
NNANVNARY

RN RRSY V
%%%%v\v) R
KRN ﬂv

AR /

R 4
P

0
=

)

\i7
S

N
A GRS,
TLITON
KGRI ZATT
TSN

VTR
ik S

G I\
T, N

4N
s

D, t»‘\t‘% ww«d»m r
s

Y Ew&%«»iﬁa&i?
A
WX

A\ AV

W

R
=)

Wi

(c) Zoomed out view of an adaptively tessellated triangle mesh ith

the Crater Lake height eld applied

Unnecessary triangles in an even region of the source disgleament map.

2

Figure 4
Adaptive tessellation, as used on the right side, can reducthe triangle count massively.

The complete mesh is shown below.
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Split T-Vertice Gap

Figure 4.3: T-Vertice caused by an asymmetric split of adjacent triangles. Displacing
the vertices afterwards may result in a gap as shown on the rigt.

While many remeshing algorithms for terrain or height eld g@proximation using tri-
angular meshes exist, few are suitable for hardware implentation because of memory
constraints. A common strategy for nding an optimal soluton is the introduction of an
error metric for a triangulation and iteratively minimizing the global error. Measuring
the global error of a triangle mesh involves storing the wheltriangulation result O(n)
space and time is necessary which may be easy though expegasin CPU oriented al-
gorithms, but in an algorithm targeted at existing graphicshardware architectures the
amount of random access memory is usually very limited and nhoptimized for this kind
of operation.

Garland et al. [25] analyze variations of the greedy insea algorithm. The greedy
insertion algorithm tessellates by successively insergrvertices at the position with the
largest error and continues until either a given number of vices is present or the maxi-
mum error is below a given threshold. A naive implementatioof this will consumeO(n)
time per iteration, and for an iteration limit of m resulting in m inserted verticesO(nm)
time. With the use of a heap, and updating the error only wher@ecessary, Garland
reduces the time cost toO((m + n)logm, but the memory consumption is increased to
O(m + n). The heap enables the algorithm to easily pick the point witlthe largest error
and also to compare it to a some threshold. The algorithm st with a quadrilateral
and inserts points, selecting the position with the largeserror. The resulting mesh is a
Delaunay triangulation. As discussed in Section 4.1, grajs pipelines are usually stream
oriented with respect to the geometry, and the random accessemory bu ers that might
exist for storing such data are strictly limited in size, andonly portions of the mesh can
be stored at a time. The necessary presegmentation of the utpgriangle mesh compli-
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cates the retessellation process in particular at the segmeborders. A simpler scheme
for remeshing, that may not produce the optimal result but réher uses conservative as-
sumptions about quality and still be adequate for a possibleardware implementation is
needed. Thus, only local error criterias can be used, spezlly criterias local to at most
one triangle.

4.3.1 Local Edge only Tessellation

It is already a di cult task to maintain connectivity inside a mesh, while retessellating
when using a CPU based algorithm. When moving to a custom hasdre algorithm,
it becomes even more challenging, mainly due to memory acee®strictions. While
storing and using the connectivity of a triangle may be fedsie, accessing the actual data
of an adjacent triangle would require random read and write G@esses to the memory
where the triangle list of the mesh is stored. This would huripipeline performance
because of memory latency and because of the necessary waiteess, in this case to
store the information about the updated connectivity, woull make parallel execution very
complicated if not impossible.

To avoid these problems the tessellation is performed on argeiangle-basis where
information local to that triangle is used.

This e ectively limits the possibilities of the vertex insetion decision to criterias local
to a triangle. Furthermore, if t-vertices are to be avoidedthe available information is
limited to the common edge, as using information about the thd, opposing triangle vertex
or the area within the triangle will not be accessible by the dacent triangle. Thus, the
decision is made solely based on information contained ineledge that is to be split. The
tradeo of this scheme is that every test performed for the dgsion is performed twice,
for both triangles adjacent to an edge, although this couldépartly avoided through the
use of an edge bu er in the testing stage.

The decision whether and where to insert vertices can be madgon the sampling tests
introduced in Chapter 3.

4.3.2 Triangle Tessellation Strategies

A great number of schemes for tessellating triangles exisBecause of the limitations
imposed on algorithms targeted at a hardware implementatnp only few are actually
considered in this thesis. For retessellating a triangle nevertices have to be inserted,
possibly on an edge or inside the triangle. It is necessary #@low inserting vertices
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——— Normal triangle edge
—— Triangle edge that needs to be spli

Source triangles
a) b) c) d)

G| Y G|V

Resulting triangles

Figure 4.4. Possibilities for splitting triangles.

along the edges since otherwise the base triangle edges rienachanged throughout the
tessellation process. If a vertice is added on a triangle exJgt is important to ensure
that the neighboring triangle is split equally along the sheed edge as t-vertices could be
created and cracks may appear in the surface, as shown in Higuw.3. If we limit the
insertion of vertices to one per triangle edge, the number gfossible constellations for
the resulting new triangles is limited to four di erent cass. In Figure 4.4, the four cases
with the resulting splits are shown. For the caseb) and c) the symmetries for the input
triangles are not considered. In case) the resulting triangulation is ambiguous as two
symmetrical cases exist. As a solution to this and to avoid g and narrow triangles, the
shape of the source triangle can be used. As it can be seen igufe 4.5, the length of
the bisecting line of the opposite corner to the split edge nabe used as criteria. If the
shorter bisecting line is inserted as i) the resulting triangles are more regular in shape
and the long and narrow triangles as irb) are avoided.

4.3.3 \ertex Insertion and Position Modi cation

Often the quality of a mesh with displaced vertices can be impved without adding new
vertices, just by moving vertices to a position that adapts btter to the displacement maps
shape. In Figure 4.6, the inner two vertices of the edge wereoued to the closest points on
the edge with a maximum in curvature. The resulting linear aproximation of the curve
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a)

Figure 4.5: The two symmetrical tessellation options for a triangle with two split
edges. In casen) the bisector used for splitting the triangle is shorter than in caseh)
resulting in smaller and more regular triangles.

Original curve —
Approximation ~,

Figure 4.6: Movement of vertices on an edge to improve the sampling and th result-
ing linear approximation of the original shape. The thin line represents the original
displacement map shape and the thicker lines the resulting pproximation created by
the respective sampling. On the left side the original samphg is shown and on the right
side the sample points were moved to points with higher curvaure thus improving the

sampling result.

adapts far better to the sharp edge in the middle of the curvelf the original vertices

cannot be modi ed due to the nature of the remeshing schemehe positioning of new
vertices also has great impact on the outcome. In Figure 4.7 @dge with a sharp peak on
the right end is sampled. On the left side new vertices are gnadded in the middle of the
edge, and on the right side the new vertice is added at the poiaf maximum curvature

along this edge. To achieve a similar sampling quality withhte midpoint insertion, a lot

more sample points are necessary as if the sampling positienvariable. The position

adaption to the curvature features is di cult to implement t hough, as it is non-trivial to

nd these feature points without sampling the whole edge.
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Figure 4.7: Midpoint insertion causing unnecessary oversampling. Onhe left side the
new vertices are only inserted in the middle of the edge whil®n the right side the new
vertices are moved to the point of highest curvature on the ede.

4.3.4 Base Domain Surface Tessellation

Not only the amount of vertices in the base domain surface hasstrong in uence on the

quality of the outcome, the arrangement of the vertices inde the base domain surface
may have an e ect. Highly regular base domain surface triamgations, as they are usually
used when the base domain is synthetic, a at square for exathep can cause visible
artefacts, because the base triangulation tends to remaimmewhat visible even in the
nal tessellation result. Additionally, if the applied displacement map is also very regular
with a frequency close to the base tessellation vertex distees, it can lead to severe
sampling errors as shown in Figure 4.8. Because of this it igvbrable not to use too

regular tessellations or add a little jitter to the inner vetices.

4.4 Basic Tessellation Pipeline

To combine the functionality of the tests with the triangle litting a pipeline has to be
designed. In Figure 4.9 a top-level view of a basic tesseitat pipeline is shown. It works
by recursively subdividing triangles with the use of a triagle stack. The base domain
surface triangles are fed to the pipeline and bu ered in th@riangle FIFO. In case that
the Triangle Stackis empty the rst triangle in the FIFO is selected and forwarded to the
Triangle Test Unit, where some of the tests described in Section 3 are perfornmdthe
triangle. If the Triangle Test Unit detected that some edges need to be split the triangle is
moved to the Triangle Split Unit, otherwise the triangle is forwarded to the rasterization
pipeline. When a triangle needs to be split thdriangle Split Unit tessellates it according
to a user de nable rule, for example as described in Section32, and feeds the new
triangles to the Triangle Stack To avoid an over ow in the Triangle Stack it has a higher
priority than the input Triangle FIFO. The Triangle FIFO's status is supervised by the
operating systems driver, and no over ow should occur. Allite test for the performance
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(8) Regularly tessellated base mesh with a height eld containng a sequence of sharp dents.

(b) Jittered base mesh tessellation avoiding the sampling ernoon (a) caused by the too regular
base mesh tessellation

Figure 4.8: Applying jitter to the inner vertices of a very regular trian gle mesh to
avoid visible artefacts and sampling errors.
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Triangle Stack H Triangle Split

Triangle Test H Rasterisation
Triangle FIFO h

Figure 4.9: Basic tessellation pipeline for adaptive tessellation.

and quality of the tests introduced before in Section 3 and thtriangle splitting and vertex
insertion strategies were tested with a similar pipeline ahitecture. Some of the tests can
reuse functional units present later in the rendering pipale. For example theSurface
Normal Variance Testpresented in Section 3.1.1, needs to perform a bump operation
the surface normal of a vertex that can also be calculated ifn¢ vertex shader stage or
even a dedicated bump mapping unit. If possible, the redundaimplementation should
be avoided, for example through the use of a feedback looprfrahe rendering pipeline
to the testing unit.

4.5 Tessellating with the OpenGL Pipeline

A standard OpenGL pipeline as described in Section 4.1 is @ape of rendering the
previously tessellated and displaced triangle meshes. Hoxer, in order to reduce the
computational load on the CPU, the tessellation should be e@ on the graphics hardware.
In the following Section the lacking functionality is ident ed and the necessary additions
are presented. As a base for the analysis currently availadhigh-end commodity graphics
hardware like anVidia NV3X or ATl R3XX was used.

The computational power in the Vertex Processor called VP further on stage is
su cient to perform the necessary operations, but some essal functionality is missing.
For displacing the vertices, a crucial feature is access torse sort of texture memory
to read the displacement map data. Without any texture storge, only procedural dis-
placement maps or very small maps that t into the constants egister storage usually
present in VPs, can be applied. Once the displacement amount is obtainedet actual
displacement of the vertice is a fairly trivial operation, ad a previously tessellated mesh
can be displacement mapped. For performing the tessellation place more connectivity
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information is needed though, as th&/P only operates on single isolated vertices, with
no information about neighboring vertices or connectivitywhich is important for most
sampling tests, as they rely on information about an edge. Aitionally it is not possible
to insert new vertices into the rendering pipeline as it is guired for creating new tri-
angles. Considering the highly optimized pipeline in th&P, it makes presumably more
sense to insert a tessellation unit before the pipeline anahly calculate the displacement
and normal perturbation of the vertices in theVP. A possible simple tessellation unit was
demonstrated in Section 4.4.

4.6 Vertex Processor Feedback Loop

The VP in almost any currently available card has great computatioal power and ex-
ibility, as already described before in Section 4.1.1, anduld be of great use for the
tessellation process. To allow the tessellation units to phoit the computational power in
the VP some changes have to be made to the pipeline. If a vertex bu & added after
the VP, creating a feedback loop back to the testing units, th&P could be used as a sort
of co-processor in the tessellation process. As a major adiage of this new approach,
the change to the existing pipeline is fairly minimal and umitrusive. New and possibly
better testing schemes can be added, as the exibility and éinmetic performance of new
VPs increases. The resulting pipeline is shown in Figure 4.10.

The arithmetically complicated test unit required in the basic pipeline in Figure 4.9 can
be replaced with a mere control unit. Whenever a triangle thaneeds to be tessellated
for displacement mapping for example &/P program for performing the tests is applied
to the triangle vertices. For accessing the displacement malata, the control unit needs
access to some sort of dedicated graphics memory. If thi® has texture memory access
of its own, it can of course be omitted in the control unit. Thecalculation result is then
fed back through a vertex bu er to the tessellation control wit, where further tessellation
or the nal rendering is initiated. To avoid pipeline stalls the triangles are fed back into
the vertex stream through bu ers, after the necessary spbt have been calculated. The
changes to the rendering pipeline are completely transpateto the VP as it makes no
di erence if the vertices are transformed and rendered, oome other testing operations
are performed.
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Figure 4.10: The basic OpenGL pipeline from Figure 4.1 modi ed for using avertex
processor as an arithmetic unit for the tessellation pipelhe. Additional units are grayed
out in the zoomed view.

4.7 Retessellation Results

In this section, the di erent sampling strategies presentk in Section 3 are applied to
combinations of displacement maps and base domain surfgcerd the results are com-
pared using the measurement algorithms described in Secti8.3. The tessellation results
were compared to an exact tessellation, as described in $ext3, with one vertex per
displacement map point.

4.7.1 Used Sampling Tests

The base domain mesh used as a starting point for the tessétba process has great
in uence on the quality of the outcome. In particular the reslution must be taken into

account when choosing the thresholds for the sampling alghms. The algorithms were
tested on meshes with 4, 25 and 100 vertices with di erent pameters to demonstrate
the in uence of the thresholds on the di erent algorithms. Al thresholds are de ned in

the range from 0 to 1. The following tests were used:
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Displacement Map Name| Size Description

Ashby 346 452 | Ashby Gap, Virginia, USA

Crater Lake 336 459 | West half Crater Lake, Oregon, USA

Ozark 369 462 | Ozark, Missouri, USA

Volker 512 456 | Cylindrical scan of the head of Volker Blanz
Donut 512 512 | Synthetic half-donut shaped map

Peaks 512 512 | Synthetic at map with narrow peaks

Table 4.1: Table of Displacement Maps used for tessellation tests.

Surface Normal Variance Test(SNV), Section 3.1.1
Local Area Average Height Test(LAAH), Section 3.1.2
View Dependency Test(VD), Section 3.1.3
Re nement Limit Test(RL), Section 3.1.4
Decision Maps(DM), Section 3.2.3
Curvature Maps(CM), Section 3.2.3.
The following combinations were used to perform the actuaksts:
Local Area Average Height Test, Re nement Limit Test and Viev Dependency
Surface Normal Variance Test, Re nement Limit Test and ViewDependency
Local Area Average Height, Surface Normal Variance and Reament Limit Test
Decision Maps, Re nement Limit Test and View Dependency
Curvature Maps, Re nement Limit Test and View Dependency.
The two negative response tests the/iew Dependency Tesand the Re nement Limit
Test make little sense to be used individually, since they onlyamove vertices.
4.7.2 Tessellation Results for the Ozark Displacement Map

The Ozark displacement map is a terrain height eld with plety of high frequency in the
geometry and ne detail. An example rendering of a tessellatl and displaced rectangular
mesh is shown in Figure 4.11. On the right side the mesh is dnawith only the triangle
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Figure 4.11: Rendering of the Ozark displacement map with the corresponthg triangle
mesh shown.

edges shown. Table 4.3 shows the tessellation results foetzark displacement map
for di erent combinations of testing algorithms and base m&h triangulations. In this
case thelLocal Area Average Height Tes(LAAH) and the Surface Normal Variance Test
(SNV) are listed. The Re nement Limit Test was always applied.

Already for a base mesh with as little as four vertices or tworiangles very satisfying
results can be obtained. Increasing the amount of triangles the base mesh reduces the
error further and more importantly reduces the number of itetions necessary. The tests
were used alone and combined, to show that the combinationlinfield better results than
expected in Chapter 3. As the displacement map contains marmf small changes the
Surface Normal Variance Testperforms already very well, and theLocal Area Average
Height Test misses a lot of the ne detail due to its averaging nature. Ifhe starting
tessellation is very coarse as in th2 2 case the combined result is tessellated far more
and also better than with the individual ones, although the ndividual thresholds are
equal. This is due to the fact that the SNV test is likely to mis changes on a too large
scale. If the thresholds for the individual tests are lowede the SNV test will produce
substantially more triangles than the combination of the tsets and still yield a higher error.
The LAAH test produces satisfying results with a lower thresold but the recursion level
has to be increased and the number of triangles created is rhuagher, too. Equal results
can be seen with thes 5 and 20 20 base meshes. For th® 5 case the combined
tessellation tests even result in a lower error although thgiangle count is reduced. The
combined tests obviously adapt better to the source geomgtthan the individual tests.
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Thresholds Ver- Error in % Volume
tices Error
SNV LAAH Maximum Mean Mean
Square
Starting tessellation 2x2 vertices
disabled 0.01 3626 8.4 0.35 0.9 2998
0.3 | disabled 4625 7.95 0.22 0.55 1995
0.3 0.01|| 10837 1.3 0.07 0.1 1221
0.1 | disabled 13578 3.4 0.08 0.11 1543
disabled 0.001| 13124 1.45 0.07 0.1 1436
Starting tessellation 5x5 vertices
disabled 0.01| 12167 1.8 0.08 0.12 1758
0.3 | disabled 23996 3.5 0.07 0.11 3467
0.3 0.01| 23108 1.36 0.06 0.06 2324
Starting tessellation 20x20 vertices
disabled 0.1 17303 1.33 0.07 0.1 2273
0.3 | disabled 20031 1.46 0.07 0.1 2493
0.3 0.1 27015 0.9 0.06 0.08 2914

Table 4.3: Tessellation results for the Ozark displacement map applid to rectangular
base meshes witl2 2,5 5and 20 20 vertices.
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Tessellation Level: O 1 2 3 4

Figure 4.12: Dierent recursion levels generated while tessellating a ectangular tri-
angle mesh for the Crater Lake displacement map. The upper fecorner is zoomed in
to show the adaptive tessellation surrounding a river vallgy.

Recursion Process

To illustrate the process of retessellating the base meshet triangulations at di erent
iteration levels were calculated and are shown in Figure £21The upper left region of the
result is zoomed in, showing the course of a river with incrsimg level of detail. The river
area demonstrates the advantages of the adaptive tesseltat process, as the very ne
triangulation is only generated at the river valley and not m the surrounding smoother
areas.

Curvature Map Results

When precomputing the curvature maps the user is presentedttvnot only one threshold,
but with three input parameters that have a strong in uence @ the tessellation result.
Apart from the curvature threshold controlling the initial entry in the curvature map,
also the radius of the spreading circle and the maximum tedisgion recursion level are
necessary. Intable 4.5 tessellation results for the Ozarksglacement map are shown when
using Curvature Mapsfor controlling the tessellation process. Additionally tathe errors
the percentage of tessellated triangles is given. The pentage depends on the maximum
recursion level allowed and is a good indication for the e &geness of a tessellation. The
tests with a very low curvature threshold show a very high peentage of tessellation, very
close to the theoretical maximum. While this results in verygood quality, there is little
or no adaptiveness of the tessellation and little gain fromsing an adaptive algorithm at
all. Thresholds around 0.5 give very good results and showeevbetter results than the
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more complicated testing algorithms tested before in tablé.3. Increasing the threshold
further, slowly decreases the triangle count and increasése error which is expectable
due to the reduced triangle count.

4.8 Conclusions

A base domain surface with a displacement map applied to it nebe rendered by tessel-
lating the base surface triangles rst, and displacing the ew vertices. The new vertices
are necessary, because the base domain surface resolusamsually far too low to allow a
satisfying adaption to the shape contained in the map. Idelgl the new vertices should be
added only where necessary to reduce the triangle count whesndering afterwards. The
sampling tests presented in the previous Chapter can be uséat controlling the adap-
tive tessellation process and lead to very satisfying ressil A typical implementation of
the OpenGL pipeline, as it is found in most graphics hardwararchitectures available
today, lacks important features in the geometry processingtage to enable it to perform
an adaptive tessellation of the base domain surface. With me simple additional units
the graphics pipelines can be changed to very exible teskglon units that can do more
than just a simple adaptive tessellations for displacememhapped surfaces.
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Threshold | Spread | Recursion Vertices Error in % Triangles
Maxi- Mean in %
mum
0.1 5 7 16460 0.56 0.066 9941
0.2 5 7 15692 0.56 0.067 94:96
0.3 5 7 14336 0.69 0.069 86.77
0.4 3 7 12149 1.35 0.074 9975
0.4 5 7 12636 0.91 0.073 7646
0.4 7 7 13236 0.91 0.071 80.05
0.4 9 7 13672 0.69 0.071 8264
0.5 3 7 10470 2.57 0.078 6340
0.5 5 7 10907 0.91 0.076 6595
0.5 7 7 11564 0.91 0.075 6992
0.5 9 7 12235 0.91 0.073 7393
0.6 3 7 8652 2.57 0.084 5237
0.6 5 7 9081 1.93 0.83 54:92
0.6 7 7 9872 1.94 0.811 5970
0.6 9 7 10567 1.23 0.076 6384
0.4 3 8 43220 0.92 0.052 6568
0.4 5 8 44965 0.88 0.052 6832
0.4 7 8 47013 0.69 0.051 7142
0.4 9 8 49637 0.64 0.051 7542
0.5 3 8 36076 1.07 0.054 54:83
0.5 5 8 37889 0.9 0.054 57:56
0.5 7 8 40725 0.9 0.053 61:86
0.5 9 8 43272 0.69 0.052 6573
0.6 3 8 29303 25 0.058 4454
0.6 5 8 30943 21 0.058 47.02
0.6 7 8 34078 2.1 0.056 5177
0.6 9 8 37016 0.9 0.054 56:22

Table 4.5: Tessellation results for the Ozark displacement map applid to a rectangular
base mesh with2 2 using Curvature Maps.




Chapter 5

Direct Rendering Algorithms

Although currently available graphics hardware mostly laks support for inserting new tri-
angles or vertices and sampling a texture map in the geometpyocessing stage rendering
of a displacement mapped surface is still possible. In coast to the rendering schemes
from Chapter 4, the base domain surface is not modi ed accard to the displacement
map, but rather simple ray tracing or image based approachese used. This became
possible with the great increase in exibility seen in the lst few generations of commodity
graphics hardware.

5.1 Prism Renderer

Most approaches to displacement mapping require that the gmetry of a given base mesh
can be modi ed, especially in the sense of adding more detailthe form of retessellated
triangles. Currently available hardware, at which this algrithm is targeted, does not
allow vertices to be added, once the geometry has been trarséd to the graphics card.
To work with this restriction this new algorithm [5] does notgenerate geometry on the
card, but instead creates triangles that cover the area on ¢hscreen that could be a ected
by the displaced base mesh triangle. When the covering trigles are rasterized a per
pixel calculation is performed to detect an intersection wh the displaced surface. The
number of covered triangles should be kept to a minimum to rede the geometry transfer
overhead. The bounding volume of the surface with a displaoent map applied to it is
given by a prism obtained by displacing the base triangle aig the vertex normals to the
maximum displacement height.

The area needed to cover the prism is given by its projectiomdhe viewing plane. If
no additional geometry is to be generated the base trianglamr be projected parallely to
the viewplane and expanded so that it contains the projectegrism. Since the projection

52



5.1 Prism Renderer 53

can result in a polygon with more than six vertices as shown ikig. 5.1, where the
projection is a non convex polygon with seven vertices, theower triangle is costly to
compute when an optimal solution is desired with only few urectessary pixels rendered.
A far simpler and more robust approach is to use a quad insteas a cover for the prism.
The cover triangles can be chosen arbitrarily as long as thepver the projected prism of

\

R et

Cover polygon

Figure 5.1: A possible projection of a prism on the viewing plane resulting in a polygon

with seven vertices. Two possible covers calculated with aisgle triangle and a quad
are also shown.

the displaced surface.

Since the cover triangles have to cover the extruded prismoim all viewing positions,
they either have to be recalculated whenever the viewpoinhanges or have to be chosen
in a manner such that they always cover the prism. The most stightforward way to do
this is to render the prism completely by triangulating it. At each pixel of the prism's
triangles a non-trivial intersection of the viewing ray wih the prism has to be performed,
placing a very high burden on the pixel shader pipeline. Siadackfacing triangles can be
culled, the amount of used pixels to be drawn is relativelyrhited. The resulting triangles
are shown in Figure 5.2. The sides of the prism are quads andvlao be split into two
triangles, the bottom and top of the prism remain unchangedesulting in eight triangles
to be rendered per base triangle. The displacement prism issplayed by rendering the
triangles and casting rays into the prism from every interplated pixel. The rays are cast
in the viewing direction from each pixel position. To nd outwhether the ray intersects
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Figure 5.2: The prism with its resulting triangles used for rendering.

the displacement map, the height of the sampling position mompared to the height of the
displacement map at the interpolated texture coordinate ofhe sampling position. The
height ranges from zero at the base mesh level to one on the topthe prism. The 3D
texture coordinates need to be interpolated inside the pms, along the viewing direction.
The texture coordinates are local to the prism and a base traform has to be made at all
vertex positions to obtain the viewing direction in local teture space. Given a triangle
with vertices V; = (X;;Vi;z) with normals N; and texture coordinatesU; = (u;;v;) for
I =1;2;3, the rst step is to add a third coordinate de ned by the heigh of the vertex
in the prism:

UC := (u;;vi;0) for vertices of the base triangle andJ? := (u;;v;; 1) for vertices of the
displaced triangle. To calculate the transformation for veex V; for example, on the base
triangle, a local baseB rexure 1S de ned with the texture directions e;; &, along the triangle
edges:

e = Uy U
&= UJ U?
Brexture = (€1;€2; 1)

In the same manner a local bas®yiq IS de ned with the world coordinates of the
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vertices:

fl =V, V
f2 =V; V;
Bworia 1= (f1;f2;N1)

The basis transformation fromBweng t0 Brexwure Can be used to transform the viewing
direction at the vertex position V; to local texture space.

To avoid sampling outside of the prism, the exit point of the kewing ray has to be
determined. In texture space the edges of the prism are notraightforward to detect
and a 2D intersection calculation has to be performed. Thisao be overcome by de ning
a second local coordinate system which has its axes alignedhwhe prism edges. For
this 3D coordinates are assigned to the vertices as shown ilgére 5.3. The respective
name for the new coordinate for a verte¥, is O;. Then the viewing direction can be
transformed in exactly the same manner to the local coordita system de ned by the
edges between th®; vectors:

01 := Ogi+1) moduoz O
% = O(i+2) moduoz O
Broca = (01 02;1):

(0,1,1)

(0,0,0)

Figure 5.3: The vectors used to de ne the second local coordinate systerfor simpler
calculation of the ray exit point.
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In the following the local viewing direction in texture spae is calledViewr, and in the
BLoca base representatiotView, . It is assumed that the viewing direction changes linearly
over the face of a prism triangle. The local viewing directioin both coordinate systems
are assigned to 3D texture coordinates and used as inputs teetfragment shader pipeline
in order to get linearly interpolated local viewing directons. The interpolated View,_
allows us to very easily calculate the distance to the backi& of the prism from the given
pixel position as it is either the di erence of the vector coalinates to 0 or 1 depending
on which side of the prism being rendered. With this Euclideadistance the sampling
distance can be de ned in a sensible way which is important aee number of samples
that can be read in one pass is limited, and samples should beely distributed over the
distance. An example of this algorithm is shown in Figure 5.9n this case four samples
are taken inside the prism. The height of the displacement mais also drawn for the
vertical slice hit by the viewing ray. The height of the third sample which is equal to the
third coordinate of its texture coordinate as explained eéer, is less than the displacement
map value and thus a hit with the displaced surface is deteate To improve the accuracy
of the intersection calculation, the sampled heights of thevo consecutive points with the
intersection inbetween them, are substracted from the intpolated heights of the viewing
ray, as shown in Figure 5.4. Because of the intersection thigis of the two di erences must

Sample points

, View,
Negative

distance

/

Intersection point

Positive distance

Displacement map

Figure 5.4: Improving the intersection point by linearly interpolatin g between the two
consecutive sample points containing the zero crossing irdiween, shown on a slice of
the displacement map.

di er and the zero-crossing of the linear connection can bealculated. If the displacement
map is roughly linear between the two sample points, the newmtersection at the zero-
crossing is closer to the real intersection of the viewing yaand the displaced surface
than the two sampled positions. Although the pixel positioron the displaced surface is
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Displacement map slice

VieWL

Base domain surface

Figure 5.5: Sampling within the extruded prism with a slice of the displacement map
shown.

now calculated, the normal at this position is still the intepolated normal of the base
mesh triangle. It has to be perturbed for correct shading, ithis case standard bump
mapping using a precalculated bump map derived from the usedisplacement map is
used. The bump map is obtained by convoluting the displacememap with a Sobel
Operator [37] in both horizontal and vertical direction andstoring the result together
with the displacement map in one texture, with the displacemnt stored in the alpha
channel.

The algorithm was implemented using OpenGL vertex and fragemt programs and run
on ATI r3xx and nVidia nv3x class cards. The performance wasnsilar on both cards.
The implementation also showed the limitations of the fragent shader accuracy. The
edges of the prism are obviously very sensitive to roundingrers in the shading pipeline.
On the prism edges the length of the sampling ray into the pnis should be equal to zero,
which was arithmetically not always the case, leading to a lee miss.
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5.2 Tetrahedral Renderer

Numerical problems can be reduced by simplifying the shapsed that the rays are cast
through. The prism is geometrically complex for performingntersection calculations.
Obviously the prism can be split into three tetrahedrons as®wn in Figure 5.6. The main
di erence in using tetrahedrons instead of the prism is thathe texture space coordinates
of the entry and exit point can be interpolated at the same tim by the rasterization
units. The sampling points between the entry and exit point & then be obtained by
just linearly interpolating in between them. The tetrahedons can be rendered using an
adaption of the Projected Tetrahedra (PT) Algorithm by Shidey and Tuchman[43].

5.2.1 Mesh Construction

Using tetrahedrons requires the construction of a tetrahedl mesh from the base domain
surface. It has to be ensured that neighboring tetrahedratiges are aligned in a consistent
way to avoid aliasing e ects between adjacent triangles. Tk can be achieved without
knowledge of the connectivity in the tetrahedral mesh, by jst setting up an enumeration
of the vertices in the mesh that allows for an index compariso The enumeration can
be obtained from the vertex indices as they are usually given an array. The algo-
rithm iterates over all faces in the triangle mesh folding u@ prism by displacing every
vertex of the base triangle along the vertex normal directm To globally adjust the
amount of displacement, the normal can be multiplied with a ser de ned scalar. Every
prism is then split into three tetrahedrons following the odering scheme as schemati-
cally shown in Figure 5.6. The indices/; vy;V, are assigned to the lower vertices and
V3; V4; Vs to the upper base vertices. Now every prism is tiled into thehtee tetrahe-
drons T (Vo; Vi; Vo; V5); T(Vo; Va; Va4, V5) and T(Vo; Vs; V4 V). An additional requirement is
that vy < v, <V, with respect to the consistent numbering scheme of the mesk aoted
before. Hence the algorithm simply works this way:

FOR_EVERY_TRIANGLE_FACE(f)

IF(vO > v1)
SWAP(VO, v1)
SWAP(v3, v4)

IF(vO > v2)
SWAP(VO, v2)
SWAP(vV3, vb)
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IF(v1i > v2)
SWAP(V1, v2)
SWAP(v4, v5)

CREATE_TETRA(VO, V1, v2, V5)
CREATE_TETRA(VO, V1, v4, V5)
CREATE_TETRA(VO, V3, v4, V5)

Vo

Figure 5.6: Subdivision of a prism into three tetrahedrons:
T (Vo; Va;V2; Vs); T(Vo; V1;Va; Vs); T (Vo; Va; Va; Vs)

5.2.2 Rendering

To adapt the PT-algorithm to displacement mapping only a fewmodi cations have to
be applied. In contrast to the standard algorithm where eaclertex needs color and
opacity, each vertex is attributed with its respective tangnt space consisting of normal,
tangent and bi-normal, each a 3d-vector. The tangent and biermal are necessary for
performing the bump map operation while shading the surfacédditionally two texture
coordinates, one for the bump and displacement map, the othéor a freely usable tex-
ture, are assigned to each vertex. Before the geometry is sémthe rendering pipeline
a view-dependent preprocessing step has to be performed,enéhthe tetrahedrons are
decomposed into triangles according to the PT-algorithm.nl Figure 5.7 the possible pro-
jections of tetrahedrons and the respective decomposit®mre shown. At pointS in the
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diagram the connecting edge between frontside and backsioiethe decomposed triangles
is calculated. The backside vertex is also called the secaing vertex of all the triangles.
So far all the processing has to be done on the driver side byethost computer's CPU.
Projected tetrahedron

0)]

A /\
B 4 A

Decomposited triangles

Figure 5.7: Possible decompositions of projected tetrahedrons into iangles.

Every triangle vertex (primary vertex) sent into the rst st age is attributed with texture
coordinates and tangent space vectors. Likewise the vertex the backside (secondary
vertex) of the decomposed tetrahedron is transfered as atiute including its texture
coordinates and tangent space vectors. With these parametdéhe vertex shader computes
homogeneous texture coordinates for the primary and secarg vertex. It also computes
the modelview projection transformation of the vertices ah nally transforms per vertex
viewing and light direction into tangent space. In the secahstage of this pipeline the
pixel shader performs the intersection calculation betwaesye vector and the displacement
map. To achieve this the pixel shader performs four lookups ithe displacement map
given by the interpolated texture coordinates of the primar and secondary vertex and
two interpolated positions in between. The intersection heeen eyevector and displaced
surface is then calculated by substraction of the sampledsgilacement value from the
interpolated texture coordinates. A sign change indicatebe interval where the eyevector
hits the displaced surface. In case no surface was hit the gixs removed. Otherwise the
pixel will undergo a nal shading step. Here, bump mapping waused to perturb the
interpolated normal and Phong shading using the fragment sler stage. An overview of
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Input Triangle Mesh »@ Assign TexCoord Decompose

Input Displacement Map» Gen. Bump Map

Host

Homogeneous Model-View Per-Vertex
Transform Transform Lighting

Vertex Shader

@ Bump Operation @ Shading

Pixel Shader

Figure 5.8: Overview of the pipeline for displacement map rendering usig projected
tetrahedrons.

the rendering process is shown in Figure 5.8.

5.2.3 Accuracy and Performance

The presented approach is very exible since no assumptioase made about the shape
of the displacement map or the base domain surface and aparih tetraeder generation
no preprocessing is necessary. The only thing that has to besered is a reasonable base
domain surface resolution to avoid sampling errors. Currdy, the very limited amount
of sample points presents a serious problem. In the exampleown in Figure 5.9, only
four samples inside a tetrahedron are taken. If the tetrahedns are too large, features
are easily missed and the error is untolerable. On the otheahd the amount of triangles
should be kept as low as possible, as the cost for every adulital triangle is very high.
The price of the exibility is that the amount of additional g eometry is considerable. For
each base domain triangle a prism consisting of three tetratirons is created, with four
triangle faces each, resulting in 12 triangles all togethef~or each of these 12 triangles'
pixels a costly fragment shader program needs to be executed

5.2.4 Adaptive Tetrahedrons

In order to improve accuracy without creating more triangle the shape of the prisms
can be adapted to the rendered displacement map, for the cadtloosing some exibility.
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Slice through prism

R Viewing ray

Sample points

——— Tetrahedron border

— Displacement Map

_____.’ ._____

Base domain surface Triangle vertex

Figure 5.9: Sampling error caused by a too coarse base domain triangulan and the
limited number of sample points.

Apart from pathological cases the di erence in height in a lcal area of a displacement
map is limited. Since the extruded prism always covers the [fuange of values that the
displacement map may contain, mostly empty space is sampletthus reducing e ective
accuracy. As a possibility to avoid sampling empty space wedapt the height of the
extruded prism and the resulting tetrahedrons to the displeement map's shape. For
a given base domain triangle the minimum and maximum heightalues of the covered
displacement map need to be calculated. The exact values dieult to obtain, since that
involves rasterizing the texture coordinates of the trianig. A rough but already su cient
approximation can be provided by a mipmap which is commonlysed for texture map
Itering as described in section 2.3. In contrast to the commmn mipmapping algorithm
where the di erent mipmap levels are calculated by averaginthe samples of the lower
levels, the minimum and maximum values are stored.

When generating the extruded prisms for the tetrahedrons &hlower and upper bound
are read from the previously created mipmap and the bottom ahthe top of the prism
are adapted as shown in Figure 5.10. The e ective distancedhneeds to be sampled is
reduced to a fraction of the original prism. As a result, the &se domain triangulation
resolution can be reduced.
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Extruded Prism

*********************************************************

—

AN

— AN g \

Triangle Displacement Map

Base Domain Surface

Figure 5.10: Improving the sampling by adapting the size of the extruded pisms.
On the left the standard approach with the full sized prisms is shown and on the right
the adapted prisms. As a result the distance that needs to beampled is reduced and
accuracy is improved.

5.3 Vertex Streams

In [45] Vlietinck demonstrates hardware accelerated dissgtement mapping through the
use of vertex streams. Vertex streams were introduced by Masoft with the DirectX
API in version 8 [39] and allow the use of multiple vertex inpustreams in the VP. The
algorithm uses a modi ed mipmapping scheme to store multipl levels of detail of the
displacement map and feeds two consecutive levels of defatb the VP using the vertex
stream API. The VP interpolates trilinearly between the two detail levels andlisplaces
the vertices. As theVP cannot insert new vertices to create triangles, the triangb that
may have to be inserted are transmitted as degenerate trialeg and are discarded when
no triangulation is necessary.

Although a lot of computation can be performed on th&P the algorithm still consumes
CPU time and in particular bandwidth as the two levels of detd that are needed have

LOD i \ LOD i+1 LOD i+2

Additional (degenerate) triangle edge

Figure 5.11: Three levels of detail of a tessellation and the trilinearly interpolated
vertices between them. For levelsi and i + 1 the degenerate triangles are drawn with
thicker outlines.
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Viewing directions
Reference surface

= -~ -_ _ _No intersection
NS

Displaced surface

Base surface

Figure 5.12: Precomputing viewing directions for the View-Dependent Dsplacement
Maps. The ray on the right which doesn't intersect the surface is marked specially.

to be rst identi ed and tessellated on the CPU and then sent b the graphics pipeline.

5.4 View-Dependent Displacement Maps

In [46] Wang et al. presented an alternative approach to diotly rendering displaced
surfaces using precomputation of possible viewing direatis. Similarly as Kautz in [31]
proceeded for rendering BRDFs using pixel shading pipelseNang precomputes the dis-
tance to the displaced surface for every possible viewingeltion and texture coordinate
on the surface, shown in gure 5.12. With a simple lookup on #hgenerated precomputed
so calledView-Dependent Displacement Map8/DM) the distance to the underlying sur-
face can be obtained and also whether or not there is an intection with the surface
at all, which is necessary for correct rendering of the suda's silhouette. As the base
domain surface's shape also in uences the distance, the mhps to be precomputed for
di erent values of local curvature of the base surface. To deice the high memory re-
guirements a singular value decomposition is carried out,ub still the size of possible
source displacement maps is limited, as well as the amount mfecomputed viewing di-
rections. In the presented implementation it is limited to 2 16 viewing rays. Because
the distance to the displaced surface is known for every ptsn in the map, it can be
not only calculated for the viewing direction, but also for he direction of a light source,
enabling simple detection of self shadowing of the surface. Figure 5.13, an example of
a shadowed point is shown. In this case the distance of poiRtto the surface along the
light direction (Light-intersection distancg, is larger than the distance of the intersection
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Viewing ray
Light direction

\ Light-surface distance

Light-intersection distance

Figure 5.13: Determining whether point P is shadowed, by comparing the light-
intersection distance from point P to L to the surface distance stored in theVDM
at point L along the light direction.

point L of the light direction with the surface (Light-surface distancg, which is stored in
the VDM. The smallerLight-surface distancemust be caused by an obstacle in direction
of the light source, and pointP is shadowed.

5.5 Conclusions

E cient utilization of the available resources in available graphics hardware allows for
approximations of displacement mapping by either a form ofay casting, precomputation
of possible distances or linear interpolation between tweVels of detail and the use of
vertex streams. When used with an appropriate base domainiangulation the extruded
prism perform very well without the need for any kind of precamputation, thus allowing
for real time animations through the use of multiple texturs or even streaming video data.
Due to the limited memory bandwidth available, the samplings subject to aliasing, but
with increasing memory performance of upcoming graphicsdhuitectures this is likely to
change. What cannot be neglected though is the great amount additional geometry,
that needs to be transformed and rasterized, although if mersamples can be taken per
ray in the tetrahedrons, the base triangles can be enlargedd thus the base domain
surface triangle count can be reduced.

The precomputed distance maps are less subject to these sdéimpartefacts, and have
distinct features like self-shadowing, which is not poss# with any other algorithm in
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a direct fashion so far. The fair amount of preprocessing aruhited size for the input
displacement map, as well as the low resolution of viewingrdctions are disadvantages.



Chapter 6

Applications and Examples

Apart from the obvious application of adding more surface dail to a otherwise at
or bump-mapped surface, displacement maps can be used folvieg other rendering
tasks. As described in Section 2.2, almost anything that appximates a surface and can
be sampled, is usable as a source for a displacement map. Othge hard to render
surfaces like NURBS or procedural height elds, can be easitendered when converted
into a displacement map. As a more tangible example, displment maps as a form of
geometry compression are presented.

6.1 Geometry Compression

As the displacement map is usually only a gray-scale imagedan be processed as such,
in particular the highly sophisticated image compressionlgorithms can be applied to
it when storing the map. Geometry compression algorithms fdriangular meshes are
equally sophisticated and often very complicated and reqei long computation times,
when compressing. If some predicates are met, displacemerdaps can be used as a form
of geometry compression. The shape of the source surfaceusthan some way resemble
a height eld, at least partially. Shapes like a head with benhair on it are unlikely
to produce good compression results, because the resultivgse domain surface will be
almost as complicated as the source surface was. As an example laser range scan of
a human head was chosen. The range scan contaiid2 456 sample points. When
the mesh is fully tessellated it contains 233 thousand vects. Typical compression rates
for triangular meshes range from 15 to 20 bits per vertex, ngsing in roughly 400 to
600 kilobytes memory for storing the mesh [26]. Using imageropression like PNG [24]

1The model was obtained by using a CyberWare [22] Scanner andas kindly contributed by Volker
Blanz.

67
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the height eld information can be stored within 40 kilobytes. The base domain surface
mesh does not need to be explicitly stored, only the radius drheight of the cylinder is
necessary in this case. Even though the potential compressirates are very competitive,
displacement maps cannot be used as a general geometry cagsping facility, since the
achievable rate strongly depends on the topology of the inpgeometry.



Chapter 7

Conclusions

This thesis discussed various aspects of rendering disgaent mapped surfaces, espe-
cially by rendering using adaptive tessellation. The mainoicus was to explore new tech-
niques suitable for hardware implementation in order to ratte the bandwidth strain on
the system bus by moving the tessellation process onto theaghics subsystem.

A number of sampling techniques that can be implememented sustom hardware in
a straightforward way have been developed and analyzed ugia sample implementation
of an adaptive tessellation pipeline. With only minor usernteraction or conservatively
prede ned input parameters the sampling schemes produce aative tessellations with
very low error measures.

The sampling techniques range from pre-processed curvaumeasurements to the
comparison of perturbed surface normals and summed-aredles. All implementations
result in roughly similar tessellation quality with varying complexity of implementation,
though. Depending on the available hardware resources okthargeted hardware platform
an appropriate sampling scheme may be selected.

Adaptively tessellating a triangle mesh especially in a haware context requires
special treatment of neighbouring triangles to avoid rendmg artefacts caused by T-
vertices or badly shaped triangles. These problems were agsed by performing adaptive
tessellation based on local information of the edges of theangles.

To enable currently available commodity graphics hardwaréo render displacement
mapped surfaces, a rendering algorithm is presented. Thiowel algorithm does not
depend on adaptive tessellation or special features in thendering pipeline, and employs
a modi ed form of raycasting to sample the height eld along aviewing ray. Sampling is
very sparse due to limited memory bandwith, but this will be acommodated as soon as
forthcoming graphics cards with more powerful graphics pgines emerge.
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